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Abstract
This thesis describes the development of a system (ENIGMA) that generates a wide
variety of cryptic crossword clues for any given word. A valid cryptic clue must
appear to make sense as a fragment of natural language, but it must also be possible
for the reader to interpret it using the syntax and semantics of crossword convention
and solve the puzzle that it sets. It should also have a fluent surface reading that
conflicts with the crossword clue interpretation of the same text. Consider, for
example, the following clue for the word THESIS:
Article with spies’ view (6)
This clue sets a puzzle in which the (the definite article) must be combined with SIS
(Special Intelligence Service) to create the word thesis (a view), but the reader is
distracted by the apparent meaning and structure of the natural language fragment
when attempting to solve it.
I introduce the term Natural Language Creation (NLC) to describe the process
through which ENIGMA generates a text with two layers of meaning. It starts with a
representation of the puzzle meaning of the clue, and generates both a layered text
that communicates this puzzle and a fluent surface meaning for that same text with a
shallow, lexically-bound semantic representation. This parallel generation process
reflects my intuition of the creative process through which cryptic clues are written,
and domain expert commentary on clue-setting.
The system first determines all the ways in which a clue might be formed for the input
word (which is known as the “light”). For example, a light might be an anagram of
some other word, or it might be possible to form the light by embedding one word
inside another. There are typically a great many of these clue-forming possibilities,
each of which forms a different puzzle reading, and the system constructs a data
message for each one and annotates it with lexical, syntactic and semantic
information. As the puzzle reading is lexicalised a hybrid language understanding
process locates syntactic and semantic fits between the elements of the clue text and
constructs the surface reading of the clue as it emerges.
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The thesis describes the construction of the datasets required by the system including
a lexicon, thesaurus, lemmatiser, anagrammer, rubric builder and, in particular, a
system that scores pairs of words for thematic association based on distributional
similarity in the BNC, and a system that determines whether a typed dependency is
semantically valid using data extracted from the BNC with a parser and generalized
using WordNet. It then describes the hybridised, NLC generation process, which is
implemented using an object-oriented grammar and semantic constraint system and
briefly touches on the software engineering considerations behind the ENIGMA
application.
The literature review and evaluation of each separate research strand is described
within the relevant chapter. I also present a quantitative and qualitative end-to-end
evaluation in the final chapter in which 60 subjects participated in a Turing-style test
to evaluate the generated clues and eight domain experts provided detailed
commentary on the quality of ENIGMA’s output.
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Introduction
“Long ago, in the misty vales of the mid-1990s I, as crossword editor, thought
it might be a good idea to allow our team of crossword compilers the freedom
of compiling cryptic crossword clues without the constraint of having to fit the
solutions into a grid – let the computer do that, I thought. This unassuming
little idea was transmuted through the pages of rival papers into the deus ex
machina of computers writing the entire crossword, clues and all. (I ask you,
computers writing cryptic crossword clues? Not a chance: they have enough
trouble beating Kasparov at chess, which is child’s play compared to
compiling cryptic crosswords.) [… ] Computers writing cryptic crosswords?
Nah, science-fiction.”
Extract from a letter to Private Eye in 2003 1 from Val Gilbert, the Crossword
Editor of the Daily Telegraph.

The work described in this thesis has a clear goal, namely to implement what Val
Gilbert describes above as “science fiction” and get a computer to write cryptic
crossword clues. The result is a system I have called ENIGMA that does just this. In
essence, this is a Natural Language Generation (NLG) task, but much of the detail of
the implementation relates to Natural Language Understanding (NLU). As I explain in
this introduction, the task of generating clues serves as a stepping off point into an
exploration of using NLG not just to generate text from some non-linguistic input
(Reiter and Dale, 2000: 1) but also to generate meaning at the same time. I term this
process Natural Language Creation (NLC) since it reflects my understanding of the
creative process of writing cryptic clues, and perhaps other creative writing tasks. The
starting point for the system is a representation of a word puzzle. Using this
representation as a guide ENIGMA then creates a text that expresses this puzzle but that
also expresses some other, unrelated, meaning when interpreted as a fragment of
English prose. The system’s understanding of what is meaningful is supported by a
range of data sources mined from text through corpus analysis.

1

Letters Page, Issue 1096, 26th December 2003
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Cryptic Clues as Multi-Layered Text
Most texts convey some information content to the reader, and typical NLG processes
involve transforming some semantic representation of this information content into a
linguistic formulation. In contrast, the text of a cryptic crossword clue has two
separate layers of meaning, which I refer to as the puzzle reading and the surface
reading. The only connection between these two layers is that they share the same
orthographic representation.
Consider, for example, the following clue (Manley, 2001: 31):
Dicky came top (4)
The clue appears to mean something, namely that someone called Dicky came first in
some competition. This is the surface reading. A semantic representation of this
surface reading might include an event (winning) an actor (Dicky) and, possibly, an
implicit location or context (some competition). This semantic representation could be
rendered textually in many other ways such as Dicky won, Dicky came first, Dicky
was the winner, and so on. However, since this is a cryptic clue there is another
interpretation, the puzzle reading, and under this reading the same text also indicates
the word ACME, which is the answer to the clue. This puzzle layer of the text
communicates the fact that the solution is a word that is an anagram of came and that
it also means top. A semantic representation of this reading might include the fact that
the solution word is acme, that a synonym of acme is top, and that an anagram of
acme is came. This semantic representation could be rendered textually using the
conventions of cryptic crossword puzzle readings in many ways, such as pinnacle
came unfortunate, confuse came zenith or apogee out came, although none of these
would be acceptable as a cryptic clue, since they are not plausible fragments of
English prose and so there is no surface reading. To be valid cryptic crossword clues
they must have both a puzzle reading and a surface reading.
Note that the information content of the surface reading and the puzzle reading,
represented by the proposed semantic representations, are completely different. Not
only are they different in structure, but they also deal with different types of entity and
different types of relation. The surface reading relates information about the real
world, whereas the puzzle reading reflects the domain of word puzzles and crossword
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clues. This is the key sense in which a crossword clue can be termed cryptic. It is also
important to note that none of the alternative renderings of the surface text can
function as a clue for ACME, and likewise that none of the alternative renderings of the
puzzle reading can masquerade as a fragment of English text. Although the alternative
puzzle readings function adequately as indicators of ACME under certain crossword
conventions they are not valid cryptic clues because they do not have a surface
reading. In the words of Azed (Crowther, 2006: 14) “clues are small pieces of English
prose, and as such they should convey something with a reasonable degree of ‘surface
meaning’, an image […] which solvers can relate to as part of their real-world
knowledge”.

Computing Cryptic Clues
When ENIGMA constructs clues for a given light 2 it explores the different renderings
of the puzzle reading and considers which of these coincides with a piece of text that
could pass for a “small piece of English prose”. I decided to approach the problem in
this way based on my own intuition of the creative clue writing process, reflecting
initially on a discussion with a friend over the construction of a clue for PAINFUL. I
proposed that we could form painful as NFU inside pail, at which point my friend
noted that this would work well, since NFU can be clued as farmers 3 and pail can be
clued as bucket. His comment drew attention to the shared thematic context between
farmers and bucket, indicating a good fit for the surface reading. My intuition is also
borne out by expert discussion of the process of compiling clues, such as the
following examples:
DEPOSE.

It means to oust, or remove from a high position. […] Does it make

any interesting anagrams? SEED OP, E. DOPES (in Chinese opium dens – but
what’s that got to do with “to oust”), SO DEEP, SPEEDO […], O SPEED, ZERO
SPEED

– wait a minute! Zero speed when driving out of a high position – this is

more promising, except for “high position”. “Elevated station” – that’s better!
A little more thought, to mislead the solver into visualizing car-driving instead

2

The solution to a cryptic clue is known as the light, since it is entered into the light-coloured squares
of the grid.
3
NFU can be clued as farmers because it is the acronym for the National Farmers Union.
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of despot-driving and then: “To drive out of elevated station, change from zero
speed [6]”.
(Macnutt, 1966: 93f). Macnutt is discussing the construction of a clue for
DEPOSE.

Here we have a word meaning “delicately” consisting of DAILY (a
charwoman, or char, familiarly) around INT … [which] can be shuffled to
make TIN. Now what would a char do with a tin? Probably throw it into the
dust-bin when tidying up. That suggests “messy tin”, the word “messy”
indicating to the solver that the letters of TIN are in a mess, that is, jumbled.
Finally how can we show that “messy tin” is within the word for a char?
Better, perhaps, the other way round, with the char gripping, or holding, the
tin. The picture is now complete: “Char holds messy tin delicately [8].
(Macnutt 1966: 98). Macnutt is discussing the composition of a clue for
DAINTILY.

The concept of Natural Language Creation (NLC) attempts to capture the creative
process described in these extracts. As ENIGMA explores fragments of text that could
render elements of the puzzle it considers how these fragments could be combined in
meaningful ways. Its understanding of what combinations are meaningful is derived
from text through corpus analysis, and the process of mapping out a meaning for the
surface reading is mediated through the fragments of text that represent the puzzle.
Meaning, in the context of ENIGMA, is tightly lexically bound and relates not to words
in isolation but only to words used in combination; meaning in ENIGMA is derived
from and expressed through collocations (see section 3.2.1, also Sinclair, 1991; Firth,
1957; Harris, 1968).

A Sample Generated Clue
ENIGMA’s top-ranking clue for ACME, Chopped mace is top (4), uses the same
definition word as Manley but a different anagram (mace instead of came) and hence
a different anagram keyword (chopped instead of dicky). In addition to returning the
clue, the system also reports the part of speech tags ascribed through generation, as
well as notes on the form of the puzzle reading, the syntax and semantics of the
surface reading and (if applicable) dissonance between the readings, since such

11

dissonance makes the clue more interesting to solve, as illustrated in the following
figures.
chopped/AJ0 mace/NN1 is/VBZ top/AJ0

Figure 1.

The part of speech tags assigned to each word in the generated clue 4.

Definition: definition of 'top' is 'acme'.
Puzzle: distance from light string 'mace' to surface
string 'acme' is 0.20
Form puzzle: Anagram of 'mace' gives 'acme'.

Figure 2.

Generated justifications of the mechanics of the puzzle reading.

Attachment: 'chopped mace' attached via type Attributive
Adjective Modifier
Attachment: 'mace top' attached via type Predicative
Adjective Modifier

Figure 3.

Generated justifications of syntactic bindings.

Sense: dependency fit 'chopped mace' of type Adjective
Modifier characterized as 'inferred'
Sense: dependency fit 'top mace' of type Adjective
Modifier characterized as 'inferred'
Thematic Fit: 'chopped’ and ‘mace' share common thematic
content.

Figure 4.

Generated justifications of semantic associations.

Homograph pun: to solve the clue 'top' must be read as
Singular Noun but has surface reading Adjective

Figure 5.

Generated justification of cryptic dissonance between the puzzle and surface

readings.

Figure 1 - Figure 5 present the generated justifications that relate to the clue for ACME
given above 5. Although only certain orderings are prescribed by crossword
conventions there are many permutations in which the elements of the clue could
legally be arranged, and so we could think of the input as a bag of words, {chopped,
mace, top}. In forming the clue, then, ENIGMA is locating a parse for this bag of
words, enabling it to part-of-speech-tag a certain ordering (Figure 1) and also to

4

The part of speech tags used are from the CLAWS C5 set, this set of tags is used to represent
syntactic categories and subcategories throughout ENIGMA.
5
The process of generating these explanations is set out in greater detail in section 5.10.
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produce a dependency parse for it (Figure 3). So we could think of clue generation as
akin to parsing, and think of the task as an interleaving of NLG and NLU subtasks
(see e.g. Neumann, 1998) or think in terms of the reversibility of NLG and NLU
subcomponents (see e.g. White et al, 2003; Klarner, 2005).
However, the justifications in Figure 4 also demonstrate that the system has created
something meaningful, something more than a syntactic parse of a fragment of text.
This meaning is tightly bound to the text because the relationships underpin the
grammatical relations within the clue, but the system also has something to say about
what it all means. The thematic fit between chopped and mace tells us something
about the context; ENIGMA does not have a notion of the domain of cooking, so this
context is very loosely specified, but it does know that the context of the clue relates
to these two concepts. It also knows that mace is something that can be chopped and
can be top; in addition, through other semantically-backed relations known to the
system it can (in the case of other clues) also tell us about relations such as agent,
patient, location and so on. As such these semantic justifications describe a loosely
specified semantic representation of the surface text that the system has created.

Natural Language Creation
The notion of NLC raises a set of research questions that relate to each other through
my conception of what is involved in language creation in this specific context. As a
result I present a discussion of related literature within each chapter as relevant. There
are two substantive threads of research that underpin NLC: first, the use of corpus
analysis to provide information about meaning, and second the implementation of a
generator that generates text and meaning at the same time.
For ENIGMA to be able to determine which words can be combined in which ways if
they are to be meaningful it needs to know about meaning in text. It is important to
note here that the scope of the system relates specifically to word puzzle clues and not
to clues that are based on general or cultural knowledge - I explain why in Chapter 1 and so the knowledge required by the system is about the ways that words can
meaningfully be combined in text and not some set of facts about the world.

13

Some of the data sources underpinning the system are static sources that categorise
words and phrases such as a lexicon, WordNet (Miller, 1990), word lists, word sets
and so on. However, I also investigate ways of extracting information about meaning
from a corpus, since a corpus is not just a very large bag of words but a repository of
meaningful assertions and therefore, in some ways, a repository of interactions
between words and meaning. These investigations follow on from the large body of
work on the use of corpora for empirical studies of the meaning of words (Sinclair,
1991; Kilgarriff, 2004, Hanks, 2000), and for finding out how words can be used by
studying collocations (Church & Hanks, 1990; Dunning, 1993; Hunston, 2002),
collocational frameworks (Renouf and Sinclair, 1991), patterns (Hunston and Francis,
2000; Siepmann, 2005), syntactic collocations (Hindle, 1990; Velardi et al, 1991; Lin,
1997), and other features mined from text.
Many of the datasets resulting from the mining of corpora for information about
meaning are widely known and widely used, but they do not generally provide
sufficient coverage at a fine enough level of granularity for language generation. In
particular they often present information about typical usage rather than information
that can inform a decision process about words in general. I address this by
constructing my own data sources, and I focus in particular on collocations, looking
both at thematic shared context evidenced by co-occurrence statistics and at syntactic
collocations evidenced by dependency relations. ENIGMA demonstrates that this raw
data about words and their meanings can support the semantic constraints of a
language generation system.
There is very little in the NLG literature about generating texts with multiple
meanings with the exception of computational humour (Ritchie, 2001; Ritchie et al,
2005; Binsted, 1996; Attardo et al, 2002; Raskin, 1996) and poetry generation
(Manurung et al, 2000) 6. The approach taken in computational humour is to work
from a formalism that represents the multiple layers of the joke, such as the SADs
described in (Binsted, 1996) or GTVH as described in (Attardo et al, 2002) and then
to generate text using this complex representation as the input. The approach to poetry
generation described in (Manurung et al, 2000) involves working from a collection of
6

See also Kurzweil’s work on Cybernetic Poet:
http://www.kurzweilcyberart.com/poetry/rkcp_how_it_works.php3
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semantic representations and using an evolutionary algorithm to see which
combination of these representations lexicalises to the best poem, in essence taking a
reflexive approach that mixes generation and understanding (see also Neumann,
1998). This different approach to creative generation could be extended to other forms
of language play, see Sections 8.3 and 8.4.6.
While ENIGMA deals with the same fundamental challenge, the generation of text with
multiple meanings, the approach is very different. Rather than attempting to capture
the different interpretations in the non-linguistic representation or using a reflexive
approach that interleaves NLU and NLG, ENIGMA performs NLC; it constructs cryptic
clues using NLG and NLU components in tandem creating a meaningful text from an
independent semantic representation which it uses as a guide.

Structure of the Thesis
In the following sections I present an overview of the structure of the thesis, and a
short summary of the content of each chapter.
Chapter 1 – Requirements Analysis
This chapter describes the Requirements Analysis for ENIGMA, beginning with a
survey of the expert literature on cryptic crosswords found in a range of books on the
subject written mostly by well-known compilers and editors (Barnard, 1963; Macnutt,
1966; Gilbert, 1993; Kindred and Knight, 1993; Manley, 2001; Balfour, 2003; Greef,
2003; Stephenson, 2005; Crowther, 2006), and drawing on newspaper articles, blogs
and newsgroups on the topic. This survey of the domain literature is intended to
provide the reader with an understanding of how cryptic crosswords function, but also
provides a framework taxonomy which I use to define the scope of the application.
I also examine in detail a list of sample clues for the light PALE provided by Manley
(2001) representing each of the clue types within scope for ENIGMA. This analysis
allows me to draw out the functional requirements for the system, both in terms of the
application requirements for generating puzzle readings, and also the wider research
challenges for recovering the aspects of meaning that make the surface reading of
clues viable.
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Finally I construct a domain grammar that defines the structure of the puzzle reading
and use it to design the data model for a clue plan – a data structure representing the
mechanics of a puzzle reading for a given light annotated with the linguistic
information that will allow viable surface texts to be recovered.
Chapter 2 – Building Clue Plans
The first task for the system is to build a set of these clue plans for the light. Each clue
plan is like a miniature document plan (Reiter and Dale, 2000: 4) describing a means
of communicating the light through some puzzle.
The clue plan builder takes the light as input, and explores all the different ways in
which it could be rendered using the types of puzzle deemed in scope in the previous
chapter. It starts by finding all composite anagrams and then explores different ways
in which these words could be fitted back together to reassemble the light. If the
words can be put back together only using strategies that are within scope (such as
writing a word backwards, chaining two strings together, and so on) then this set of
transformations can be encoded as a clue plan. For most lights ENIGMA constructs
dozens of clue plans, in some cases over a thousand.
To process these clue plans the system first needs to annotate the strings that form the
puzzle with lexical information. Each string is lemmatised and annotated with part of
speech information, and strings that will be clued indirectly are annotated with
synonyms. To perform these tasks ENIGMA needs access to a range of lexical
resources, and this chapter also describes the construction of these and other related
data sets, including a lexicon, a homophone dictionary, a thesaurus, wrappers around
the BNC and WordNet, lists of stops, noun phrases, phrasal verbs and other lexical
items with particular salient features, a lemmatiser and inflector, and resources
specific to the domain of crosswords. These data sources are evaluated within the
chapter as each is presented.
Chapter 3 – Finding Thematic Content
This chapter tackles the challenge of determining the extent to which two words share
thematic content. The research questions raised relate not just to the way in which
such an analysis could be made, but also to how a decision threshold can be
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determined for such systems, and how different algorithms can usefully be compared
(see also Hardcastle, 2001; Hardcastle, 2005). All of the algorithms that I examine in
this chapter are based on collocational information from corpora, but since the interest
is not in typical, or even prototypical, usage the analysis uses data collected from wide
windows of text.
The background to this chapter is the substantial body of work on distributional
analysis following Firth (1957) and Harris (1968) who establish the empirical basis
for corpus linguistics, which is then implemented by Sinclair (1991) and others. Many
different statistical methods have been applied to corpora for a range of different
purposes (Church and Hanks, 1990; Church and Gale, 1991; Dunning, 1993; Justeson
and Katz, 1995; Kilgarriff and Rose, 1998; Golding and Roth, 1999) but all develop
the notion that collocations tell us something about relatedness, and this notion forms
the theoretical basis of the algorithms that I consider.
Some of these methods rely on an assumption of independence that does not hold in
practice (Burrows, 1992; Dunning, 1993; Church and Mercer, 1993; Stubbs, 1995)
and so I also developed a methodology for comparing and evaluating different
approaches to the problem, since tests for significance on the data returned by the
candidate algorithms are not satisfactory.
Chapter 4 – Finding Syntactic Collocations
The algorithms described in Chapter 3 tell ENIGMA about thematic context but not
about colligations. Meaning is also determined by the way that words can interact and
the words that they can interact with, and the research described here relates to the
creation of a collocational semantic lexicon – a data source that can tell ENIGMA if two
words can participate meaningfully in a given relationship. To build the lexicon I
extracted dependency relation data from a corpus using first a set of regular
expressions and then a statistical parser. The resulting data was very sparse and so I
generalized it by measuring the connectedness of clusters of words in common
domains (such as things that can be grilled) in the hyponymy structure of WordNet.
The approach combines ideas in previous work on the use of statistical collocational
information for lexical choice (Smadja and McKeown, 1990; Langkilde and Knight,
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1998; Inkpen and Hirst, 2002) with the notion of mining syntactic collocates (as
opposed to collocates based on word distance) from corpora, (Hindle, 1990; Velardi et
al, 1991; Lin, 1997; Zinsmeister et al, 2003; Kilgarriff, 2004).
Although there are already resources available that provide information about what
sorts of words can participate in what sort of relationships - such as PropBank
(Kingsbury et al, 2002), FrameNet (Johnson et al, 2002), or VerbNet (Kipper et al,
2000) – none of these provides the level of granularity needed to inform lexical
choice.
An evaluation with human subjects shows that the system is able to make lexical
choices that usually accord with human judgements. However, the research also
highlights some of the drawbacks inherent in static resources such as WordNet and
the problems faced by any attempt to construct data sources that taxonomise the way
that words can interact.
Chapter 5 – Creating Clues
The research behind this chapter relates to the task of realizing text and meaning
through NLC and finding a way to integrate the resources described in earlier chapters
into an efficient system that can create meaningful fragments of text given some
broad set of constraints on the words that can be used (see also Hardcastle, 2007a).
The design is Object Oriented in approach, encapsulating the grammar rules inside
chunks – objects that represent both a node in the clue plan and some corresponding
fragment of text. A typology of different sorts of attachment defines the ways in
which chunks can attach together syntactically and defines the constraints that must
be applied to ensure that these attachments are meaningful.
Although flat in structure the approach is reminiscent of the use of lexicalised tree
adjoining grammars (Kroch and Joshi, 1985; Schabes et al, 1988) or chart-based
approaches to generation (Kay, 1996), in particular because it functions by
assembling pieces of text offline and then fitting them into an increasingly large
fragment that eventually represents the whole clue. Since chunk attachments are
constrained not just by syntactic rules but also by semantic selectional constraints the
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resulting surface text also encodes the relationships between the words that give it its
meaning.
The puzzle reading of the clues created by the system is guaranteed because the
creation process uses the clue plan as a guide, mapping each chunk of text onto a node
of the plan. Choices about what words to use for each chunk are driven by the rules of
the puzzle, and then constrained by the syntactic and semantic requirements of the
surface text.
I evaluated the grammaticality of the resulting clues using a statistical parser and a
gold standard set of manually tagged human-authored clues and a control set of
generated clues with no natural language constraints applied to them.
Chapter 6 – Software Engineering Considerations
Here I discuss the software engineering challenges presented by the ENIGMA
application, and briefly present the design and implementation strategies that I
employed to manage the large and complex code-set. I focus in particular on a
number of strategies for reducing the quantity and impact of inter-dependencies
between the many different sub-components of the system, and present a radial
architecture with a cartridge system for plugging components into a central core.
I also present a low-level, detailed case study of the performance tuning strategy
which I applied to the thematic association scoring sub-component to illustrate the
extent of the challenge in making an application which implements data-driven
natural language processing tasks efficient and responsive.
Chapter 7 - Evaluation
This chapter presents the results of an end-to-end evaluation of the system, and also
summarises the results of the smaller evaluations of the subsystems and data sources
that support clue generation. These smaller evaluations are described in more detail
inline, within the chapters that describe the subsystems that they evaluate. The end-toend evaluation consisted of several threads, examining different aspects to the system
output and providing some triangulation.
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The first test involved asking ENIGMA to generate clues for the light PALE, for which
Manley (2001) provides a set of seven clues each of which uses a different word
puzzle technique. I then examined the system output to verify that ENIGMA was able to
locate the word puzzles presented by Manley and to investigate the extent to which it
was able to render an acceptable surface reading for each one.
In the second test I looked at the system’s accuracy in terms of whether the resulting
clues were fair in Ximenean terms (see discussion on (Macnutt, 1966) in Chapter 1). I
performed this evaluation myself taking a sample of 100 clues with a range of
different rankings and checking whether they could be solved.
Although I had run an automated check on the syntax of the surface readings as part
of the inline evaluation of the generator described in Chapter 5, I still needed to check
the semantics. I decided that this would be best measured with an end-to-end test and
I produced a set of thirty clue pairs each of which consisted of a clue from the Sun or
the Independent and a top-ranking clue generated by ENIGMA. I then presented these
via an online form as a Turing test to a number of subjects and asked them to
determine which clues were human and which computer generated, and then comment
on the features of the generated clues that they thought most often gave them away.
Finally, I sent the set of generated clues used in the Turing Test evaluation to a
number of crossword setters, newspaper editors and bloggers to ask for some
qualitative feedback on the standard, features and failings of the clues in the sample
and whether any generated clues would pass muster in a real crossword.
Key Aims and Claims
This thesis extends the field of creative language generation to include the generation
of cryptic crossword clues. The process of clue planning is supported by a cryptic clue
grammar (Section 1.5.1) derived from a review of the domain expert literature
(Chapter 1), and is implemented by a paragrammer which determines the possible
clue plans for a given light (Section 2.1.4).
These clue plans are annotated with lexical information, which requires a range of
linguistic resources such as a lexicon (Section 2.3), a lemmatiser and re-inflector
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(Section 2.5), a thesaurus (Section 2.7), and hand-crafted domain specific lexica
(Section 2.8).
The motivation behind the design of ENIGMA is that the clues can be generated
through an incremental, creative process that mimics the process described by domain
experts (see above, page 10) and integrates NLU and NLG techniques into a single
hybrid design (Chapter 5). The clues are generated piecemeal in successively larger
chunks of text (Section 5.4-5.7) using a grammar which enforces semantic selectional
constraints on the syntactic dependencies between the chunks (Section 5.8) to ensure
that only clues with valid surface readings are generated.
These semantic selectional constraints are underwritten by collocational information
mined from the British National Corpus. Chapter 3 describes the design, thresholding
and testing of a thematic association metric based on collocations across very wide
window sizes within the corpus. Chapter 4 describes a collocational semantic lexicon
constructed by generalizing dependency parse information from the British National
Corpus using WordNet. This generalization process tackles the sparsity problem
inherent in collocational data, and syntactic collocational data in particular (Section
4.4), whilst preserving the fine level of granularity needed to support lexical choice in
generation (Section 4.3.3).
Chapter 7 explores a variety of approaches to evaluating generated output, such as
domain expert review (Section 7.1.2), testing grammaticality (Section 7.3.5),
measuring efficacy (Section 7.7) or comparison with a gold standard text (Section
7.7). The chapter also describes a Turing-style test (Section 7.1.1) which combines a
task that measures the system’s efficacy with subjective commentary that is postcoded to reveal insights into the theoretical claims behind the design.

Sample Output
Behind the different threads of research in the thesis there is a clear goal, namely to
produce an application that can write cryptic crossword clues. Table 1, overleaf, lists
the generated clues that were used in the end-to-end evaluation described above, and
demonstrates that ENIGMA successfully fulfils the goal that I set myself at the start of
the thesis project.
21

Light
BROTHER
DISCARDED
DRAGON
EVENT
EXPRESS
LAPSE
LESSON
MALE
PRISON
PROPOSE
RAP
REALM
SADDLE
SORT
SURE
ATOMIC
CHARACTER
DECORUM
ENACT
EXPANSE
HOARD
OGLING
REHEARSAL
RURAL
SCION
SEWER
SOLID
STYGIAN
TILLER
UNNOTICED

Table 1.

ENIGMA Clue
Double berth is awkward around rising gold (7)
Tossed wild cards in past (9)
Note that groan is wild and berserk (6)
Issue proceeding (5)
Limited by mean (7)
Slip plate above boiled peas (5)
Notice that large noses are runny (6)
Place back run above direction (4)
Ward fresh rips above back number (6)
Maintain falling tincture in twisted rope (7)
Snap slam (3)
Ground and cooked meal following recipe (5)
Form charge (6)
File is separate (4)
Convinced potential user (4)
False coat around state to compact (6)
Light broken arch above spilled crate (9)
Pseudo code and singular virtue (7)
Comb back then time order (5)
Sweep area (7)
Save to stack (5)
Insulting and criminal gin after odd log (6)
Sketch moving share in poor earl (9)
Metropolitan country (5)
Twig that coins are lost (5)
Drain fresh ewers (5)
Firm penny after essential oils (5)
Fiendish and strange saying around true (7)
Excited trill around note to key (6)
Unseen and scattered noun before running edict (9)

Sample clues generated by ENIGMA for the end-to-end evaluation.
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Chapter 1 Requirements Analysis
In this chapter I conduct a review of the domain expert literature for cryptic
crosswords and determine what coverage ENIGMA can achieve given the requirement
to address significant research questions on the one hand and the constraints of the
available data on the other.

1.1

An Analysis of the Domain

Although I constructed a small corpus of cryptic crossword clues, from the
Independent newspaper, I decided not to use it as a target text corpus since there are
many books about cryptic crosswords which aim to give an exhaustive taxonomy of
the domain.
The key resource is Macnutt (1966), who took over from Powys Mathers – aka
Torquemada - as the setter of the cryptic crossword in the Observer in 1939, assuming
the sobriquet Ximenes, which he retained until his death in 1971. On the Art of the
Crossword was first published in 1966, and was written with the stated aim of “trying
to arrive at a system of principles which can make the crossword more enjoyable and
rewarding to solvers […] whether of an easy or of a difficult puzzle” (Macnutt 1966:
9). Since publication, the book has come to be regarded as the manual on the
construction of cryptic crossword clues, even by those such as the Araucarians who
regularly bend the rules 7. It therefore made sense to use Macnutt’s taxonomy as the
basis for the object model that underpins ENIGMA, and also as the starting point for
considering the sorts of clues that ENIGMA would tackle, and those that it would not although my investigations are also informed by other published crossword literature
and by articles, blogs and other comments on the web.
In the following sections I consider the components of a cryptic crossword clue, its
structure, a taxonomy of clue types, the semantics of clue readings and also how to

7

Araucaria (John Graham) is perhaps the most famous setter in the field, and has a reputation for
ingenious and allusive clues that require broad world and literary knowledge. He also regularly flouts
the conventions in Ximenes’ handbook, as described by Azed: “John believes in bringing freedom of
expression and fun to the business of writing clues, and is not too concerned about Ximenean
strictures.” (Crowther, 2006: 31).
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determine if a clue is a good clue. This analysis of the domain serves in place of the
more typical analysis of target texts to inform the process of selecting the capabilities
of the system and determining the service requirements that these capabilities entail.
1.1.1 What is a cryptic crossword clue?
Although the term cryptic crossword clue can refer to the clues in many different sorts
of puzzles, it is taken in the context of this thesis to refer to clues of the sort described
in Macnutt (1966). A clue refers to a particular light: the solution to be entered in the
unshaded (or light) squares of the grid, and should amount to “two separate true
indications” of the light (Macnutt 1966: 43), such that “the first element is some kind
of definition of the required answer and the second is a cryptic code for getting there”.
(Stephenson 2005: 29f)
There is also a well-known variation on this standard, commonly known as &lit., in
which the clue as a whole functions as the definition, so the definition and the puzzle
are different readings of the whole clue, rather than different parts of it. With this
subtlety in mind there is broad consensus that a typical cryptic crossword clue will
always consist of a definition of the light and a short puzzle (see Macnutt 1966:43,
Stephenson 8 2005: 29f, Gilbert 9 1993:86, Greeff 2003:10, Manley 10 2001:32,
Kindred and Knight 1993: 13), and this is the type of clue that will be generated by
ENIGMA.

The representation of the definition and the puzzle in a clue is driven by a set of
conventions. Prior to the publication of On the Art of the Crossword these
conventions were simply commonalities that that had arisen over the course of many
years of cryptic crossword clue writing. In contrast, the great majority of cryptic
crossword clues in today’s newspapers follow the conventions laid down by Macnutt,
with some notable exceptions, in particular amongst setters in the Araucarian
tradition.

8

Hugh Stephenson is the Guardian crossword editor.
Val Gilbert is the crossword editor at the Daily Telegraph.
10
Don Manley is a well-known solver and setter of crosswords, who appears as Quixote in the
Independent on Sunday, Pasquale in the Guardian, Duck in the Times Listener, and Giovanni in the
Sunday Telegraph.
9
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I decided that ENIGMA should follow the Ximenean conventions closely, largely
because I found it helpful to work to a well-defined set of conventions. It should also
be noted that Ximenean conventions are not a lower form of the art: although
Araucaria is highly regarded for his freedom of expression, Azed (Jonathan Crowther)
who describes himself as “unashamedly Ximenean” (Crowther, 2006: 44) is held in
equally high regard for his cluemanship, and was once chosen as the crossword
compilers’ crossword compiler.
In the following sections I set out the technical requirements imposed by each
convention and determine which will be included in the subset of tactics available to
it. For the most part, since my research interests lie in NLP rather than ontologies and
knowledge representation, the techniques available to ENIGMA are based on wordplay
and linguistic constructions rather than general or literary knowledge, inferences or
allusions. This bias, combined with the tight adherence to Ximenean conventions
makes the style of ENIGMA, in my opinion, similar to that of the Independent and most
distant to that of the Guardian, home to Araucaria 11.
In summary, then, the notion of a cryptic crossword clue in the context of ENIGMA is a
subset of the Ximenean conventions, as set out by Macnutt (1966), with the full scope
of the Ximenean definition reduced through the focus on wordplay, rather than
literary knowledge, and other considerations of the primary research goals of the
thesis, set out in the remainder of this chapter.
In the initial stages of this research I began to collect a small corpus of cryptic
crossword clues. Encoding the solution to each clue along with the mechanics of the
puzzle was a labour intensive task and I decided to turn to the domain expert literature
to further evidence Macnutt’s claims, and I draw heavily on that literature over the
remainder of this chapter with that in mind. In hindsight this represents something of
a missed opportunity, as a corpus would have provided useful empirical data about the
frequency of different clue types, the range of conventional vocabulary, the average
11

This personal view is supported by the comments on Paul’s (Guardian) new sobriquet Punk in the
Independent at http://fifteensquared.wordpress.com/2007/01/11/independent-6314-by-punk-lots-ofinvention/. Most of the comments relate to how Ximenean a setter Paul is, and whether he has changed
to fit the Ximenean mould of the Independent in his new role. Note that the main commentator, Eimi,
is, I believe, Mike Hutchinson, the crossword editor at the Independent.
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length and puzzle depth of clues and other features of interest both in the design and
in the evaluation of ENIGMA.
This distinction between conventional wordplay and allusive ingenuity is perhaps best
shown with a couple of examples. A good example of the latter is Araucaria’s
Grantchester clue, often cited as the best clue ever set:
Poetical scene has surprisingly chaste Lord Archer vegetating (3, 3, 8, 12)
The answer is THE OLD VICARAGE, GRANTCHESTER. It is the name of a poem by
Rupert Brooke, Grantchester’s foremost son, and also the name of a house in
Grantchester owned by Lord Archer, at the time of publication reeling from a sex
scandal, and so deserving of the moniker “surprisingly chaste”. The clue follows the
conventional structure described above: there is a definition (poetical scene) followed
by a keyword indicating an anagram (surprisingly) and then an anagram (chaste Lord
Archer vegetating). However it also alludes to real people and real events: it brings
together the two most famous people who have lived in Grantchester, takes a
sideswipe at Lord Archer and tests the solver’s knowledge of poetry and of current
affairs.
Clues based on wordplay do not include comments on contemporary politics, or
literary allusions, but they can still be clever and amusing if properly constructed.
Sandy Balfour (2004) cites the following clue by Paul as one of his favourites:
Potty train (4)
The answer is LOCO, since it can mean both potty (crazy) and train (locomotive).
When the adjective potty is combined with the noun train the surface reading suggests
a verb phrase with different senses and indeed parts of speech for the components hence the cryptic nature of the clue. The underlying puzzle (find a word that means
both potty and train) is not complex or obscure but the clue is not easy to solve
because the surface reading is so distracting.
Wordplay clues can also include more complicated puzzle syntax, discussed in detail
below, such as this clue by Gordius (in Stephenson 2005: 45):
Wild time in Florida (5)
The answer here is FERAL: it means wild and can be constructed by putting era (time)
inside FL (an abbreviation for Florida).
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1.1.2 The Definition Element
The Definition ranges from a simple synonym to complex and allusive paraphrases.
Barnard (1963: 47ff) constructs a taxonomy to describe the range of devices through
which the definition may be presented to the solver. Since his is the most exhaustive
categorisation I will use his terminology here, but since the clues output by the system
should be fair in Ximenean terms we should also keep an eye on what Macnutt has to
say about “cluemanship” (42ff) as he offers advice as to what counts as a fair
definition.
Barnard’s taxonomy covers “primitive definition”, by which he means the use of a
simple synonym as a definition, a variety of types of indirect synonyms, and allusion.
Primitive definition should certainly be in scope, and so it follows that the base
requirement for the system is an online thesaurus that can be accessed as a lookup.
The thesaurus is unlikely to include crossword convention vocabulary, discussed
below, so it will have to be augmented. Macnutt stresses the importance of “fair
synonyms”, and this could be a problem for an online thesaurus as many thesauri list
quite distant cousins in the same section, and also present cohyponyms, antonyms and
hypernyms alongside synonyms.
Some of this additional data will be usable - Barnard’s taxonomy includes the use of
antonyms, hyponyms (“exemplary definition”) and hypernyms (“generic definition”)
– but Macnutt stresses that where a hyponym, antonym or hypernym is used in place
of a synonym it must be marked appropriately. The word apple could be clued as a
fruit, the word fruit as an apple, perhaps. ENIGMA could garner these indirect
definitions from WordNet and build in the markers using templates, since they have a
standard form. However, in human-authored crosswords the use of generic and
exemplary definitions is generally an option of last resort when simple synonyms are
not available or not appropriate and it is not an easy task to automate. For example,
apple is a hyponym of fruit in WordNet, but it is also a hyponym of solid, food,
reproductive organ, entity and other synsets that would not be appropriate as a
definition, even with the correct marker.
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Synonyms that only weakly correlate to the word defined or cannot be the same part
of speech under any reading violate Macnutt’s principles of cluemanship. Ideally the
surface reading will distract the solver, perhaps a homograph is the more obvious
reading of a particular word, but it must be possible for the word in the clue to mean
what the setter wants it to, and also plausible. In my personal experience these two
requirements are the most commonly cited complaints when other solvers tell me
about clues that they thought were unfair, so they remain as important now as they
seemed to Macnutt in 1966. It is, however, important to note that the part of speech
does not have to equate to the surface reading of the clue, indeed ideally it will not do,
and the clue as a whole does not need to support a single parse that renders the parts
of speech required by the puzzle. Consider for example the following clue from
Macnutt (p.61):
Habits that are touching in cows (8)
The answer, APPARELS, given by‘re inside appals, requires the word cows to be
parsed as a verb. There is no parse of the clue that renders cows as a verb, so some
lateral thought is required by the reader. But cows can be a verb, and as a verb it is the
same part of speech, person and number as appals.
Finally Barnard presents “paraphrastic” and “allusive definition”. Both of these terms
describe what is effectively a summarisation task. Some paraphrastic definitions occur
frequently in crosswords since they exploit homographs that have a more common
meaning. Perhaps the best known example of this is flower used to indicate a river,
since a river is something that flows. Since there are a few rivers whose names are
frequent short substrings of words in the English lexicon, such as the Dee, Ex or Po,
the use of flower to indicate a river has become so conventional that it is often listed
in crossword solver dictionaries. Bespoke paraphrastic definitions – such as copywriter (plagiarist), racketeer (tennis player), or locker (key) - are constructed in the
same vein. As with the use of hypernyms for definitions the difficulty here is in
choosing a feature that is sufficiently apposite to make it work.
Allusive definition involves building a single phrase that has a misdirecting surface
reading and yet when read in the light of the answer seems a reasonable definition of
it. An example in Barnard (p. 55) is A novel land of Hope (9) for RURITANIA, a
fictional land in a novel by Anthony Hope. Like the Grantchester clue these allusive
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definitions usually rely on cultural, and especially literary, knowledge. They are also
usually delivered as a single definition that suffices for the whole clue. Many setters
use allusion to write so-called cryptic definition clues in which there is only one
indication of the light, and it is an allusive definition of it, usually with a surface
reading that uses homographs to misdirect the solver. Some other examples from
Barnard (1963: 57f) include:
A hearty listener (11) [STETHOSCOPE]
Being made to work (5) [SLAVE]
An eavesdropper of low degree (6) [ICICLE]
These clues break Ximenean conventions because they only present one indication of
the light. The readings required to solve the clues are also often tenuous and often are
not the correct part of speech, breaking further Ximenean rules. They are common in
the Telegraph and the Guardian in particular, popular amongst solvers and to many
people, particularly people with only a passing interest in crosswords, typify the
nature of cryptic crossword clues 12. I think that they would make an interesting topic
of research. However since they rely on background knowledge and in any case
frequently break the Ximenean conventions they are outside ENIGMA’s scope.
1.1.3 The Puzzle Element
Other than the cryptic definition clues described above, and certain one-off special
tricks, all clues in all the crosswords in UK broadsheets conform to the principle set
out above of presenting two indications of the light: a definition and a puzzle, in either
order. This section examines the types of puzzles enumerated by Macnutt and others,
and the structural and semantic features that underpin them according to the
conventions of the cryptic crossword.
Macnutt lists seven “main headings” under which clues can be grouped:
•

Two or more meanings

•

Reversals

•

Charades

•

Container and Contents

12

This claim is based on my personal experience as a regular solver of crosswords over many years,
and on opinions formed from interactions with other crossword enthusiasts through personal contacts
and newsgroups.
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•

Puns

•

Anagrams

•

Hidden

I also explore some other clue types presented elsewhere in Macnutt and by other
authors:
•

Heads and Tails

•

First or Last Letters

•

One-offs

This list is not exhaustive, nor is it meant to be. There are many books about
crosswords, each with their own taxonomies including numerous extensions,
alternatives and variants to these clue types, and some rarer clue types besides. For
example, Greeff (2003) presents 20 “devices” and 34 “constructions” in his
idiosyncratic taxonomy of the modern crossword. However, in my opinion this list is
representative in that it includes what we might term the Ximenean canon, which is
the stepping off point for many modern crossword setters, and is, in my experience at
least, sufficient to cover the vast majority of clues encountered in contemporary
crosswords in the Times, the Daily Telegraph, the Independent and the Guardian.

Two Meanings
Clues of this type contain two, or sometimes more, indications of the light both of
which are definitions. In Macnutt’s words:
[The composer’s] object will be to combine two or more of these meanings in a
clue which embodies an artificial and misleading connexion in sense between
them.
(Macnutt, 1966: 55)
The clue in the title of the thesis (Riddle posed by computer (6), with the answer
ENIGMA)

is an example of a Two Meanings clue: riddle is a synonym for the word

enigma, and computer is an allusive definition of the Enigma machine at Bletchley
Park, to which the reader is guided by association with the word riddle. The clue is
also an &lit. clue: the meaning of the whole clue is my ENIGMA application, a third
meaning for the word enigma.
The potty train clue, given above, is also a Two Meanings clue. The structure of the
clue is straightforward. It is entertaining to solvers because the surface reading (a verb
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phrase) is so strong that the clue is difficult to solve, though not unfair since each
definition is a reasonable one.
In an earlier paper (Hardcastle, 2001) I explored the prospect for using collocations
(see Section 3.1) from the BNC to generate simple Two Meanings clues, referred to in
the paper as Dialectic clues following Barnard’s taxonomy. Where possible the
system reused word boundary collocations evidenced in the BNC, in other cases it
collated the groups of stop words that followed and preceded each word in the BNC
and used these groupings to attempt to construct phrases. The system was moderately
successful, but suffered from its shallow view of the data in the BNC with many false
positives identified that were in fact part of longer phrases, compare for example in
the red and in the yellow, both of which occur in the BNC but only one of which is an
acceptable noun phrase.
ENIGMA will need to be able to produce definitions, as described above, and will also
need to determine which pairings can be associated in a way that “embodies an
artificial and misleading connexion in sense between them”. This requirement is
something that will impact all of the clues; whatever mechanism is used to determine
the components of the puzzle ENIGMA needs to be able to ensure that the surface
reading is smooth, and to determine the extent to which it misleads the reader.

Reversals
A Reversal is a word written backwards. In some cases the whole light may be written
backwards, in others the reversal may create a substring of the light that is involved in
wordplay with the remaining letters. An indication must be used to accompany the
reversed word so that the solver knows how to treat it. In addition a definition for the
reversed word is provided, rather than for the word itself.
Macnutt’s only prescription here is that the indication make sense according to the
direction of the clue in the grid. For example back is only acceptable for an across
clue, up for a down clue. The following example (Manley 2001: p38) would only be
acceptable as a down clue:
Bear up; here’s a ring (4)

31

The answer is hoop, which is also Pooh backwards. The word bear is an allusive
definition for Pooh, the word up indicates the reversal. Since bear up is a phrasal verb
a misleading surface reading is achieved, and recognising that an idiomatic phrasal
verb or noun phrase has been created is something that ENIGMA should be capable of
doing.
Since there is a requirement to differentiate between across and down clues in the
choice of indications the direction of the clue in the grid could be an additional
parameter to the system; alternatively ENIGMA could flag clues that are only to be used
in a particular direction.

Charades
By Charades Macnutt refers to a parlour game rather different from the modern game
in which people act out the names of books or films. Manley describes the parlour
game that Macnutt has in mind as follows:
In Act I someone drops the word ‘hat’ into the conversation; in Act 2 the word
‘red’ is dropped in; in Act 3 someone tries to mention the word ‘hatred’
without you noticing.
(Manley, 2001: 35)
In terms of crossword clue types a Charade is one word appended to another to reveal
the light, such as Manley’s example of hat and red being combined to form hatred.
The clue must have a definition, for the light, and a puzzle informing the solver that a
charade is required and providing a definition for each component. The definitions of
the components of the Charade can simply be run together in parataxis, or they can be
connected by a conjunction or short phrase indicating collocation or sequence. Again,
the direction of the clue can be important in choosing an appropriate keyword: beside,
next to, following and so on are only appropriate for across clues, while under, below,
and so on are only appropriate for down clues. The compiler can also use any verb
that indicates direct contact between two objects: such as abutting, following,
squashing, supporting and so on, with directional semantics again restricting the
choice of indication.
This example, by Janus in (Stephenson 2002: p37) uses simple parataxis:
Eleven city cars (9,6)
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The answer is BLACKBURN ROVERS, a famous eleven composed of a city (Blackburn)
and some cars (Rovers). In this example, by Virgilius, a preposition is used as the
keyword for the Charade:
Confine at home after tea (5)
The answer is chain, which is constructed by writing in (a common convention for at
home) after cha (tea). Here the surface reading implies a temporal interpretation of
after, but to solve the clue it must be interpreted positionally. This clue could not be
used as a down clue.
Rather than providing a definition for each element, the compiler could present
another puzzle - so a charade could consist of a definition followed by a reversal, such
as this clue by Quixote (886, 4 February 2007):
Warbled song about drink (7)
The answer is SANGRIA. Here the definition is at the end: the charade is sang
(warbled) followed by the string ria, which is air backwards, given as song about in
the clue.
The fact that the components of this clue type could themselves be further puzzles
rather than simply definitions is an important distinction which I explore below in the
construction of the domain grammar that I use to design ENIGMA’s message structure.
Some charades contain the same word twice, or consist of two words that can share
the same definition. Compilers usually exploit this and, if possible, ENIGMA should do
the same. The following example, with accompanying solution in square brackets,
gives a flavour of how this works:
A sailor and his companions, fierce folk (7) [TARTARS]

Container and Contents
This puzzle type is similar to Charade except that instead of appending one word to
another, one word is placed inside the other. As with Charade a variety of positional
adverbs, verbs and prepositions are used to indicate the placement, either with
reference to the word on the outside, or with reference to the word in the middle. Also
like Charade the strings used to construct the light could be words in the lexicon,
clued by definition, or strings constructed by solving another puzzle.
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There is a broad range of adverbs, prepositions and verbs used to indicate Container
and Contents clues, some of which have a metaphorical sense of containment such as
capture or embrace. This provides a lot of scope for choosing keywords that enhance
the surface reading, and increases the chances of finding a keyword that will
misdirect, such as this example in (Greeff 2003: p84):
Fruit is gathered in the fall (6)
The answer is raisin: the container is rain, the contents the word is.

Puns (Homophones)
Macnutt explains that by puns he is referring to “homonyms”, although in fact he
means homophones, and I shall refer to this clue type as Homophones for clarity. The
homophone could apply to the whole clue, or to a subsidiary part of a Charade or
Container and Contents clue. The most difficult part for ENIGMA is likely to be the
construction of the clue, since homophones are usually indicated by inserting an aside
into the clue such as say, for the audience, we hear, apparently and so on. The best
homophone clues are where the keyword fits into the surface reading neatly, usually
because an adjective or verb has been used in place of the more conventional aside,
such as in this example in (Stephenson 2002: 55) by Troll:
Marine beast’s audible cry (4)
to which the answer is WAIL, since it sounds like whale. ENIGMA will attempt both
strategies, although I imagine that the use of verbs and adjectives will be more
successful than the use of asides, which are usually very easy to spot.
Some compilers simply provide two definitions, one of which defines a homophone
of the light and the other defines the light, but this is deemed unfair by Macnutt and is
unusual.
Artificial homophones are also common in crosswords, in particular words that sound
like another word pronounced in some regional dialect. The most hackneyed, so to
speak, is to refer to East London in general, or to the staple crossword character ‘Arry
familiar to most regular solvers of crosswords, as an indication that the initial h is
missing. Some of the East End references can be quite allusive, such as this in
(Stephenson 2002: 69) by Paul:
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Menace of the Krays brings worry (4)
to which the answer is fret, which sounds like threat as we might imagine that the
Krays would have pronounced it.
In addition to aitch-dropping East Enders, stutterers, lispers and received
pronunciation speakers are also common characters to find in cryptic crossword clues,
sometimes personified as in the clue above, sometimes intimated by changing another
word in the clue to indicate a lisp, a stutter or an unusual pronunciation, such as in this
clue for THICK in (Manley 2001: 41):
Not thin and thuffering from a complaint (5).
Since homophones relate to wordplay and have to be melded into the clue without
breaking the surface reading I have included them in the scope for ENIGMA. Dialect
homophones, on the other hand, are usually clued using real-world knowledge so I
have ruled them out of scope.

Anagrams
This is probably the easiest type of clue for solvers, since the letters of the light are
included in the clue, so they can be solved fairly mechanically once the clue has been
parsed. The challenge for ENIGMA is in presenting anagrams to the solver fairly whilst
disguising the fact that an anagram is in the clue with a smooth surface reading.
Macnutt takes issue with a number of methods of indicating an anagram in a clue,
which were common at the time but are rare nowadays. The first is by including the
abbreviation anag. in brackets within the clue, a device common in concise
crosswords but only seen today in very easy or low quality cryptic crosswords. The
second is not to indicate the anagram at all, but to assume that the solver will see that
an anagram is required because the number of letters matches the puzzle, and the third
is an indirect anagram, in which the letters that form the anagram are not written in
the clue but are referenced by definition.
These last two devices were apparently approved of by Afrit, in his 1949 book
Armchair Crosswords (Macnutt, 1966: 51f). For ENIGMA they are out of bounds, since
the intention is to follow the Ximenean conventions, in which an anagram must be
35

presented in literal form in the clue and must be accompanied by an appropriate
keyword. Over the years what counts as an appropriate keyword has grown to a
sizeable proportion of the dictionary. When I was first taught about cryptic
crosswords in the 1980s indications such as off and out were common, along with a
limited range of adjectives and verbs that unambiguously indicated that the letters
should be arranged such as odd, mixed, unusual or jumbled.
As crosswords have evolved the surface readings have become smoother, making
clues harder to solve and more entertaining as a result. Part of this process has led to
an explosion in the vocabulary used to indicate anagrams and now adverbs, verbs,
adjectives and prepositions that could indicate any change of state, or an unusual
state, are used: boiled, cracked, altered, repaired, worried, unhappy, wandering, loose
etc. This provides an opportunity for very broad lexical choice in ENIGMA when it
comes to anagram indications and makes it possible for the system to construct
anagram clues, or parts of clues, with idiomatic surface readings.
Hidden Clues
The other clue type where the letters of the light are in the clue are Hidden clues. In a
Hidden clue the puzzle is a short phrase of which the light is a substring. In the
following examples the solution is highlighted in bold
Pub in Pinner (3) 13
Next race yields a bonus (5) 14
Consumes a portion of meat stew (4) 15
As with the other puzzle types discussed above, the clue contains a definition of the
light followed by the Hidden puzzle. The indication must make it clear that the light is
inside the word or phrase (in, found in, hides, etc) or that a substring is to be taken (a
portion of, amongst, some, etc).
Because the light is a literal substring of the clue most solvers’ guides advise novices
to look for these clues first, and Macnutt advises compilers not to overuse them: “I

13

In (Manley, 2001: 40)
By Beale, in (Stephenson, 2002: 43)
15
In (Gilbert, 1993: 3)
14
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will repeat here my caution to composers that this type is hopelessly obvious if it is at
all overdone. Restraint is needed far more than with anagrams.” (Macnutt 1966: 64).
There is usually one Hidden clue in each Independent crossword - I sometimes
suspect that it is compulsory for the setters to include at least one as the Hidden clue
is usually to be found in one of the bottom corners that have perhaps been clued last.
The research questions raised by Hidden clues are very similar to the other clue types,
with the exception of the mechanics of locating phrases that could be used as the
hiding place for the light, so I decided not to include Hidden clues in scope for
ENIGMA.

A variation on Hidden is to use the outside of a word or phrase rather than the middle,
such as this example in Macnutt (1966: 69), to which the answer is CAEN:
Cavalrymen disheartened in Normandy (4)
This variation is also out of scope for the reasons set out above.
Heads and Tails
By Heads and Tails Macnutt refers to the practice of truncating the first or last letter
of a word and using the remainder, so for example “unfinished exam” would define
the string tes, since it is test without the last letter. Macnutt says that this technique is
used rarely (p66) although many current compilers on the Independent, Virgilius in
particular, use this technique a lot 16, probably because it opens up new ways of
breaking down words that have appeared in many grids and for which the standard
approaches have become rather tired.
I decided not to introduce it into ENIGMA as it would lead to a data processing
explosion in the determination of strategies for cluing possible words since many
more substrings of the light could be clued. As an example, the light TOLERATE yields
125 possible strategies (combinations of the clue types presented in this chapter)
under the current scope, and introducing part-words into the mix would greatly
increase this number. Note that the number 125 refers to the strategies - for example

16

See note in Section 1.1.3 on the basis of this and other such claims.
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‘an anagram of a letter around o’ - and not actual clues, indeed there will be very
many possible clue realisations for each strategy.

First or Last letters
This is a variation on the Hidden clue; here the light is formed from the first or the last
letters of each word in a phrase. In this example by Bunthorne in (Stephenson 2002:
52) I have highlighted the letters in question in bold. The answer is NEGEV (a desert).
Not every good European voter heads for the desert (5)
I decided not to include this clue type in scope since the lexical choice in constructing
the clue is so wide. For a five letter word such as NEGEV the compiler looks for a
short phrase consisting of any five words in the dictionary with appropriate first
letters.

One-offs
Finally there are many one-off clues where the solver is expected to figure out the
format of the clue as well as the solution. Many of the most well-known clues are in
this category, although they of course break the Ximenean conventions and as such
some have been a little controversial. I include two well-known examples here for
interest.
The first is the following clue for WATER, from the Times many years ago:
HIJKLMNO (5)
It is original and witty: the letters are the ones from ‘H to O’ which when read aloud
sounds like H2O, the chemical symbol for water. However, there is nothing in the
clue to indicate that the puzzle works this way, making it unfair in the eyes of some
commentators (see for example Manley, 2001: 79).
This Orlando clue, for I HAVEN’T A CLUE, in (Stephenson, 2002: 58) is similarly wellknown. Like the water clue it does not follow the rules, but that hasn’t prevented it
from becoming extremely popular.
? (1,6,1,4)
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1.2

Scoping ENIGMA

Reiter and Dale (2000: 30ff) describe the process of analysing target texts for a typical
NLG system and exploring what features of them are computable from the input data.
This scoping exercise replicates their suggested approach, in that I rule out strategies
such as allusion that require the system to be able to marshal knowledge about current
affairs, geography or poetry, while I allow clues based on wordplay alone. So some
aspects of the scoping exercise described in this section relate directly to a mapping
between non-linguistic input (some representation of the puzzle reading) and a text
(the puzzle reading), and in general the requirements for the generation of the puzzle
reading are fairly simple data sets and mechanical algorithms.
In contrast, other aspects relate to the discovery of valid surface readings, in other
words the constraints on the generated texts through which the system is to recover
meaning. Since this meaning is not represented in the conceptual model that describes
the puzzle reading, the datasets and processes through which its meaning is located
are set in the real world outside the scope of the application. These surface text
requirements, then, raise research questions, rather than programming challenges,
about how ENIGMA can find out about meaning in the real world and I have set their
scope based on the research goals set out in the introduction: using corpus linguistic
tools and approaches to learn about the meaning of words in context (see Section 8.2).
1.2.1 Scope of Clue Styles
The survey of clue types presented above lists many clue types and variants,
principally from Macnutt’s taxonomy but also from other authors. I have provided
some discussion on scope and requirements in the analysis, and I provide a detailed
discussion of technical requirements based on sample clues at the end of the chapter.
Taking a step back from the detail of the taxonomy there are really two styles of
cryptic clue that emerge: word puzzles and meaning puzzles.
The latter category refers principally to cryptic definition clues, those in which a very
indirect and allusive definition of the answer is presented, although considering style
rather than type the category is cross-cutting, including all manner of types whose
components are defined through allusive or suggestive puzzles for the solver.
Sometimes the allusion is cultural, sometimes literary, sometimes to current affairs.
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Often the representation of the clue relies on an almost poetic licence: personalising
inanimate objects, indirectly referencing key literary and historical places, people and
events, hinting at famous quotations, and so on.
By word puzzles I refer to a style that is more narrowly Ximenean in nature: various
devices can be used to construct a lexical puzzle and a misleading, yet fair, surface
text engineered to disguise the puzzle’s nature. Such clues can take many forms, and
the difference between the surface text and puzzle reading of the clue can be
substantial. The cryptic nature of such clues, also the key ingredient of quality in
them, lies in building tension between these readings of the same text without
breaking the alignment that makes it possible to solve the clue.
Although meaning puzzles are emblematic of cryptic crosswords for many people,
they pose research questions that relate to the ability of computers to interact with
knowledge. My interest, as discussed above, is in recovering meaning from the puzzle
reading and so ENIGMA’s style will be restricted to word puzzles and the system will
not attempt to generate allusive and indirect references, although they may arise
serendipitously.
1.2.2 Scope of Clue Types
Since the two styles I considered are to some extent cross-cutting I also needed to
decide which clue types to focus on. My principal interest is in the presentation of the
clue material rather than determining what clue strategies will work with a given light,
so I decided to limit the number of clue types available to ENIGMA to the following
list, which includes six of Macnutt’s seven “main headings”:
•

Two Meanings

•

Reversals

•

Charades

•

Container and Contents

•

Homographs

•

Anagrams

The additional clue types Hidden and Heads and Tails add to the task of examining
the light, and greatly increase the search space but they add very little to the core
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research aim of finding meaning through generation. I therefore decided to exclude
them from scope. In contrast, I decided to include within scope complex clues, in
which one of the elements is itself a separate puzzle, as this makes the syntax and
semantics of the clues more complex and poses interesting research questions which
cut across all of the clue types in the reduced taxonomy.
1.2.3 Number of elements
Complex clues are recursive in nature, so in theory they could be arbitrarily long. In
practice it is unusual to encounter contemporary clues with more than three puzzle
elements, so I restricted the scale of the complexity to this upper bound. As the
number of elements within a clue increases the syntax of the clue becomes much more
complex, and it becomes much harder to maintain an overall sense of coherence
within the clue. As an example, consider the nature and complexity of the clues for
FACTION

in Figure 6, each of which has progressively more elements. The

decomposition of the word faction in the left-hand column shows the elements used to
form the clue, these elements are then combined using a mix of Charade and
Container complex clue types.
F + ACTION
Group force suit
F + ACT + ION
Key division leads to charge for sect
F + AC + T + ION
Side with female model about account charge
F A + C + T + I + ON
Team takes me on after football chiefs are found
with many models
F + A + CT + I + O + N Note ace is caught one-nil against northern team
F + A + C + T + I + O + N “Following Ace Conservatives” – Tory leader
finds a source of oxygen for new party
Figure 6.

Clues for FACTION using 2, 3, 4, 5, 6 and 7 elements.

Increasing the number of elements also allows for more permutations of the puzzle
reading, which means a larger problem space for ENIGMA to explore when it is
searching for the combinations of clue types that could be used to represent a given
light. Although managing a large problem space is a research question, making the
search space unnecessarily and unrealistically large seemed an uninteresting way to
make the project more difficult.
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1.3

Determining Resources with Sample Clues

Having pinned down the scope in terms of style and clue type the next task is to
determine more precisely the requirements for each of the services behind ENIGMA. In
this section I explore sample clues that cover the constructions and devices within
scope to answer this question in detail.
Although there are a number of third party tools and data sources available that cover
some of the requirements, my approach was usually to attempt to construct my own.
This is principally because some of the linguistic resources required by the application
are very domain-specific: for example understanding that the adjectives muddled and
perverse can be used to indicate an anagram. I therefore used easily available data
resources such as the British National Corpus 17, WordNet 18 (Miller, 1990), the
CUVPlus electronic lexicon 19, Roget’s 1913 thesaurus 20, the Moby word lists 21 and
others as the raw data from which I then constructed my own hybrid data sources
combining linguistic and domain specific knowledge, and my own toolset to make
this data available to the application.
1.3.1 A List of Sample Clues
When I first used sample clues as a means to explore scope I wrote some clues of my
own. However I later decided that it would be more interesting to use a set of clues
written by someone else as a benchmark as these could also function as a target text
for evaluation. Don Manley, who also appears as Quixote in the Independent on
Sunday, Pasquale in the Guardian, Duck in the Times Listener, and Giovanni in the
Sunday Telegraph invites readers of his book (Manley 2001) to write a clue for PALE
using each of the seven main Ximenean types. He provides a list of his own clues in
response to his challenge (ibid: 79), a list of clues which are deliberately varied in
clue type and also in style and composition so that they serve as an illustration of a
range of compiling techniques. I decided to use the six of these clues that are included
in ENIGMA’s scope as a sample set from which to determine resource requirements,
and to function as a test set for evaluation.
17

http://www.natcorp.ox.ac.uk/
http://wordnet.princeton.edu/
19
http://ota.ahds.ac.uk/texts/2469.html
20
http://www.gutenberg.org/etext/22
21
http://www.dcs.shef.ac.uk/research/ilash/Moby/
18
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Two Meanings
Whitish stake of wood (4)
Pale can be an adjective or a noun, and Manley has constructed a Two Meanings clue
by exploiting this to construct a noun phrase. The surface reading is supported not just
by the syntax of the noun phrase but also by its semantics: a stake of wood can
reasonably be said to be whitish.

Anagram
Leap frantically looking ill (4)
Leap is an anagram of pale, frantically is the indication. This is not a particularly
sophisticated clue, as the surface reading does not distract from a reading in which the
type of puzzle is fairly obvious, though the surface reading does benefit from a
semantic fit between the verb leap and the adverb frantically. There is also an overall
cohesion of content driven by the shared thematic context of frantic and ill, neither of
which is a pleasant state for a person to be in.

Charade
Soft drink wanting in colour (4)
The definition (wanting in colour) is too allusive for ENIGMA to replicate, but it should
be able to produce clues based on the same insight. The Charade is the letter p
followed by ale. When p is defined using the standard convention soft - since p is the
abbreviation in music for piano - and ale by the generic definition drink the result is
the noun phrase soft drink, a clever misdirection based on strong association in the
surface reading.

Container and Contents
Albert in Physical Education is not looking well, maybe (4)
Here the puzzle presents pale as the name Al, short for Albert, inside PE, an
abbreviation for Physical Education. In addition to knowledge about crossword
conventions this clue also requires some lexical knowledge about proper names. The
clue is quite long, and the surface reading clunky – as a result it is very obvious how
to solve it. ENIGMA should recognise how hard or easy a clue is likely to be.
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Reversal
Eastern circuit goes round wooden post (4)
The puzzle is that E followed by lap makes elap, which is pale backwards. The
surface reading is neat: the adjective Eastern fits with the noun it modifies, circuit,
and both share meaning to do with locations. The indication phrase goes round
implies encircling when attached to the noun phrase wooden post, but in the context
of the puzzle it actually indicates a Reversal. This makes the clue a little harder.

Homophone
Whitish bucket, we hear (4)
This clue is very similar to the Two Meanings clue, although here one of the elements
is not a definition of pale but of pail, a homophone. The addition of the aside we hear
ensures that the clue fits with Ximenean convention, but it makes it very easy. A
harder clue might incorporate an adjective meaning audible into the clue instead.
1.3.2 Service Requirements
Informed by the survey of domain literature and aided by this set of sample clues I
was able to produce the following list of data source requirements for ENIGMA. The
list includes a mixture of data about words, about language, about the domain, and
about meaning. Some of these relate to the construction of the puzzle reading, others
to the discovery of the surface reading.

Orthographic Transformations
A service that returns all of the transformations that can be applied to the light using
combinations of the transformational clue types that are in scope: Anagram, Charade,
Homophone, Container and Contents, and Reversal. This is the starting point from
which messages will be constructed.

A Lexicon
ENIGMA needs to know which transformational strings are actually words, so that it
can determine which transformations on the light are of interest. It will also need to
know part of speech information, so that it knows what definitions are acceptable
under Macnutt’s fairness principles and also so that it can determine how to combine
components of the clue. No standard lexicon is likely to contain commonly used
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crossword abbreviations and proper nouns such as PE and Al that were used to form
the sample clues, so the lexicon will need to be augmented.

A Homophone Dictionary
Many pairs of entries in the lexicon will share the same pronunciation, but that does
not mean that they are homophones of interest in a crossword: for example ax and axe
are pronounced the same, but are just variant spellings. The homophone dictionary
must only contain a filtered subset of these pairs to include ‘genuine’ or ‘interesting’
homophone pairs for use in building clues.

A Lemmatiser
A service is required to determine the base lemmas that any given string may be
inflected from so that ENIGMA can access lexical information from many services
without the data loss implied by using the inflections as keys. Once a base form (a
synonym for example) has been returned from a service, it must then be re-inflected
so that it matches the component of the clue to which it refers.

Lexical Metrics
To determine how easy or difficult, or how fair a clue is various metrics about its
components may be useful. A lexical similarity measure would be useful for checking
that transformational clues have jumbled the letters of the original string sufficiently
well to challenge the solver. Word frequency may also be of interest: rare words in
clues can make the surface reading seem stilted, whereas rare words as lights make
the crossword more challenging.

A Thesaurus
A common complaint about cryptic clues is that the definitions are too far removed
from the components of the light to which they refer. Any online thesaurus will
contain broad groups of similar words within which some pairs may not fit well at all,
so some filtering will be required. It may be possible to use WordNet to provide
generic and exemplary definitions, but that will require a means of selecting
appropriate hypernyms and hyponyms.
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Cryptic Vocabulary
No ordinary thesaurus would have an entry for river that included flower or an entry
for R that included castle, so the lexicon and thesaurus will need to be augmented
with domain specific conventions. This provides more options to ENIGMA by
increasing the available vocabulary, and will also help to make the clues sound more
like the real thing.

Cryptic Indications
Many of the clue types have their own keywords and key phrases that indicate to the
solver how to attack the clue. Ximenes tells us that these indications must be present
and in keeping with conventions for the clues to be fair, so ENIGMA will need access
to lists of indications and accompanying lexical information.

Word Phrase Information
The Charade sample clue contains the surface text soft drink. Although the solver
needs to treat these elements separately, s/he is encouraged to treat them as a unit by
the fact that soft drink is a common noun phrase. It is important for ENIGMA to know
about common phrases so that it can identify these larger units of meaning in the
surface text.

A Thematic Association Measure
When reading good clues one can imagine that the clue describes some actual
situation. A key component of this perceived reality is often that there is some shared
content across the clue, even between elements that do not participate in grammatical
dependencies. This content cohesion is not a question of alignment of word senses but
rather that the terms share some thematic context. One of the services available to
ENGIMA

will need to answer questions about shared thematic context.

Semantic Fit
In the sample clues the bucket and the stake are whitish, whereas the implicit human
actor in the Anagram and the human actor in the Container and Contents clue are
described as being ill. Knowing that physical objects can be whitish, and that people
can be ill is more than just lexical information, but it is a key factor in ensuring a
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viable surface reading to the clues. An alternative synonym for pale would be sickly,
but sickly stake of wood would be a poor clue.

Grammar Rules
ENIGMA will require two sets of grammar rules: one for the puzzle reading and one for
the surface reading. An interesting question for the design of the system is how to
construct a generation system that generates texts conforming to two disjoint
grammars at the same time.

Grading
All of these services should provide ENIGMA with the means to generate viable clues
for a given light, but it will probably generate many of them. To reduce the output to a
sensible set of options, and also to demonstrate that good quality clues are not just
accidental, ENIGMA must be able to grade the clues based on the key requirements
described in this chapter: the clues must be fair, they must have a valid puzzle reading
and a (preferably disjoint) viable surface reading.

1.4

Quality Control

Reading the crossword literature it can start to seem as though crosswords are a
scientific discipline, or perhaps even some form of religious study, but of course the
primary function of any cryptic crossword is entertainment. Quality control in ENIGMA
must not be an add-on to the system, it must be integral to the system’s design since
the success or failure of the clues that it produces can be evaluated in the starkest
terms by finding out whether people are entertained by them, or not. Assuring
entertainment quality in ENIGMA is closely tied to how easy or hard the clues are, as
pitching the difficulty of clues is an important aspect of clue setting. Equally
important are notions of whether the clues are cryptic and whether they are fair; these
notions relate closely to the easy-hard axis and operate almost as lower and upper
bounds within it.
1.4.1 Easy and Hard Clues
Some lexical metrics can be used to determine how easy or hard the clues are. If the
lights are rare words, especially if they are unusual proper nouns, then the solver may
lack the domain knowledge to solve the definition, making the clue harder. Some
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anagrams are easier to solve than others (Macnutt, 1966: ref), and measures of lexical
distance that are used to rank confusables in spelling correction are good candidates to
assess anagram complexity. Also, the use of crossword conventions for definitions
can make a clue harder for some, and easier and more familiar to others. Some
conventions are also rather hackneyed, for example the use of sailor to indicate AB, or
quiet to indicate P, although I would have to hand-annotate the crossword vocabulary
for ENIGMA to know which conventions are the most common.
The other feature that will determine how easy or hard clues are, in some ways
perhaps the key feature, is the tension between the surface reading and the puzzle
reading of the clue. Macnutt impresses on the compiler to do his/her utmost not to
“announce [the type of clue] too obviously” (Macnutt, 1966: 55) by providing a
surface reading that diverts the solver from the puzzle within the clue so that “the
solver may not be able to see the wood for the trees” (Macnutt, 1966: 57). Surface
readings can mask polysemy and homographs and they can also mask the structure of
the clue, which makes it harder for the solver to determine which part of the clue is
the definition and which part is the puzzle.
1.4.2 Measuring Crypticality
All of the crossword manuals that I read in my analysis of domain literature advise the
solver to tackle clues by first attempting to identify the definition. It is always at the
beginning or the end of a clue, and once identified can reduce many clues to a concise
clue with some additional hints. Consider for example this clue by Bunthorne in
(Stephenson 2002: 77):
Bearing slash from sword (4)
At a semantic level the surface reading is excellent. There is a tight content coherence
across the clue, and the surface reading distracts the solver into interpreting word
senses and even parts of speech incorrectly. However, if we consider the linguistic
structure of the surface reading it is apparently a composite noun phrase with three
key elements: bearing, slash and sword. If we interpret slash as the object of the
gerundive bearing and sword as the prepositional object, then there is a break point in
the syntax between bearing slash and sword, so as native speakers we immediately
and intuitively divide the clue up this way. No matter how confused about the rest of
the clue the solver is, s/he is very likely to be trying to think of a four letter word for
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sword almost as soon s/he has finished reading the clue. At this point the word epee
may spring to mind, especially if there are any crossing letters, and the semantic cover
that the surface reading provides to bearing (to be taken as a noun, East in this case)
and slash (to be taken as the verb meaning to pee) is blown.
Many of the crossword manuals that I read set out the importance of the surface
reading in terms of shifts in word sense and part of speech, but none in terms of
syntactic structure. However, I believe that the structural alignment between the two
readings of the clue is also a very important factor in determining how well the
surface hides the underlying dynamics, and in particular in hiding the location of the
definition element since it is the beachhead from which most solvers attack each clue.
The Charade sample clue above (soft drink wanting in colour, which gave us P+ALE
to make pale) is a good example of a clue that hides its structure. The noun phrase soft
drink appears to be a unit, followed by an adjectival expression, wanting in colour.
Because soft drink is such a common noun phrase it appears to be a lexical unit, and
so the clue appears to be composed of two balancing parts, a noun followed by an
adjective, encouraging solvers to parse the clue as a Two Meanings one. Ideally, the
result is that the solver is left trying to think of a four letter soft drink that could be
wanting in colour, and when they finally get the answer the clue delivers the kickyourself moment that typifies a good quality cryptic clue.
So ENIGMA’s crypticality metric will include not just homograph puns, but also
structural distinctions between the surface reading and the puzzle reading of the clue.
Since this idea of cryptic clue grammar seemed so central to the quality of crossword
clues I decided to explore it in more detail (see below) and I then discovered that a
domain grammar can also provide helpful insights into the design of the message
model for the system.
1.4.3 Surface Reading Realism
Many people who are disdainful of modern art draw particular attention to what they
perceive as a lack of artistry on the canvas: painting is not just about the
representation of abstract ideas, it is also about capturing physical forms in two
dimensions. Cryptic crosswords have not had a Cubist revolution - a crossword clue
that lacks a realistic surface reading is universally regarded as artless. So, the surface
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reading is not just important for crypticality, but also as part of the perceived artistry
of the finished product. Crowther puts it thus, “I really do not like clues which
concentrate so much on the cryptic treatment of their answers that they end up as
gobbledegook. The more normal a clue sounds when read out, the better it will be in
my view.” (Crowther, 2006: 14). The importance of a realistic surface reading is not
just an arcane issue for crossword setters, it is also important to solvers, for example
contributors to the crossword reviewing blog fifteen squared 22 often comment on the
quality of the surface reading of the clues.
1.4.4 Fairness
One reason Macnutt gives for writing On the Art of the Crossword is to ensure that
solvers find crosswords entertaining, and a key component of this, for him, is the
concept of fairness: “when they see the answer the next day [… they say] “Oh yes!
How stupid I was!” [and not] “Well, I really don’t see how I could have got that” ”
(Macnutt 1966: 42). If the solver is unable to solve a clue then, once presented with
the answer, they should feel outwitted rather than cheated. Although Araucaria
arguably departs most famously from the Ximenean rulebook, this notion of fairness
remains important to his devotees, such as in this excerpt from a tribute to Araucaria
on his 80th birthday: “[…] a puzzle where at some stage or other you think: "Curses,
Araucaria has foxed me this time." But you persist, and an hour or so later, he
hasn't.” 23. The concept of fairness also crops up regularly in books (see for example
Manley, 2001: 66ff; Crowther, 2006: 13ff) and online articles about crosswords, and
also in personal communication with other devotees.
Just as crypticality in some ways equates to a lower bound on the easy-hard axis (a
clue with a very poor surface reading is usually easy to solve) so fairness can be
thought of, to some extent, as an upper bound, although some very hard clues are fair,
and some easier ones are not. The principles of fairness laid down by Ximenes
proscribe the following:
•

Indirect anagrams. The text of an anagram must be in the clue, it cannot be

referenced by a definition or other puzzle.
•
22
23

Missing definition. The clue must have a puzzle and a definition.
http://fifteensquared.net
http://www.crossword.org.uk/arauc.htm, also published in the Guardian 16/2/2001
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•

Missing keywords. All clue types must be indicated by an appropriate

keyword.
•

Impossible definitions. The definition can appear to have a different part of

speech to the word or words that it defines, but it must be possible to read it (if
ungrammatically or nonsensically) in such a way that the part of speech matches. For
example the word float could be presented in the surface reading as the infinitive form
of the verb, but the solver could in fact have to read it as a singular noun, perhaps it
defines lifebelt. However, in the same clue other forms of the verb such as floats,
floated or floating could not be used since they cannot be re-read as the noun float and
can never mean lifebelt regardless of how the clue is read.
•

Remote definitions. A definition must be able to be reasonably said to be a

synonym for what it defines.
•

Generic/Exemplary definitions. Generic and exemplary definitions, in other

words the use of hypernyms and hyponyms, must be flagged using appropriate
indications.
•

Misused indications. Indications must be appropriate to the clue type, for

example there is no reason that the adjective written should indicate an anagram.
•

Inappropriate direction. Positional indications must be appropriate to the

direction of the clue.
Since an unfair clue is not just undesirable but unacceptable, these principles must
operate as hard constraints on ENIGMA’s output, whereas easy-hard metrics, surface
reading quality and crypticality are soft constraints that should only impact the
ranking of clues with respect to the input parameters.
1.4.5 Puzzle level constraints
Some constraints will operate at the level of the grid as a whole, rather than individual
clues. For example, it is important that there is a variety of different clue types, and in
particular that there are not too many anagrams, where the letters of the light are in
the clue. This used to be a common criticism of some Guardian setters, and is also a
reason why the Telegraph has long been regarded as the easiest of the broadsheet
crosswords.
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1.5

Language Specification

The final element in the design phase is to determine the structure of the messages
that will move data around the system, and the object model that will represent these
messages in memory. As I described in the Introduction, the strategy that ENIGMA will
follow is to examine all the cluing options for the light and look for serendipitous
combinations among the elements. This data-driven logic requires messages that can
hold all of the information that needs to be processed, so there will need to be space in
each message for output from all of the services listed above, such as lemmas,
synonyms, lexical metrics and so on. The messages also expose an API allowing
ENIGMA

services to be injected into the message to perform these tasks adding lemma,

synonym, metric and other information into the message.
Since ENIGMA will tackle complex clues, data messages that contain a list of
properties and an associated API are not sufficient; the message and object model
design needs to capture the interaction of the components of a clue, not just the
features of each component. I decided to write a sort of language specification for the
cryptic crossword clue types within scope for ENIGMA and use it as a domain grammar
that could inform the design of messages and objects. This grammar would also assist
in the construction of templates, and in the automated detection of structural
crypticality (described above). The process of writing such a specification revealed
some further simplifications that could be applied to the taxonomy described by the
domain expert authors.
1.5.1 The Domain Grammar
The grammar in Figure 7 is based on the domain analysis and project scoping set out
earlier in this chapter. In the absence of a corpus of clues (see note above on page 25)
the grammar is derived from a synthesis of the conventions described in the literature,
and in particular the conventions described by Ximenes, and encapsulates the
following set of rules:
•

A clue must consist of two indications of the light, usually a definition and a

puzzle.
•

In the Two Meanings type both indications are definitions.

•

A definition can be given using a synonym, a hypernym (generic definition) or a

hyponym (exemplary definition). The indication keywords used for generic definition
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generally precede the definition word, and the keywords for exemplary definition
generally follow it. I chose to represent this tendency as a rule in the grammar,
although I later ruled generic and exemplary definitions out of scope for the reasons
discussed in Chapter 2.
•

Indirect anagrams are forbidden under Ximenean conventions, so anagrams can

only refer to words in the clue.
•

Homophones are only allowed to refer to words or phrases, via definition.

•

Reversals can only apply to words and phrases or Charade and

Container/Contents sub-clues.
•

Charade and Container/Contents clues take two arguments, each of which can

be a word or phrase indicated by definition, or any of the clue types except for Two
Meanings. The two subsidiary puzzles are separated by a connecting indication
keyword, which in the case of Charade may be an empty string, resulting in the
subsidiary puzzles simply being concatenated.
•

All clue types except for Two Meanings must contain an indication telling the

solver how to attack the puzzle.
In giving further consideration to the differences and similarities between the clue
types when constructing the domain grammar, and in particular when considering
recursive rules for complex clue types, it made sense to include definitions among the
taxonomy of clue types. This is something of a departure from the taxonomies given
in all of the books on crosswords that I had read, where the definition and puzzle are
separate elements of a clue, but it is a very useful change to make as it simplifies the
language specification as follows:
•

Two Meanings clue types now conform to the default pattern of definition and

puzzle, the puzzle just happens to be a definition too.
•

Charade, Container/Contents and Reversal types, which are the three recursive

clue types, now always operate on one or more puzzles – each being another clue type
or a definition.
The other add-on to the taxonomies I had studied is the notion that some clue types
are recursive, or potentially recursive in nature, and others are not. Although various
books deal with simple and complex clues I did not read any that set out clearly which
clue types can be recursive and which cannot, whereas in specifying the domain
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language it emerged as a key distinction that was then a useful abstraction in
determining the eventual object model.

Clue:
|

Definition Puzzle
Puzzle Definition

Definition:
|
|

Synonym†
Generic
Exemplary

Generic

Indication† Hypernym†

Exemplary

Hyponym† Indication†

Puzzle:
|
|
|
|
|

Definition
Anagram
Homophone
Charade
Container/Contents
Reversal

Anagram
|

Indication† AnagramData†
AnagramData† Indication†

Homophone
|

Indication† Definition
Definition Indication†

Charade:

Puzzle Indication† Puzzle

Container/Contents: Puzzle Indication† Puzzle
Reversal:
|

Indication† ReversePuzzle
ReversePuzzle Indication†

ReversePuzzle:
|
|

Definition
Charade
Container/Contents

Figure 7.

The domain grammar for ENIGMA’s cryptic clues, note that the dagger

symbol is used to mark terminals.

I call this language specification a domain grammar because the terminals are not
lexical items in the surface representation: they represent a set of lexical choices that
are functionally equivalent within the context of the domain. For example, the
Indication terminal represents a keyword inserted into the clue to inform the solver
about the presence of a particular clue function, such as an anagram. This keyword
may be represented using different parts of speech, and different actual vocabulary,
but from a domain perspective, in other words treating the words as components of a
puzzle and not a fragment of text, this does not matter. A production from this
grammar, an ordered list of terminals with dependencies governed by the non54

terminals from which they derived, could be thought of as a miniature document plan
for the puzzle reading of a single clue. In other NLG contexts a high-level domain
grammar such as this might prove useful not just in specifying the message and object
model structures and constructing templates but also in developing document plans.
For example, in a system that generated academic papers the terminals in the grammar
might be unspecified sentences, and non-terminals might be sub-document level
aggregations such as the Abstract or the Introduction.
1.5.2 Building the Object Model
In translating this domain grammar directly into an object model I made some further
refinements to the model. For the purposes of data management it is easier to have a
single class that represents the AnagramData terminal in the grammar and also the
Definition. This aligns the Anagram and Homophone simple clues such that each
contains an Indication and a Definition. For this to work the Definition needs to hold
the original string, a list of synonyms, a list of hypernyms and a list of hyponyms and
a flag indicating whether the original string should be used. Note that the messages
will contain all the information needed to explore all the possible lexicalisations, not
just a single surface reading – for this reason the Definition element of a message
must hold all the synonyms that pertain to it.
To lexicalise an Indication ENIGMA will use the data in the message, such as the
potential synonyms for a homophone, and the clue type. Since there is a static list of
possible Indications per type there is no need to store possible Indications in each
message, just the type that can be used to access them.
The complex types Charade and Container/Contents share the same data
requirements: each need only hold a reference to two Puzzle types, each of which
could of course be just a Definition. The Indication, as above, will be realised using
the clue type.
Since Reversal is a unary type it seems to straddle both of these patterns. Rather than
specify an object model just for Reversal I decided to impose a restriction that they
could only apply to words and phrases and not to subsidiary clue types. This allowed
me to differentiate between Form Puzzles (Definition, Homophone, Anagram and
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Reversal) which are unary and non-recursive and Placement Puzzles (Charade and
Container/Contents) which take two Puzzle arguments and are (potentially) recursive.
This simplification results in the object model shown in Figure 8 and also
significantly reduces the complexity of the code that produces the messages for the
light by examining how the conventions can be applied to its substrings.
Complex Reversal clues are not lost as a result of this simplification: a Reversal of a
Charade is still located, but it is presented as a Charade of two Reversals. For
example, one might represent the word madder as a Reversal of the Charade
red+dam, however ENIGMA would represent this initially as a Charade of a Reversal
of dam and a Reversal of red, and an optimization step prior to lexicalisation can then
restore this to the simpler complex pattern Reversal of Charade.

Figure 8.

A UML diagram representing the simplified object model for clue messages in

ENIGMA.

1.5.3 Assessing Structural Crypticality
Finally, the domain grammar allows ENIGMA to measure the notion of structural
crypticality introduced above: namely to measure whether the dependency trees that
underpin the surface text and the puzzle text have different shapes, making it harder
for the solver to determine which word or words form the definition and which the
puzzle element of the clue. Figure 9 shows how this works for a simple anagram clue
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for the light NOISELESS. In this example, the definition is the word soft, but the surface
reading introduces a natural breakpoint between soft lionesses and wander,
encouraging the reader to divide the clue incorrectly and look for the definition at the
wrong end.

VP[ NP[soft

lionesses]

VP[wander]

]

CLUE[ DEFINITION[soft] PUZZLE[lionesses

Figure 9.

wander] ]

A structurally cryptic clue where the puzzle reading and the surface text break

down into different segments.
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Chapter 2 Building Clue Plans
The first step in the process of constructing a cryptic clue is for ENIGMA to analyse the
light and build a list of clue plans. Each clue plan is essentially a document plan for
the surface reading, a document plan being “a structure that specifies how messages
are to be grouped together and related to satisfy the initial communicative goal”
(Reiter and Dale, 2000: 64). The communicative goal is simply the domain semantics
of the puzzle reading; for example, the fact that the light is ACME, it can be defined as
top and it can be represented as an Anagram of came. The members of this clue plan
are entities defined in the domain grammar described at the end of the preceding
chapter, such as a Clue, a Definition or an AnagramPuzzle. They can be lexicalised
naively and mechanically into valid puzzle readings by generating productions of the
clue plan under this grammar, but these resulting texts are unlikely to be acceptable
clues since the surface text is not guaranteed. The generation process also needs to
explore the possible meaning of these texts (as described in Chapter 5) and so each
component of the clue plan must also be annotated with the linguistic data that will be
used to explore meaning.
This chapter describes the construction of the datasets and tools that enable ENIGMA to
construct clue plans and annotate them with this linguistic data, including an
anagrammer, a tool that locates valid orthographic transformations for each clue type,
a lemmatiser and inflector, and a variety of look-ups such as a lexicon, a thesaurus, a
phrase dictionary, and some crossword-specific vocabulary lists. Some of these tools
are algorithmic, others provide access to data that I extracted and compiled from
freely available sources such as the British National Corpus 24, WordNet 25 (Miller,
1990), the CUVPlus electronic lexicon 26, Roget’s 1911 thesaurus 27, and the Moby
word lists 28.

24

http://www.natcorp.ox.ac.uk/
http://wordnet.princeton.edu/
26
http://ota.ahds.ac.uk/texts/2469.html
27
http://www.gutenberg.org/etext/22
28
http://www.dcs.shef.ac.uk/research/ilash/Moby/
25
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2.1

A Paragrammer

This section covers the construction of a tool to identify all of the reorderings from
which legal anagram and paragram clues could be constructed for any given light.
The term paragram (defined in Barnard, 1963) refers to an orthographic
transformation of the light as a Charade, Container/Contents, Anagram or Reversal,
or, in complex clues, some combination of these rubrics. Tools that construct
anagrams are often referred to as anagrammers, so I refer here to this tool as a
paragrammer following the same convention. Figure 10 lists some sample paragrams
found by the paragrammer for the light SPEARS.

Anagram of sparse
Charade of SP and ears
Charade of SP and Anagram of eras
SS Containing pear
SS Containing Charade of PE and Reversal of RA

Figure 10. Some paragrams for the light SPEARS.

The paragrammer works by first finding all of the composite anagrams for the light,
and then working through this list to find the paragrams. These are a subset of the
anagrams in which the letter order of each of the words in the anagram is retained
when they are fitted together to build the light using transformation rules based on the
clue types used in ENIGMA. Consider for example the following whole word and
composite anagrams of SPEARS:
•

{Sparse} Applying the Anagram rule recovers the light, and so a simple whole

word anagram clue could be constructed. There are no other paragrams available as
letter order is not retained. In some instances a whole word Reversal will be available,
for example deer and reed. In such cases the system finds the Reversal transformation
rule would also be successful, and two paragrams would be located for this whole
word anagram.
•

{SP, ears} Applying the Charade rule (running the elements of the composite

anagram together) recovers the light SPEARS. This tells the system that there is a
paragram for SPEARS represented as ‘Charade of SP and ears’.
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•

{SP, eras} The light cannot be rebuilt from this composite anagram by applying

any of the transformation rules on its own. However, it can be recovered by running
SP together with an Anagram of eras, and so ‘Charade of SP and Anagram of eras’ is
located.
It is common for the system to locate several hundred paragrams for a given light 29 –
there are 453 for SPEARS. Each of these is constructed as a clue plan, ready for onward
processing.
2.1.1 Finding Anagrams and Composite Anagrams
At the heart of the paragrammer is a simple algorithm to find whole word anagrams,
which are anagrams of the letters input to the system formed from a single word, such
as the anagram carthorse for orchestra, for example. Since anagrams share the same
letters, they share same canonical form 30, and this canonical form can be used as a
key. The tool uses a hash built from the lexicon with the canonical form as the key to
check for potential anagrams. Any string (whether it is a word, a series of words or
just an arbitrary substring) can be converted to canonical form and used as a key to
see if it is a permutation of a lexicon entry.
Searching for composite anagrams is a more complex process as there is a significant
search space to explore. The total number of possibilities for a word of length n is n!
divided by the number of equivalent entries from repeating letters. So, for example,
since the word crossword has nine letters with three letters repeated twice, the number
of permutations is:
9! / (2! X 3) = 362,880 / 6 = 60,480.

A composite anagrammer needs to explore this search space quickly returning a list of
permutations composed only of lexicon entries.

29

A sample of 10,000 words selected at random from ENIGMA’s lexicon returned a minimum, average
and maximum number of paragrams of 1, 92, and 1,657 respectively with a standard population
deviation of 124.
30
The canonical form of a string is the string written with the letters in alphabetical order.
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2.1.2 The State of the Anagramming Art
There are many anagram applications available commercially and as freeware,
ranging from relatively simple CGI applications to complex GUIs allowing users to
interact with the application to construct witty anagrams of long sequences of text 31.
In a short survey of freely available anagram portals on the internet there seemed to
be three key anagram programs which either powered the portals or were
acknowledged as heavily influencing the algorithm: Ars Magna by Michael Morton,
WordPlay by Evans Crisswell and Anagram Genius by William Tunstall-Pedoe.
Ars Magna 32 was first written in the 1980’s although Michael Morton continued to
revise the application into the 1990’s. The code and application used to be available at
www.gtoal.com, but this domain is no longer available. A version of the code from
1991 written in C++ remains archived at the University of Michigan 33, along with
some notes about the algorithm, a relatively straightforward brute force approach.
WordPlay 34 (first written in Fortran in 1991 and subsequently in C) used recursion to
traverse the problem space using a depth-first search with some simple heuristics (for
example it is assumed that all words contain at least one vowel). The application is
frequently cited by the authors of other anagram applications, and is used to power
various of the online anagram search sites such as the one at www.wordsmith.org.
Anagram Genius 35 is probably the best anagram implementation currently available.
It is a commercial program written by William Tunstall-Pedoe who is also the author
of Crossword Maestro and other word game applications. Since it is a commercial
application details of the design and algorithm are not available, although when using
the system it first generates a list of subwords (substrings that are in the lexicon) and
then generates a list of text fragments using the subwords which implies a rather
different approach has been taken than that used in Ars Magna and WordPlay.

31

There are many internet sites and newsgroups devoted to the creation of long and/or amusing
anagrams, of which www.anagrammy.com is typical. This site also lists many computer programs
relating to anagrams of varying size and quality.
32
Ars Magna is an anagram of Anagrams and was also (I’m told) the Latin name for the practice of
writing anagrams.
33
http://www.umich.edu/~archive/mac/development/source/arsmagna1.1source.txt
34
http://hsvmovies.com/static_subpages/personal/wordplay/wordplay.doc.txt
35
http://www.anagramgenius.com/ag.html
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2.1.3 Implementing an Anagram Generator
I decided to implement my own anagram generator, principally because my
requirements are rather unusual. Since I derive paragrams from the list of anagrams
generated I want the list to include a range of crossword specific vocabulary including
abbreviations. This is not just a question of using my own word list (something that
most anagram applications allow you to do), since there may be heuristics within the
algorithm that could cause it to miss some of the entries that I require. Also, since I
want to use the anagram or paragram data to formulate a clue the system needs to be
able to find out information about the individual elements, so for example the text
fragments generated by Anagram Genius would have to be parsed and reprocessed so
that the system could determine how to treat them.
The application drives off the system lexicon, described in more detail below. At the
heart of the application is a hash table of the lexicon keyed by canonical form. This
hash table is used to determine if a given substring is an anagram of one or more
lexicon entries, and, when anagrams are returned, to determine which entries the
substring maps to. Since the whole hash table is in memory, and the Java library
implementation is efficient, there is little overhead to making these checks. I
compared the cost of checking strings against the hash table with checking to see if
they contain at least one vowel (a simple heuristic used in WordPlay) and discovered
that the lookup cost was less than twice the cost of the heuristic.
The program performs a depth-first search hard-coded to bottom out at a depth of
three, since I decided to limit the level of clue recursion to three, as described in the
preceding chapter on requirements. Although the code is my own implementation, the
choice of search algorithm closely reflects the approach described in WordPlay. It
explores the substrings of the canonical ordering starting with single letters, then twoletter strings and so on until the string exceeds half the word length, at which point all
substrings have been explored. At each iteration the substring taken is compared
against the hash table, if there is a match the substring and remainder are stored in a
hash set so that duplicates are not retained. The system then explores the remainders
in the same way, and finally the remainders of the remainders are checked, at which
point the search space is exhausted to a depth of the three and the set of solutions is
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unpacked. Each entry in the set of solutions now contains a list of one, two or three
strings in canonical ordering, each of which may map to multiple lexicon entries. All
possible combinations of lexical entries for each entry are unpacked from the hash
table and this list of strings is returned.
To support the exploration of all possible substrings the string under examination
(which could be the original string or a remainder that needs to be explored) is treated
as an array and the program loops through different orderings of the indices to access
the substrings. This analysis is performed with a set of nested loops, the innermost of
which finds the smallest substrings. As each loop is exhausted control breaks out to
the next loop in the nest and substrings of a higher degree are uncovered until the
degree overtakes half the word length. Since the lights are all less than 15 letters
long 36 I implemented this logic with an explicit nest of loops, rather than a recursive
call, to improve performance, although in practice it is possible that a tail-recursive
implementation would not have led to excessive overhead.
2.1.4 Locating Paragrams
Once a list of composite anagrams has been generated the system processes the list to
find the paragrams that will form the basis of the clue plans. Since the depth is limited
to three, the program takes a similar approach to the anagram generation algorithm.
First whole word anagrams are processed. The only transformation that can apply to a
single word is Reversal; if any of the whole word anagrams is a Reversal of the
original string then the system stores a Reversal message. The algorithm then tackles
bigram and then trigram composites. For bigrams the algorithm checks to see which
ways the first element can fit into the original string and keeps track of the clue types
of the rules used and the remaining text. It then checks the second element against the
remainder. An extension of the same logic caters for trigrams.
To fit a substring into a string may require more than one transformation rule to be
applied simultaneously (for example the string may fit around the edges of a word,
but in reverse). To capture this behaviour I split the underlying transformations into
two categories, similar to the classification of clue types in the domain grammar.
36

With the exception of jumbo grid for special competitions the cryptic crossword grids published in
all of the national daily and weekend newspapers are 15 by 15 squares in size.
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•

Form rules relate to reorderings of letters. These can be plain (no reordering),

anagram and reversal.
•

Pattern rules relate to the position of the letters in the original string. The letters

can be placed inside, outside, at the front, at the end (making a Charade or a
Container/Contents clue).
Each fit is then a combination of a form and a pattern, this is perhaps best explained
with some examples.
Table 2 lists some example lights for which paragrams with two elements have been
recovered from the anagram list. Each entry in the anagram list is a composite
anagram with two elements, presented in the Elements column. The first element is
processed to determine the form (how the letters need to be rearranged) and the
pattern (where the letters fit in the light) and these are shown in the columns labelled
Form-1 and Pattern-1. The bold highlighting in each light shows how the first element
fits into the original string. In the last example no fit can be found for the first
element, so no paragram can be constructed. This process leaves a remainder string
(shown in the Remainder column) which must then be processed. Note that, for twoelement composites, if a form and pattern is found for the first element then there will
always be a form for the second element, since the forms include Anagram.

Light
plasticine
deliverer
proctor
bookmark
plasticine
Table 2.

Elements
pelicans, it
liver, deer
rot, crop
book, mark
elastic, pin

Form-1
Anagram
Plain
Reversal
Plain
Fail

Pattern-1
Outside
Inside
At the End
At the Start

Remainder
ti
deer
proc
mark

Form-2
Reversal
Plain
Anagram
Plain

Constructing paragrams for two-element composite anagrams.

In the case of a three element anagram the system applies the process twice, with the
remainder from the first element becoming the input to the algorithm and used to
locate the forms and pattern of the second and third elements of the paragram. For
example, for the light deliverer the system will locate the three element composite
anagram deer, live, r for which it will locate a match for deer (plain, outside) leaving
liver as the remainder. It then finds a match on this remainder live (plain, at the start)
leaving a remaining r whose form is plain. There is more than one paragram for this
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composite anagram, so it is important that the system processes all of the possible
orderings.
2.1.5 Using Heuristics
Rather than explore the entire search space the algorithm would ideally employ some
heuristics so that it can abandon some branches without bothering to explore them,
since it can infer that no results will be found on the branch.
For example, if the system is looking for composite anagrams of thatch it may reach a
point where it has located the word cha (meaning Chinese tea) and is left with the
string htt for consideration. Rather than explore the substrings of htt the system could
apply a simple heuristic. If we assume that all words contain at least one vowel then
the system would reject htt, and would therefore not process cha either, without
needing to examine any of its substrings. Similarly a heuristic that stated that the
constituents of the composite must have at least two letters would mean that since htt
is not a key in the anagram hash lookup both cha and htt can be abandoned, since htt
cannot be subdivided without encountering a one-character string.
Unfortunately such heuristics are not available to my paragrammer, as acronyms and
abbreviations including single letters abound in cryptic crosswords. Although the
system shouldn’t use abbreviations or acronyms as anagrams (since they will appear
literally in the clue text and look very clunky) they can and should be used for
constructing paragrams.
2.1.6 Evaluation
I evaluated the paragrammer by eyeballing the output to check accuracy and by
checking the output for paragrams I located by hand to spot-check recall. I also
measured the timings for some long strings. I had no benchmark for performance,
since there is no other system that I am aware of that returns paragrams for a light.
Since the application only needs to call the paragrammer once per light then timings
of a fraction of a second are perfectly acceptable and I decided not to invest any time
in attempting to performance tune the algorithm. Some sample timings are presented
in Table 3 below.
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String
OCHRE
SPEARS
PLASTICINE
DAVID HARDCASTLE

Table 3.

Anagrams
268
1,158
50,065
10,349

Paragrams
168
453
1,665
52

Timing (ms)
30
51
631
862

The number of anagrams and paragrams returned for lights of varying length,

and the time taken for the paragrammer to respond.

I also evaluated the anagramming against WordPlay 7.22 using it as a benchmark for
coverage and performance, see Table 4 below. Since WordPlay is fairly widely used
to power anagram engines on the web, and often cited in websites about anagramming
it seemed to represent a good benchmarking standard37. My system generated at least
as many anagrams for three out of the four test words, and processed faster for three
of the four sets of test runs. To make the test fair WordPlay has been configured to
use my word list, to run without heuristics and to limit the depth to three. The
anagram/paragram tool is running at a slight performance disadvantage as it is also
constructing the paragrams and building clue plan data structures for them. I
examined by hand a sample of 500 anagrams generated by ENIGMA but not by
WordPlay and found no errors.

String
OCHRE
SPEARS
PLASTICINE
DAVID HARDCASTLE

Table 4.

WordPlay 7.22
Anagrams
326
961
23,039
4,253

Paragrammer
Anagrams
Timing (ms)
268
30
1,158
51
50,065
631
10,349
862
ENIGMA

Timing (ms)
410
350
470
1,850

A comparison between the anagram/paragram tool and WordPlay.

2.1.7 Sample Input and Output
The aim of this task is to take as input a light and generate all of the anagrams and
paragrams available for it. For the light PLASTICINE the system generates many
thousands of paragrams, including the following:

37

I was unable to set up a fair test against Anagram Genius, in large part because it is doing a quite
different task. It finds all of the subwords (substrings that are in the lexicon) and then builds text
fragments out of them and scores the fragments according to a scheme that is internal to the program. I
chose not to evaluate against Ars Magna as there is no downloadable version and although the source
code is posted on the internet the opening comments in the code state that it contains “at least one
serious bug”.
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CONTENTS[ANAGRAM(pelicans),REVERSAL[it]]
CHARADE[CONTENTS[ANAGRAM(pail),st],cine]
CHARADE[ANAGRAM(plaits),cine]
CHARADE[CHARADE[ANAGRAM(plaits),REVERSAL[ic]],REVERSAL[en
]]

Figure 11. Sample paragram messages generated by ENIGMA for the light PLASTICINE.

For each anagram or paragram a rubric message is then constructed. This message
contains slots into which data from the other algorithms and data sets will be inserted.
plasticine
MSG-CONTENTS [
type=Contents
Justifications[]
MSG-ANAGRAM [
original=plascine, distance=0.5, type=Anagram
Justifications[]
RUBRIC_COMPONENT [
verbatim=true, form=pelicans
LexicalTokens[]
]
]
-MSG-REVERSAL [
original=ti, distance=0.1, type=Reversal
Justifications[]
RUBRIC_COMPONENT [
verbatim=false, form=it
LexicalTokens[]
]
]
]

Figure 12. The clue plan for the first paragram message for PLASTICINE listed in Figure
11 above.

2.2

Orthographic Distance Measures

Since anagrams will appear in the clue in their literal form it is essential that they are
quite different from the light (or the part of the light to which they pertain). I therefore
implemented an orthographic distance measure to add weight to anagrams that are
more obscure, and also to discard anagrams that are simply too close to the original
word. This measure will also be used to assess homographs and reversals.
I tried out a number of techniques: string-edit distance, also known as Levenshtein
distance, see Wagner and Fischer (1974); orthographic matching using longest
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common sub-sequence ratio or LCSR, see Melamed (1999), and the Dice similarity
measure, for the use of which to compare strings see Adamson and Boreham (1974).
Levenshtein distance is calculated by counting the number of edits required to
transform one string into another, an edit being the insertion, deletion or substitution
of a character in the original string.
LCSR is the ratio of the longest common sub-sequence divided by the number of
characters in the longer of the two words. The longest common sub-sequence is the
longest sequence of characters shared by both strings, there is no requirement that the
characters be contiguous in either string.
Dice is a similarity measure for sets or vectors that divides twice the intersection (or
inner product) by the size of the union (or the sum of the Euclidean norms). In the
measure proposed by Adamson and Boreham bigrams are used as features, so the
result is twice the number of shared bigrams divided by the total bigrams in both
strings.
I also decided to try adding some heuristics to the Levenshtein measure (which
performed best in early tests) to take account of changes in the number of syllables
and also a change in the first letter, regarded as key aspects of spelling
(Yannakoudakis and Fawthrop, 1983). I approximated the number of syllables by
counting the number of vowel groups, which is a common technique.
2.2.1 Evaluation
To decide which measure to use in ENIGMA I chose a list of twenty anagram and
homophone pairings and ranked them in order according to how different, in my
opinion, the words appeared from each other. I endeavoured to put any thoughts of the
algorithms to one side, and make my judgements based on my experience as a setter
and solver of cryptic crosswords. Ideally I would have performed an experiment
involving independent subjects, however I chose to focus my requests for assistance
from volunteer subjects on the semantic components of the system described in later
chapters. The pairs and the scores assigned to them by each measure are presented in
Table 5 below.
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agnostic
initiated
integers
intend
loves
binary
fastens
blared
waits
stalks
wailing
spears
reaps
mustard
veto
casually
exist
great
mind
tap

LCSR
coasting 0.38
dietitian 0.44
steering 0.25
tinned
0.33
solve
0.40
brainy
0.33
fatness
0.29
balder
0.17
weights
0.29
storks
0.33
whaling 0.57
sparse
0.50
pears
0.40
mustered 0.50
vote
0.25
causally 0.50
exits
0.60
grate
0.40
mined
0.60
pat
0.33

Table 5.

DICE
0.29
0.50
0.43
0.20
0.25
0.20
0.17
0.00
0.20
0.40
0.50
0.60
0.25
0.46
0.00
0.57
0.50
0.50
0.57
0.00

LEV
5
6
5
3
2
4
3
4
3
2
2
2
1
2
2
2
2
2
1
1

LEVPLUS
7
8
7
4
3
5
3
4
3
2
2
3
2
3
2
2
2
3
2
2

My Ranking
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Scores returned using LCSR, Dice, Levenshtein and Levenshtein-plus-

heuristics for each of the twenty test pairs and my rankings.

I then measured the agreement between the rankings for each algorithm and my
rankings using Pearson’s correlation. As can be seen from the coefficients presented
in Table 6 below, the heuristics do not appear to improve the Levenshtein distance
measure. Looking at the data this may in part be caused by the coarseness of the
approximation of the number of syllables, which is frequently incorrect, but also by
excessive bias, through the heuristics, toward two specific features when there are, no
doubt, other features behind my instincts. As a result, I decided to use Levenshtein
distance as an indicative metric for Anagram, Reversal and Homophone puzzles
rather than focus further research time on this particular problem.

Algorithm

LCSR

Dice

Levenshtein

Levenshtein +
Heuristics

Pearson’s
Correlation

0.42

0.24

0.84

0.81

Table 6.

The Pearson Product Moment correlation coefficient for the rankings of each

algorithm compared to my ranking of the twenty test pairs.
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2.3

A Lexicon

The system needs to know a lot of information about the strings that make up the
component of the clue. At the most basic level it needs to know what strings are
words, and also what part of speech those words are. This information is held in the
application lexicon.
The lexicon needs to contain the sorts of generic terms that one would find in any
standard English lexicon, plus acronyms, abbreviations and proper nouns that are used
in cryptic crosswords. Since I do not have definitive lists of crossword terms and
proper names I decided to store the lists separately so that they could be compiled
together when any changes are made into a single lexicon that can be made available
within the application. I discuss the collation and organisation of crossword specific
vocabulary below.
The lexicon defines the vocabulary set for the application as a whole. I used it to
reduce the scale of other resources such as WordNet or Roget’s thesaurus (either
statically or at runtime) and to define the scale of resources that I built myself (such as
the lemmatiser). Reusing the lexicon both in the construction of static resources and at
runtime ties resources together and ensures a kind of referential integrity across the
application. To this end the lexicon serves as a registry for the application data.
Initially I built a list of all the unique string and CLAWS tag combinations from the
BNC and filtered it by frequency in an effort to remove tagging and typographical
errors. This produced a passable lexicon, but it still contained a variety of errors,
tagging errors in particular, that affected other components. For example, haulier is
tagged AJC (comparative adjective) throughout the BNC (Mitton et al, 2007). This
means that if haulier is used as a component of a clue it will receive incorrect
syntactic and semantic treatment. It also prevents the lemmatiser from reducing the
plural hauliers, as it cannot find the proposed singular noun haulier in the lexicon.
The frequency filtering also caused problems for the lemmatiser by removing from
the lexicon rare inflections of relatively common words.
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To work around these problems I used the CUVPlus lexicon from the Oxford Text
Archive 38 which contains over 70,000 entries and includes capitalisation,
pronunciation, part of speech tag and frequency (in the BNC) information. I added
some additional files to hold crossword convention, proper name and acronym entries
in the same format. At runtime these files are appended to the lexicon and a single
interface for ENIGMA returns all the lexicon entries to match a given string.

2.4

A Homophone Dictionary

Since the lexicon contains pronunciation data I was able to use it as a source for
identifying homophones for use in the construction of clues. Matching entries from
the dictionary on pronunciation generated a long list of homophones, but the majority
were simply variant spellings of the same word. I ignored some entries from the
dictionary on the basis of the flags in the dictionary entry, such as those marked as
abbreviations or those containing apostrophes, but I also required a heuristic to
examine each pair and guess whether to accept or reject it.
I tried two heuristics, the first was based on orthographic distance and the second on
proximity in WordNet.
2.4.1 Orthographic Distance
For this heuristic I output the pairs sorted by orthographic distance and eyeballed the
list to choose a distance threshold. I added a counter-weighting heuristic that checked
the first letters of each word to handle pairs such as site/cite, knight/night and
write/rite since, as above, there is some evidence that the first letter is of particular
importance (Yannakoudakis and Fawthrop, 1983).
2.4.2 WordNet
For this heuristic I looked each word up in WordNet (using the WordNet API
described below) and rejected the pair if they belonged to the same synset. In order to
look the words up they needed to be lemmatised, which I did using my own
lemmatiser. Entries that did not share the same part of speech could be accepted
without consulting WordNet (as they could not share the same synset). I also had to
perform some additional processing to manage entries with multiple tags listed and
38

http://ota.ahds.ac.uk/texts/2469.html
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entries either not present in my lexicon (and that I therefore could not lemmatise) or
not present in WordNet.
2.4.3 Evaluation
There was quite a lot of agreement between the two methods, although the
orthographic distance heuristic returned the most homophones.

Method
Orthographic Distance
WordNet
Pairs identified by both
Table 7.

Total
6,406
4,530
4,522

The number of homophone pairs returned using the two heuristics and the size

of the intersection of both measures.

I also measured the recall of both systems against a list of around two hundred
homophones made available on the internet 39, the results are in Table 8 below. Using
WordNet as the heuristic means that one entry from the gold standard is missed,
palette-pallet, since these are listed in the same synset in WordNet.

Method
Orthographic Distance
WordNet
Table 8.

Recall
100%
99.5%

The recall of the resulting homophone list against a list of 200 homophone

pairs found on the internet when using each heuristic as a filter.

Measuring precision was a lot more difficult as I have no means of automatically
detecting false positives (if I did I would be using it, of course). I therefore examined
a sample of the pairs that were unique to the output of each heuristic and also looked
at the intersection. There were only eight pairs selected by WordNet alone, all of
which contained pairs that relate to the same headword but are tagged as different
parts of speech (such as fairy/NN1 vs. faery/AJ0). I looked at a sample of 100 pairs
selected by the distance measure alone, and found over seventy errors. Most of these
were variant spellings, or inflections of the same lemma. Finally I checked a sample
of 400 entries from the intersection and found 17 errors. This implied that there were
likely to be around 200 errors in the intersection, and that I might be able to purge
39

http://www.bifroest.demon.co.uk/misc/homophones-list.html
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some by reducing the tolerance for orthographic distance, but that this would also
lower the recall. I decided that an error rate of around 4% would be tolerable for the
application and used the intersection as the source of the homophone lists for ENIGMA.
2.4.4 Sample Input and Output
This component returns lists of homophones for any given string; this can be used to
generate clue rubrics such as this:
mustard
MSG-HOMOPHONE [
original=mustard, distance=0.4, type=Homophone
Justifications[]
RUBRIC_COMPONENT [
verbatim=false, form=mustered
LexicalTokens[]
]
]

Figure 13. A sample clue message for a homophone clue for MUSTARD.

2.5

A Lemmatiser/Inflector

The lexical and linguistic resources deployed by ENIGMA are organised as maps
between lexical elements and data. To reduce data loss these resources are keyed in
lemma form: for example there is a single thesaurus entry for see (verb) rather than
entries for see, sees, seeing and saw. Each data item within a clue plan is therefore
held in lemma form, along with its original inflected form. The lemmas are used to
access additional information about the data item, and populate fields in the message,
and the original form is used to re-inflect this additional information (if required) on
realization. For example, when rendering a definition for the light backing ENIGMA
reduces the word to lemma forms, each of which implies a specific part of speech for
the light. The lemma back (verb) implies that the light is a present participle, whereas
the lemma backing (noun) implies that the light is a singular noun. ENIGMA requires
both the lemma and the implied part of speech for the original form since this allows
it to re-inflect lexical items retrieved from other resources, in this case synonyms
retrieved from the thesaurus. Synonyms for backing would therefore include
reversing (verb), supporting (verb) and support (noun).
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To support this behaviour ENIGMA requires a lemmatiser that can reduce and re-inflect
lexical items. Building a lemmatiser is a complex task: there are many rules and many
exceptions to those rules. Fortunately the task is made easier in the context of ENIGMA
since the application operates on a bounded set of lexical items limited by the extent
of the lexicon described above. Since the lexical items that need to be lemmatised or
inflected are known in advance ENIGMA can use static mapping tables to perform
these operations. To build the mappings I wrote a lemmatising algorithm that used the
lexicon to keep the rules as simple as possible 40.

2.5.1 The Algorithm: Guess and Check
The basis of the lemmatising algorithm is to use a set of heuristics to interpret the
morphology of a given input word and determine how to reduce it to lemma form and,
based on the lemma form, what part of speech the input word must be. A full pseudocode listing of the lemma guessing algorithm is provided in Appendix A.
2.5.2 Cross-checking with the Lexicon
To reduce algorithmic complexity each word and tag is checked against a static list of
irregular mappings before the rules are applied. This is a handcrafted file that holds
inflection to lemma mappings that are too complex to be covered by the rules in the
algorithm, for example inflections formed by ablaut such as shook or bitten,
compounds with internal morphology such as aidesdecamp, and other irregulars such
as the inflections of the verb to be.
Once the rules have been applied and lemmas inferred, these guesses are checked
against an exceptions file before they are checked against the lexicon. This is another
handcrafted file that contains reduced forms that the algorithm will return that are
entries in the lexicon but are not the valid reduction for an inflection. For example, the
verb form putted could reduce to put as well as putt, but this is not in fact correct.

40

The current release of the underlying CUVPlus lexicon contains tags indicating how to stem or
inflect the form of each entry. This information was not available to me when I developed the
lemmatiser, since I developed it initially against a lexicon extracted from the BNC, and so it is not used
by my lemmatiser.
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These handcrafted files were constructed by cross-checking the algorithm against the
lexicon on the assumption that the lexicon is complete, by which I mean that it if it
contains an entry based on some lemma then it will contain all inflectional varieties of
that lemma. I also assume that there is no shadowing: that is that there are no cases
where the rules return a lexicon entry that is incorrect but fail to return the correct
one. The second assumption would be a very bold assumption to make if I started
from scratch in the composition of my irregular mapping table, but fortunately I was
able to start with a mapping table that I had constructed by hand during my masters
thesis (Hardcastle, 1999). The mappings from my Masters project contained many
errors, so I did not want to use them directly, but they also contained a lot of useful
irregular forms. I started by removing all of the entries in the mapping where one of
the word forms was not listed in the lexicon. Then I removed all entries that were
covered by the rules algorithm. I then ran the guess and check algorithm against every
entry in the lexicon and produced a file listing all the entries for which a base form
could not be found. I matched this file against the irregular mappings automatically
and then improved the irregular mappings by hand by checking each entry in the
mismatch file to determine if it was an irregular or just a form that would not reduce.
The remaining list of lexicon entries that cannot be lemmatised contained many
adverbs that have no adjective base form (such as admittedly or outwards) and also
many ‘plural’ nouns that are non-count or have no singular form (such as outskirts or
headphones). The list also pointed up some shortcomings of the lexicon discussed
below. This list can be used by the lemmatiser to spot irreducible forms that should be
considered lemmas even though the part of speech tag implies an inflection.
Once I had completed the irregular mappings and made some small changes to the
lexicon following my analyses of entries that could not be reduced I then produced a
list of all entries in the lexicon for which the lemmatiser returned more than one
lemma that was an entry in the lexicon, such as the example of put and putt for the
inflection putted given above. I worked through this list by hand and removed any
valid mappings, the remaining mappings being used as exceptions to filter out
reductions identified by the rules and confirmed by the lexicon that are incorrect.
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In response to queries on the Corpora-List mailing list I made the resulting mappings
public on my internet site 41.
2.5.3 Fixing the Lexicon
In some instances entries in the file of inflections that could not be reduced pointed to
small problems with the lexicon. For example, the lexicon lists pike and duck as noncount nouns, so the plural forms ducks and pikes cannot be lemmatised. There were a
handful of such errors and I addressed them by changing the data in the lexicon and
reported them to Roger Mitton, who is responsible for the CUVPlus lexicon. I also
encountered some tagging errors, for example thoraxes tagged VVZ, that derive from
the BNC (see Mitton et al, 2007) and with which I dealt with in the same way.
There were also a fairly large number of entries where the lexicon was not complete,
in that it held inflected forms but no base forms - for example the lexicon contains
backpedalled and backpedalling but the root backpedal is marked as an adjective in
the BNC tag section of the entry 42. Almost all of these entries were for rare words, so
I decided to leave them flagged as irreducible for now rather than expend any effort
adding the base forms into the lexicon. I also encountered some spelling errors
retained in the lexicon, which I ignored.
2.5.4 Testing and Evaluation
It was very difficult to determine how to evaluate the lemmatiser effectively - I
considered task-based and gold-standard evaluation strategies but neither seemed to
offer sufficient coverage to be of interest. In the end I decided that since I had
effectively tested the whole problem space by cross-checking the reductions and
inflections against the lexicon and examining all mismatches by hand that there was
little value in attempting to construct an independent test. The lemmatiser could be
improved by tackling some of the outstanding changes to the lexicon mentioned
above, but there was no need to conduct any further testing to determine what
improvements were required.

41

The mapping tables are listed as a resource at www.davidhardcastle.net.
This was due to a tagging error in the BNC in which backpedal was tagged as an adjective (AJ0) and
has been addressed in subsequent versions of the CUVPlus lexicon.
42
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The remaining untested assumption was that there are no cases where the lemmatiser
returns one or more base forms all of which are in the lexicon but none of which are
correct. I ran the lemmatiser on all of the inflected forms in a 500-word sample
section of the BNC, to give an indication of performance over running text, and I
found all of the resulting lemmas to be correct (checking by hand). I also handchecked a sample of 2,000 lemma reductions made by the system, and found one error
which was based on a tag error in the lexicon 43.
2.5.5 Sample Input and Output
Table 9 illustrates the result of running the lemmatiser on a sample of input strings
listing the assumed original tag and the resulting lemma for each interpretation of the
original string. Table 10 lists some sample reinflection results. The input to the
lemmatiser in this case is a base form and a target form, in some cases there are
multiple valid alternatives. Chaining these functions together the system is also able
to transform a word from one part of speech to another, provided that they are both
inflections of the same base type (for example from VVZ to VVD or AJS to AV0).

word
biggest
houses
axes
better

Table 9.

original
tag
AJS
NN2
VVZ
NN2
NN2
NN2
AV0
AV0
AJC
AJC
NN1
VVI
VVB

lemma
big:AJ0
house:NN1
house:VVB
ax:NN1
axe:NN1
axis:NN1
well:AJ0
good:AJ0
well:AJ0
good:AJ0
better:NN1
better:VVB
better:VVB

Sample source words and lemmas.

43

The word zebus had been incorrectly tagged NN1 (instead of NN2) and so the lemmatiser did not
attempt to reduce it.
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base
form
take

target
tag
VVD
VVG
VVZ
NN1
NN2
VVI
VVZ
VVD
VVN
VVG

ring

Table 10.

result
took
taking
takes
ring
rings
ring
rings
rang, rung, ringed
ringed, rung
ringing

Sample base forms, target part of speech tags and resulting inflected forms.

Note that ringed/VVD is valid for the sense of ringed meaning encircled.

2.6

Stop List

I considered building my own stop list from the BNC following previous work (e.g.
Justeson and Katz, 1995b). Words in the stop list can be incorporated into the surface
text on the basis of syntactic checking alone, and will not be subject to semantic
checks. However, for once there were no bespoke requirements for ENIGMA, so I
decided to use a readily available stop list and chose the Cornell SMART stop list
(Buckley, 1985) which is available for download on the internet 44.

2.7

A Thesaurus

The system needs synonyms for the words that will be used to construct the light, and
so needs access to a service that can act as a thesaurus. Although there are many
machine readable thesauri, I was unable to find one that was available even for
academic research without a fee, other than the edition of Roget’s thesaurus that is
available from Project Gutenberg 45 and the distributional thesaurus that comes with
the Sketch Engine (Kilgarriff, 2004). I decided to use the online version of Roget,
partly because there is a lot of noisy data in the distributional thesaurus in the Sketch
Engine, and also because I anticipated that it would be easier to manipulate the data to
make it more suitable for ENIGMA.
Roget’s thesaurus does contain some modern vocabulary, but it still has rather an
antiquated feel to it since it was prepared in 1911 and only contains around 1,000
44
45

ftp://ftp.cs.cornell.edu/pub/smart/english.stop.
http://www.gutenberg.org/etext/22.
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supplemental entries added in 1991. Furthermore it does not have lists of named
entities common to crossword clues (such as muses, rivers, countries, girls’ names
etc) nor does it contain crossword specific synonyms and abbreviations (such as
flower for R where R stands for river which is something that flows and therefore a
flower). I used WordNet alongside the thesaurus as an easy means of adding in at least
some data for modern vocabulary, and also added sets of entities from the internet,
from Moby and some handcrafted data with cryptic crossword convention vocabulary
and definitions.
I decided that it would be useful to be able to keep adding to the additional data sets
throughout the timeline of the project, since this would allow me to spot crossword
vocabulary in crosswords and add them as new features into my thesaurus. I stored
the data from all of my data sources (Moby lists, Roget, WordNet, internet downloads
etc) in separate lookups and wrote a program to compile all the sources into a single
thesaurus. This meant that I could add new sources or add features to existing sources
(such as a new cryptic vocabulary item, for example) and run a recompile to refresh
the data source.
The resulting compiled thesaurus consisted of an index file and a data file that mirror
the organisation of most hardcopy thesauri. The index links a lemma to a list of
entries, each entry lists the words that are synonyms. Querying the thesaurus for the
synonyms of a lemma will therefore return a set of groups of words, all of which are
synonyms of the keyword, and each of which are synonyms for the other words in the
group.
To keep the compiler simple and generic I decided that all the sources should share
the same format. All processing output could then be dumped into a single sources
folder and at any time a new thesaurus could be built. The following sections describe
the data sources that I used and the mechanisms for transforming them into this
simple format.
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2.7.1 Processing Roget 1911
The Roget source file contains data that is machine readable, but requires some preprocessing to flatten it and also to remove unwanted information and to correct markup errors. Figure 14 contains the first entry in the thesaurus, existence, in raw format:
#1. Existence.-- N. existence, being, entity,
ens[Lat], esse[Lat],
subsistence.
reality, actuality; positiveness &c. adj.; fact,
matter of fact, sober
reality; truth &c. 494; actual existence.
presence &c. (existence in space) 186; coexistence
&c. 120.
stubborn fact, hard fact; not a dream &c. 515; no
joke.
center of life, essence, inmost nature, inner
reality, vital
principle.
[Science of existence], ontology.
V. exist, be; have being &c. n.; subsist, live,
breathe, stand,
obtain, be the case; occur &c. (event) 151; have place,
prevail; find
oneself, pass the time, vegetate.
consist in, lie in; be comprised in, be contained
in, be constituted
by.
come into existence &c. n.; arise &c. (begin) 66;
come forth &c.
(appear) 446.
become &c. (be converted) 144; bring into existence
&c. 161.
abide, continue, endure, last, remain, stay.
Adj. existing &c. v.; existent, under the sun; in
existence &c. n.;
extant; afloat, afoot, on foot, current, prevalent;
undestroyed.
real, actual, positive, absolute; true &c. 494;
substantial,
substantive; self-existing, self-existent; essential.
well-founded, well-grounded; unideal[obs3],
unimagined; not potential
&c. 2; authentic.
Adv. actually &c. adj.; in fact, in point of fact,
in reality; indeed;
de facto, ipso facto.
Phr. ens rationis[Lat]; ergo sum cogito: "thinkest
thou existence doth
depend on time?" [Lat][Byron].

Figure 14. A sample of the unprocessed text in Roget’s 1911 thesaurus available from
Project Gutenberg.

The pre-processing tidies up the mark-up as some entries are missing delimiters and
some special strings (such as page breaks or part of speech codes) are not consistently
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formatted throughout the document. It then strips comments and headers, reformats
the entries so that they are one per line, removes entries with phrases and
interjections, flattens the mark-up system where it appears to be redundant (for
example |, |! and [obs] all indicate an obsolete entry; [Grk] and <gr>…</gr> both
indicate a Greek loan word), corrects references (these are usually annotated as &c.
999 but can have many formats, such as &c999, c.999, &c 999, 999 and more) and
corrects abbreviations (the . character delimits subsections, so acronyms and
abbreviations such as A. B. C. appear to be separate sections if they are not corrected
to ABC).
The result of this pre-processing is shown in Figure 15.
1|N|existence|existence,being,entity,ens[Lat],esse[Lat],s
ubsistence.reality,actuality;positiveness;fact,matter of
fact,sober reality;truth<494;actual
existence.presence<186_existence in
space;coexistence<120.stubborn fact,hard fact;not a
dream<515;no joke.center of life,essence,inmost
nature,inner reality,vital principle.[Science of
existence],ontology
1|V|existence|exist,be;have
being;subsist,live,breathe,stand,obtain,be the
case;occur<151_event;have place,prevail;find oneself,pass
the time,vegetate.consist in,lie in;be comprised in,be
contained in,be constituted by.come into
existence;arise<66_begin;come
forth<446_appear.become<144_be converted;bring into
existence<161.abide,continue,endure,last,remain,stay
1|Adj|existence|existing;existent,under the sun;in
existence;extant;afloat,afoot,on
foot,current,prevalent;undestroyed.real,actual,positive,a
bsolute;true<494;substantial,substantive;selfexisting,self-existent;essential.well-founded,wellgrounded;unideal*,unimagined;not potential<2;authentic
1|Adv|existence|actually;in fact,in point of fact,in
reality;indeed;de facto,ipso facto

Figure 15. The first entry from Roget’s 1911 thesaurus following initial pre-processing.

This output is then checked against the project lexicon, and entries that are not in the
project lexicon are removed. This step ensures that ENIGMA will know how to manage
all of the lexical items returned from the thesaurus. I also remove entries that appear
to form co-hyponym sets, such as lists of playing cards, lists of religions and so on.
This filtering is done on the basis of some heuristics with regard to the typography.
The resulting output is then compiled into the standard format recognised by my
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compiler with a source indicator (R for Roget), a unique index for the entry, a part of
speech tag and the words in the entry.
1|N|existence|existence,being,entity,subsistence.reality,
actuality;positiveness;fact;truth.presence;coexistence.es
sence.ontology
1|V|existence|exist,be;subsist,live,breathe,stand,obtain;
occur;prevail;vegetate.arise.become.abide,continue,endure
,last,remain,stay
1|Adj|existence|existing;existent;extant;afloat,afoot,cur
rent,prevalent.real,actual,positive,absolute;true;substan
tial,substantive;essential.well-founded,wellgrounded;authentic
1|Adv|existence|actually;in fact;indeed;de facto,ipso
facto

Figure 16. The first entry from Roget’s 1911 thesaurus when fully pre-processed.

2.7.2 Processing WordNet
To supplement the thesaurus using WordNet I extracted the data in all of the synsets
using my own WordNet API (see Section 2.11) and wrote entries for any synsets with
multiple words listed. A sample of the resulting output is given below.
W.15875|V|invalidate,annul,quash,void,avoid,nullify
W.15876|V|load,laden
W.15877|V|scrape,kowtow,genuflect
W.15878|V|disturb,upset,trouble
Figure 17. Sample supplemental entries from WordNet.

2.7.3 Adding Sets of Proper Nouns and Abbreviations
I also added sets of proper nouns and abbreviations that I had found on the internet or
written up by hand. Since all the entries in each set share the same possible definitions
and the same part of speech (because they are all cohyponyms of the same concept)
each set is held in a file with a header that provides this information. I hand-edited the
header for each file, and used various Java, Perl and UltraEdit scripts to clean up data
downloaded from the internet. Some of the data sets I added by hand, using my own
experience with crosswords and also dipping into various crossword books (for
example: Kindred and Knight, 2002; Manley, 2001; Stephenson, 2005). The sets
include the following:
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List
Boys’ names
Girls’ names
Counties
Town
Mountain Ranges
Bodies of Water
Capital Cities
Continents
Countries
Table 11.

Source
Moby 46 Names-m file
Moby Names-f file
http://www.abcounties.co.uk/counties/list.htm
http://homepages.nildram.co.uk/~jimella/counties.htm
http://www.peakware.com/encyclopedia/pwindex_ranges.htm
http://www.worldatlas.com/aatlas/lista.htm
http://worldatlas.com/capcitys.htm
By hand
http://worldatlas.com/aatlas/ctycodes.htm

A list of the sets of acronyms and proper names added to the thesaurus and the

provenance of each one.

2.7.4 Adding Cryptic Crossword Convention Vocabulary
Crossword clues frequently make use of specific abbreviations or synonyms that can
be quite oblique but are familiar to habitual crossword solvers. For example the letter
t can be clued by words for which it is commonly an abbreviation, such as tenor, time
or ton, by words to which T- is commonly prefixed such as junction, shirt and square
and by the word model, because of the famous Ford Model T car. None of these
definitions for the letter t would be given in any generic linguistic resource for
English.
There are many books that list some of these conventions, and also some lists on the
web, such as http://en.wikipedia.org/wiki/Crossword_abbreviations. I was unable to
get a copy of a machine readable dictionary of crossword conventions, so I decided to
maintain my own list which I continued to add to throughout the period of writing.
Figure 18 contains some sample entries from this file. Lines beginning with a % are
comments, the other lines contain a list of strings to the left of the colon and a list of
definition words to the right. For example, the second line in the figure states that any
of the letters A-G could be clued using the words scale, note or key. When the
thesaurus is recompiled into a lookup, an entry in the compiled index is added for
each defined string, so the second line of the sample in the figure would result in 7
additional index entries, one for each of the strings a, b, c, d, e, f and g, with each
index entry referencing the same set of definitions scale, note and key.

46

http://www.dcs.shef.ac.uk/research/ilash/Moby/
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% Notes
A,B,C,D,E,F,G:scale,note,key
%
R:river,run,runs,right,king,rook,reading,research,recreat
ion,rest
S:is,shilling,shillings,short,small
T:square,tea,model,ford,junction,temperature

Figure 18. Sample entries from my hand-maintained text file of crossword convention
vocabulary.

Note that there is no part of speech information in the file, and that words that are
different parts of speech are listed in the same entry. This is because it is essential that
the word form is exactly as presented in the file, it cannot be lemmatised or differently
inflected. For example, the word died is a crossword convention synonym for the
letter d, as d. is often used as an abbreviation for died, but this does not mean that the
verb die can be used in other forms to clue d. Conversely the system could use the
verb scale to indicate the letter d (the convention is D as a musical scale) and get
away with it, provided that the word is not inflected (as the natural language parse of
the clue has no bearing on the reading of its constituents). Ideally I would tag each
entry in the list so that the system can tell when it is being used cryptically (for
example using scale in a context that implies a verb when it actually needs to be
interpreted as a noun to resolve the letter d), but I don’t have the time available to do
this at present.
2.7.5 Compiling the Thesaurus
Whenever I add any data to the sets or to the manual list I can recompile the thesaurus
and a new index and data file are created. This allows me to operate like a kind of
crossword lexicographer and note down any crossword conventions I come across
from day to day and periodically add the contents of my little black book into my
source files.
The Roget information is compiled into two separate files, one delimited using the ‘;’
marker in the original text and the other using the ‘.’ delimiter, which operates over a
wider context in each entry. This allows ENIGMA to take a cautious approach most of
the time, using only words that are listed together in the narrower context, but to
retain the option of expanding the search if few synonyms are returned.
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2.7.6 Evaluation
ENIGMA will use the thesaurus to find definitions for lights and for components of the
clue, so I decided to evaluate the thesaurus with reference to such definitions. To
determine the recall I compiled a list of all of the one-word definitions (of lights or
components of clues) in a crossword from the Sun (Anon., 2005: 1) and another from
the Independent (MacDonald-Cooper, 2005: 2), providing an indicative sample of 68
lookups against the thesaurus. Each entry was counted as a success if the thesaurus
returned the word used in the clue (among others) when given the light or component
of the light. Recall was 26/34 (76%) for the clues from the Independent, and 29/34
(85%) for the clues from the Sun. The algorithm initially returns synonyms using the
cautious flag, and if less than five are found then returns all synonyms in the wider
context. A full listing of the results for each newspaper is given in Table 12 and Table
13 below. Some of the entries on which the system failed are exemplary definitions
(royal for princess, vessel for ewer, and raincoat for mac) others rely on a slightly
unusual sense either of the definition word or of the word it denotes (counterfeit for
dud, succeed for land, betrayed for sold or sound for solid). Since the sample size is
small the results are only indicative, but they seem to suggest that the system is
working well; in particular I note that it shows good coverage of crossword
conventions, place names and some fairly rare words.
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Definition Found
Light
Definition
Component
Word
ling
heather

Definition Not Found
Light
Component
solid

Definition
Word
sound

montana

state

princess

royal

ho

house

lady

woman

c

cold

land

succeed

o

nothing

foil

beat

tin

can

hoard

stockpile

end

finish

ewer

vessel

sewer

drain

sold

betrayed

s

second

odd

unusual

the

article

aire

river

ss

ship

scion

descendant

fat

rich

unnoticed

neglected

wimple

headdress

ter

territory

ill

sick

hate

loathing

transcendence

superiority

t

time

au

gold

Table 12.

Results of the recall test for clues from the Independent.
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Definition Not Found

Definition Found
Light
Definition
Component
Word
rum
drink

Light
Component
dud

Definition
Word
counterfeit

i

one

vent

opening

costly

expensive

cad

rat

sh

quiet

ovoid

egg-shaped

precisely

exactly

mac

raincoat

sort

kind

e

English

mail

post

board

committee

us

america

prison

jail

son

boy

sure

convinced

event

incident

redbreast

robin

sot

drunk

dr

doctor

shilling

bob

ed

journalist

r

royal

male

man

saddle

burden

l

learner

brother

sibling

broth

soup

gi

soldier

er

hesitation

p

penny

realm

kingdom

Table 13.

Results of the recall test for clues from the Sun.

Measuring precision is also important, especially as the reasonableness of synonyms
is a key aspect of the fairness of the clues. I listed all synonyms for each word in the
test set and went through them by hand deciding which I thought were reasonable. For
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the data from the Sun I decided that 463 of 585 entries were reasonable, making the
precision 79%, and for the Independent I agreed with 495 of 618 giving a precision of
80%. In both cases almost all of the errors were lists of co-hyponyms for the nouns. It
may be that the algorithm should have an even lower threshold for nouns, perhaps
even zero, before it turns to wide context since they are most likely to be defined in
the thesaurus in sets.
2.7.7 Sample Input and Output
For any given input word the system returns a set of synonym lists based on Roget,
WordNet, my set lists and my crossword convention file. Each entry has a part of
speech indicator, except for the crossword convention file output which, for the
reasons described above, simply lists the strings that could be used.
The sample below shows the results for the word jack. The listing includes results
from Roget, WordNet, a list of boys’ names and my file of crossword convention
vocabulary. Figure 19 only contains entries from Roget that are found tightly
delimited in the text, whereas Figure 20 contains other words from a wider context
within each Roget entry.
N
N
N
N
N
N
*
*

ancient
knave
labourer
jackass
squat, shit
boy, lad, chap, fellow, man, he, him, name
sailor, navigator, seaman
flag, banner, standard

Figure 19. The results of a thesaurus query for jack using cautious settings.

N insignia, banner, flag, streamer, standard, eagle,
figurehead, ensign, pennon, pennant, pendant, ancient
N knave
N labourer
N jackass
N squat, shit
N boy, lad, chap, fellow, man, he, him, name
* sailor, navigator, seaman
* flag, banner, standard

Figure 20. The results of a thesaurus query for jack using wide context settings.
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2.8

Cryptic keywords

In addition to the cryptic convention vocabulary held in the thesaurus the system also
needs access to lists of cryptic crossword keywords for actions or rubrics within the
clue, such as writing a word backwards or creating an anagram.
I maintained hand-compiled lists of these crossword action words since I was unable
to find a machine readable listing and wrapped them in a Store that returned a list of
lemmas for any given clue type or action. I started out by adding lists of action words
from all of the crossword manuals cited in Chapter 1, ad then augmented the lists
whenever I encountered new action words while doing the crossword myself.

2.9

Word phrase information

The system needs to know that certain combinations of words such as cut off form
well-used phrasal verbs or noun phrases that can be considered as a single unit of
meaning with a tight internal association. This encourages the reader to parse the
phrase as a single unit, when in fact it must be dealt with as separate units for the
rubric of the clue to emerge.
The Moby compound word list contains over 250,000 compound word forms.
However, it includes some unusual entries and technical vocabulary (such as
fairwater cone, brush borer or platitudinous ponderosity). To apply semantic
constraints effectively ENIGMA also needs a reference point for the meaning of these
phrases. I decided to filter the compound list against the raw data in Roget’s thesaurus
and retain only those phrases listed in the thesaurus. This removed some of the more
unusual and technical vocabulary, and also provided the system with an alias (one of
the surrounding synonyms) through which the phrase could be sense-checked during
generation.
An alternative for the future might be to attempt to incorporate the multiword
expressions extracted using the USAS semantic tagger into the Lancaster semantic
lexicon (Piao et al, 2003), since this resource is annotated with both syntactic and
semantic information. However, at the time of writing this resource was not freely
available.
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2.10 Syntactic and Semantic Role Addenda
I also added some hand-crafted lists of words with particular syntactic or semantic
functions as addenda to the lexicon to supplement the automatically generated
semantic role information in the application of selectional constraints (see Section
5.9.6). These lists included adjectival intensifiers (such as “pretty”, “quite” and
“fairly”) and verbs that take clausal objects (such as “think”, “feel”, “expect”).

2.11 WordNet
Some of the tools that I have written require access to WordNet 47 (Miller, 1990)
either to recover synsets or to perform heuristics. I also used WordNet in the
extraction and expansion of syntactic collocates (see Chapter 4). Although WordNet
is freely available I was not able to find a simple and available Java API, so I
constructed my own API running against version 2.1. Broadly my approach involved
using an object tree of typesafe enumerations and library data types to deserialize the
WordNet data files into a Store. This Store implemented lazy-loading (Grand, 2002:
557) to limit overheads on start up time, but put all the WordNet data into primary
storage to minimise response time.
The interface to the subsystem is implemented as a single Façade Singleton (Gamma
et al, 1995: 127ff, 185ff) that initialises the Store and exposes a set of methods that
return the information required by my system using the data types defined within my
application. Once my PhD is completed I intend to make the code available as open
source, although I have not done so at present as I want the library to be completely
geared towards the needs of ENIGMA in the interim. The interface provides a
reasonable coverage of the API one would expect from WordNet, although I have not
included methods in the API for features of WordNet that I do not currently use, such
as meronyms for example. The API is presented in Figure 21, the data types used as
arguments are defined in the core of the ENIGMA application and the Synset data type
provides access to internal features such as the lexicographer file number, the word
senses, the comment text and so on.

47

http://wordnet.princeton.edu/.
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boolean containsLemma(Lemma lemma)
List<Synset> getSynsets(Lemma lemma)
List<Synset> getAllSynsets(PartOfSpeech pos)
Synset getHypernym(Synset entry)
boolean isHypernyn(Synset entry, Synset hypernym)
List<Synset> getAllHypernyms(Synset entry)
int getDepth(Synset entry) {
int getDistance(Synset entry1, Synset entry2)
int getMinimumDistance(Synset entry1, Synset entry2)
int getMinimumDistance(Lemma lemma1, Lemma lemma2)
List<Synset> getCoHypernyms(Lemma lemma1, Lemma lemma2)
Synset getShortestCoHypernym(Synset e1, Synset e2)
List<Synset> getHyponyms(Synset entry)
List<Synset> getAllHyponyms(Synset entry)
List<Synset> getCoHyponyms(Synset entry)
boolean isProperName(Synset entry)
boolean isProperNounLocation(Synset entry)

Figure 21. The API of my Java WordNet wrapper uses my own data types and is sufficient
for the purposes of ENIGMA.

2.12 Sample Input/Output
ENIGMA uses the tools and services described in this chapter to produce a clue plan
such as the one in Figure 22 for the input light DISCARDED. This clue plan is a data
message that encodes the rubrics under which the light can be broken down, the
constituent elements of those rubrics, lemmas and synonyms for the constituents and
weightings and scores such as orthographic distance for anagrams. Note that the
LexicalToken element contains both the inflected form and the underlying lemma, so
for many words in base form it appears that the data has been duplicated, but this is
not in fact the case.
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MSG-CHARADE[
MSG-PLAIN[
RUBRIC_COMPONENT[ di
TOKENS[ LexicalToken[officer/NN1 officer/NN1],
LexicalToken[princess/NN1 princess/NN1], LexicalToken[lady/NN1
lady/NN1], LexicalToken[girl/NN1 girl/NN1] ]
Distance(0.00)
]
-MSG-CONTENTS[
MSG-ANAGRAM[
RUBRIC_COMPONENT*[ sadder
TOKENS[ LexicalToken[sadder/AJC sad/AJ0] ]
Distance(0.20)]
]
-MSG-PLAIN[
RUBRIC_COMPONENT[ c
TOKENS[LexicalToken[trophy/NN1 trophy/NN1],
LexicalToken[element/NN1 element/NN1], LexicalToken[mineral/AJ0
mineral/AJ0], LexicalToken[mineral/NN1 mineral/NN1],
LexicalToken[chemical/AJ0 chemical/AJ0], LexicalToken[chemical/NN1
chemical/NN1], LexicalToken[grade/NN1 grade/NN1],
LexicalToken[grade/VVB grade/VVB],LexicalToken[scale/NN1 scale/NN1],
LexicalToken[scale/VVB scale/VVB],LexicalToken[note/NN1 note/NN1],
LexicalToken[note/VVB note/VVB],LexicalToken[key/AJ0 key/AJ0],
LexicalToken[key/NN1 key/NN1],LexicalToken[key/VVB key/VVB],
LexicalToken[degree/NN1 degree/NN1], LexicalToken[temperature/NN1
temperature/NN1], LexicalToken[heat/NN1 heat/NN1],
LexicalToken[heat/VVB heat/VVB], LexicalToken[vitamin/NN1
vitamin/NN1], LexicalToken[clubs/NN2 club/NN1],
LexicalToken[clubs/VVZ club/VVB], LexicalToken[about/AVP about/AVP],
LexicalToken[about/PRP about/PRP], LexicalToken[around/AVP
around/AVP], LexicalToken[around/PRP around/PRP],
LexicalToken[roughly/AV0 rough/AJ0], LexicalToken[hundred/CRD
hundred/CRD], LexicalToken[cold/AJ0 cold/AJ0], LexicalToken[cold/NN1
cold/NN1], LexicalToken[conservative/AJ0 conservative/AJ0],
LexicalToken[conservative/NN1 conservative/NN1],
LexicalToken[Tory/AJ0 Tory/AJ0], LexicalToken[Tory/NN1 Tory/NN1],
LexicalToken[tory/XWD tory/XWD], LexicalToken[calorie/NN1
calorie/NN1], LexicalToken[carat/NN1 carat/NN1],
LexicalToken[cent/NN0 cent/NN0], LexicalToken[cent/NN1 cent/NN1],
LexicalToken[chapter/NN1 chapter/NN1], LexicalToken[coke/NN1
coke/NN1], LexicalToken[coke/VVB coke/VVB], LexicalToken[cocaine/NN1
cocaine/NN1], LexicalToken[college/NN1 college/NN1],
LexicalToken[see/NN1 see/NN1], LexicalToken[see/VVB see/VVB],
LexicalToken[century/NN1 century/NN1], LexicalToken[nearly/AV0
near/AJ0], LexicalToken[church/NN1 church/NN1],
LexicalToken[party/NN1 party/NN1] ]
Distance(0.00)]
]
]
]

Figure 22. A sample clue plan for the light DISCARDED, based on the rubric Di followed
by C inside an anagram of sadder.
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Chapter 3 Finding Thematic Context
3.1

Introduction

As discussed in the Requirements Analysis, the system needed a component that
could identify pairs of content words that shared some broad semantic association,
since if these can be combined in a syntactically viable structure then this thematic
coherence will lend an apparent situational reality to the clue. Since there will be a
large number of possible pairings to examine the scoring algorithm must evaluate
rapidly and requires high precision but not necessarily high recall.
As an example consider this clue for EMIR from (MacDonald-Cooper, 2005: 6):
Muslim ruler in Eastern border rising (4)
The light (defined as Muslim ruler) is created by taking E (for Eastern) and rim (for
border) and writing them backwards (rising). There were many options available to
the compiler for the word rim, he chose border, I expect, because of the thematic
coherence with other words in the clue, such as Muslim, Eastern and ruler.
Alternative definitions for rim, such as verge, brink, margin or lip, do not share this
thematic association, undermining the apparent meaningfulness of the clue.

border
verge

Eastern
0.88
0.12

Muslim
0.43
0.10

ruler
0.39
0.15

brink

0.13

0.32

0.06

margin

0.63

0.01

0.36

lip

0.02

0.07

0.01

Table 14.

Thematic Association scores from the Russian Doll Algorithm, presented

below, for the association between Eastern, Muslim or ruler with each of five synonyms
for rim.

The data in Table 14 shows the association score returned for each of these five
alternative definitions for rim with the words Eastern, Muslim and ruler taken from
the clue. The threshold for the system is 0.40, and the word border is clearly the one
with the strongest thematic association with the other words used. Note also that
margin-ruler is close to the threshold, this highlights the impact of polysemy in the
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algorithms presented in here, something that I discuss in more detail at the end of this
chapter.
The alternative metrics that I present in this chapter derive a thematic association
score from cooccurrence data from the BNC (the British National Corpus) 48. I explore
a number of different metrics, some of which are based on statistical measures for
extracting collocations from corpora. Because the cooccurrence data is extracted
using very wide windows, a feature which seemed to enable the metrics to assess
word pairs that are very loosely connected, the data is noisy and it is not possible to
assert with any reasonable level of confidence that the collocation did not simply arise
by chance. The metrics also aim to address the shortcomings of the statistical
measures on which they are based. Some of the words may have low frequencies in
the corpus, others may be very common, but this alone should not determine the
score. The system should favour significant n-grams, but it should not just promote
pairs which happen to co-occur at word boundary level and ignore pairs with a looser
lexical connection, otherwise pairs for which some bigram exists in the BNC will
always outscore all other options. Of course some word boundary collocations are of
interest as they might be phrasal verbs or noun phrases, but this chapter deals
specifically with thematic context and I found evidence that it is marked by
collocational data from wide window contexts.
Finally, the scoring system must have a clear decision threshold below which
candidate pairs will be rejected, and above which they will be accepted for onward
processing. Some of the focus of my research in this area was therefore on the
mechanics of extracting and processing the data from the BNC within a reasonable
time and with reasonable resources, some was on the design and implementation of
the algorithm and some on determining a robust and reasonable methodology for
determining which algorithm to use and how to set the weights and the thresholds
meaningfully for my application. In this chapter I present the results of these three
endeavours, but first I briefly discuss the theoretical context to this chapter.

48

http://natcorp.ox.ac.uk
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3.2

Measuring Word Association

3.2.1 Distributional Approaches
There are many word association measures that analyse collocation data derived from
corpora to explore various angles on meaning. The advent of large corpora (see
Sinclair, 1991) brought with it a wealth of empirical research into Firth’s insight that
the meaning of a word can be found in its context (Firth, 1957; Harris, 1968: 12).
Linguists and lexicographers use a variety of concordancing tools, principally KWIC
(see, e.g., Parnas, 1972), to examine the company kept by words of interest to them in
corpora. There are also a variety of statistical methods that extract n-grams or other
significant groupings of words from corpora, such as part-of-speech filtered frequency
lists (Justeson and Katz, 1995b), the use of the t-score to find word boundary
collocations (Manning & Schutze, 2002: 163ff), of MI-score for finding “associated
pairings” (Church and Hanks, 1990), or of log-likelihood and other statistical
measures to locate keywords in text (Dunning, 1993). Looked at the other way,
statistical corpus analysis can also be used for a variety of purposes, including: to
analyse the context itself, for example in the use of Pearson’s chi-square test to
identify translation pairs (Church and Gale, 1993); to measure corpus similarity
(Kilgarriff and Rose, 1998); to build a distributional thesaurus (Lin, 1998a; Curran
and Moens, 2002); in statistical approaches to context-sensitive spelling correction as
discussed in Golding and Roth (1999); in text classification (Yang and Pedersen,
1997), and in lexicography and language teaching (see for example: McEnery and
Wilson, 1996; McEnery et al, 2006).
3.2.2 Statistical Correctness
These distributional approaches are based on an underlying assumption of
independence which does not strictly hold (see, Dunning, 1993; Church and Mercer,
1993: 20), since syntax and semantics dictates the order in which the words appear.
This is a particular problem for statistical measures such as the t-score used to detect
word boundary collocations, since many word boundary cooccurrences are not just
unlikely but forbidden by the rules of syntax or nonsensical given the domains of
modifiers or transitive verbs (see: Burrows, 1992; Stubbs, 1995). However, it should
also be noted that the distributional hypothesis underpins many successful task-
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oriented NLP systems, such as those described above, and is demonstrated to be a
plausible indicator of semantic context in McDonald and Ramscar (2001).
Dagan et al (1999) examine alternatives to methods based on an assumption of
independence, such as class-based or similarity-based models, but I decided that a
distributional approach does make sense when we are searching for shared thematic
context, since I am not looking for n-grams or other phrase-level collocations but for
evidence of cooccurrence over much larger sections of the text, as set out below.
For most of the metrics presented below, these criticisms do not apply since the
metric is not thresholded by a measure of confidence in the significance of the number
of cooccurrences observed. Instead, I present an application-oriented approach to
thresholding the measures that form the basis of my experiments, and some criteria
with which to compare them (see also Hardcastle, 2005).
3.2.3 Other Approaches
In addition to the distributional and more complex statistical corpus-based methods
for determining word association there are also some other approaches that I have
considered. One such approach is semantic distance, which is usually computed
through a variety of algorithms based on the connectedness of nodes in a structured
terminology such as WordNet (Budanistky and Hirst, 2001) or a thesaurus (Jarmasz
and Spackowicz, 2003). I discuss some similarities and differences between semantic
distance and shared thematic context below.
The Sketch Engine (Kilgarriff et al, 2004) departs from the notion of context windows
used by distributional algorithms and provides lists of collocates based on the
grammatical relationships that a given word participates in. This addresses some of
the arbitrariness of the construction of word association measures, and also
differentiates between different types of association between words. In the next
chapter I focus in on mining syntactic collocates from the corpus, but for a measure of
broad thematic context sharing I believe that this is too tight – in other words that
theme can extend well beyond the reaches of colligations in the text.
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3.2.4 My Approach
I explored a number of different mechanisms for comparing the distributional data
extracted from the BNC using a variety of window sizes that approximate to the
average size of structural units within the corpus. I used a testing and tuning
methodology to structure the process of choosing an algorithm and determining a
decision threshold specific to the needs of the application, rather than making an
arbitrary choice about which scores are interesting or testing the null hypothesis that
the cooccurrences arose by chance.
ENIGMA needs to make a lot of checks on thematic context, sometimes many
thousands in the process of constructing a single clue. To address this problem I
extracted occurrence information about all of the nouns, verbs and adjectives in the
BNC into indices keyed by lemma and used these ‘grid references’ about the location
of words in the corpus to drive the analysis. Using this index a thematic context score
for a word pair can be returned in under 100ms for most pairs when reading from
disk, although at runtime most of the data is returned from an in-memory cache and
the metric evaluates each pair in around 1ms, on average.

3.3

Five Approaches to the Problem

I investigated a number of different ways of comparing two sets of distributional data
extracted over wide windows from the BNC:
•

Average association ratio

•

t-score (over wide windows)

•

Inverse Distance Measure

•

Dice Coefficient (by paragraph and sentence)

•

Russian Doll Algorithm (weighted MI-score over multiple windows)

As the following sections demonstrate, I found the Russian Doll algorithm, an
algorithm of my own design that uses multiple, concentric window sizes, to be the
most effective means of identifying shared context when tested against the needs of
my application.
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I was able to use the same indexing system for all of the measures except for the Dice
Coefficient, since they measure word distances. As Dice is based on feature vectors
the ‘grid reference’ information was not useful and I had to re-index the corpus using
structural mark-up to denote feature boundaries.
3.3.1 Lemmatisation
I operated at a lemma level to reduce data loss, although this opens the door to false
friend word boundary collocations where the actual figure of speech is only valid for a
given inflection. For example, a device that makes tea or coffee when an alarm goes
off can be called a teasmade, a teas maid or a teas made. In the latter case we don’t
want to infer a phrase tea make. It is important to note that this raw collocational
information is only used to identify thematic context; I present a method for
extracting syntactically-based collocational information from the corpus in the next
chapter.
3.3.2 Window Sizes
Most measures based on distributional measures find n-grams within given (usually
small) window sizes (see Sinclair, 1991). However, Church and Hanks (1990: 4)
suggest that “it might be interesting to consider alternatives … that would weight
words less and less as they are separated by more and more words” although they
choose a window of only ±5 words for the basis of their paper. Gale, Church and
Yarowsky (1993), use window sizes of ±50 words to extract contextual clues from
corpora to assist in the disambiguation of polysemous nouns while Budantisky and
Hirst (2001) find that a scope (window size) of between ±1 and ±2 paragraphs gives
optimal performance in an application that detects malapropisms using various
network-based measures of semantic distance. These paragraph-level window sizes
would equate to approximately ±65 or ±130 words in the BNC.
This suggests that different types of relationship between words operate at different
window sizes, so a system that will uncover these different types of relationship must
operate within multiple window sizes. For this reason I chose to use wide and/or
multiple window sizes for all of the measures that I used to search for indications of
shared thematic context, effectively following the advice in Church and Hanks’ paper.
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3.3.3 Significance and Meaning
For most of the measures, the wide window sizes make it impossible to use statistical
significance as the threshold, but this is not a problem. Instead I set up a series of tests
to discriminate between the effectiveness of these different measures for my
application and determine a threshold that is appropriate for the needs of my
application. The basis of this methodology is a pragmatic rather than theoretic
approach. This approach allows me to integrate the results of this algorithm usefully
into my application but I can make no absolute claims about the results; the fact that a
particular pair has a particular score has no intrinsic meaning nor any significance
statistical or otherwise outside the confines of its application in locating shared
thematic context as understood in the application scope of ENIGMA.

3.4

Algorithmic Details

This section sets out the details of how each measure is computed. Some of the
experiments involved seeing what happens when a well-known measure is reused
with wide windows, other experiments related to algorithms of my own design using
standard techniques for feature comparison.
3.4.1

Average Association Ratio

I refer here to the “association ratio” (MI-score) proposed by Church and Hanks
(1990: p2) to examine word pairings over a window size of ±5 words and defined as:
AR(x, y) = log2

P (x, y)
P (x)P (y)

where P(x,y), the probability of a cooccurrence, is given by the observed matches
within the window divided by the number of possible collocations, and P(x) and P(y)
are given by the frequencies of the two words, x and y divided by the same number.
For Church and Hanks the ordering of the match is important, so AR(x,y) is not equal
to AR(y,x). In my experiment I chose to calculate the average association ratio over
multiple windows of increasing size, and so I calculated the association ratio based on
all matches in the window rather than ordered matches, since word ordering is
unlikely to impact shared thematic context over wide windows.
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Since there are 100M words in the BNC 49, the window size is not a significant factor
in the number of possible collocation events, and so I use the corpus size, N, to
estimate the probability. If f(x,y) is the number of cooccurrences within a window,
then P(x,y) is f(x,y)/N. Similarly P(x) and P(y) are calculated as f(x)/N and f(y)/N,
these being the normalized frequencies of x and y in the corpus. Multiplying out by N2
gives us the following formula, in terms of f(x,y), f(x), f(y) and N, which can all be
measured directly from the corpus:
AR(x, y) = log2

f (x, y)N
f (x)f (y)

This formulation matches the one given in (Matsumoto, 2003) which is arrived at by
the same means.
I refer to this measure as the association ratio and not MI-score here since the process
of averaging out over large window sizes undermines the measure as proposed by
Church and Hanks. It should be noted that Church and Hanks are able to point to
many persuasive results in their paper, perhaps because the measure as they describe
it is limited to window sizes of ±5, a constant implicit in the algorithm but not present
as a parameter.
3.4.2

T-score (over wide windows)

In this experiment I explored what happens to the t-score if it is used to analyse
collocational data retrieved from wide window sizes. I made some changes to the
formulation of the probability so that the window size is included in the calculation, to
see if that would prevent noise from the wide context affecting the data.
The t-score is a statistical measure designed to test the assertion that an event should
be thought significant against the null hypothesis that it arose by chance. Church et al
(1991) consider the use of the t-score to assess collocational data from corpora, and
characterise it as a measure of difference, rather than association, since it can be used
to reject a hypothesis. It is commonly used to show that a collocation has been
observed to occur too frequently for the cooccurrences to be attributed to chance (see,
for example, Church and Mercer, 1993: 19), although Church et al. (1991) also use it
49

I use the full World Edition of the BNC including the spoken part for all of the measures discussed in
this chapter.

100

to compare connected collocations, for example to show that powerful support is
significantly more likely to occur than strong support.
While the MI-score is very sensitive to collocations involving words with low
frequencies because the denominator (the expected value) is so much smaller than the
numerator (at least one if any observations were made), the t-score rewards
collocations that are well evidenced in the corpus and depart significantly from the
null assumption of a normal distribution (see Section 3.5.4).
The t-score for a bigram is calculated as follows:
x−μ
t=  2
σ
N

P(x) = f(x)/N and under H0 (where the occurrences of x and y are independent) P(x,y)
= P(x)P(y) = f(x)f(y)/N2, with N being the number of words in the corpus, and f(x) the
raw frequency of x in the corpus. There are therefore N-1 bigrams in the corpus, and
since it is so large we approximate this to N. These N bigrams are considered as a
Bernoulli trial in which we assign 1 to the bigram x,y and 0 to all others, with p=
P(x,y) as above. The mean μ is equal to p and σ2 is equal to p(1-p) which is taken to
equate to p for most bigrams since p is so small that 1-p approximates to 1.
Since I am using multiple window sizes I need to calculate the probability of finding
at least one x and at least one y in a window of size w, where x and y need not be
contiguous. Since w is so much smaller than N I then assumed that once again we
have a Bernoulli trial across N windows (although in practice there are only N-w such
windows).
To calculate the probability of finding at least one x and at least one y in a window of
w words P(x,y,w) I first considered rolling a biased die of unknown side w times,
since it is an easier problem. The odds of rolling an x, P(x), and of rolling a y, P(y),
are known, the odds of all other faces are unknown, but the probability of rolling
something other than an x or y, is known and is 1-P(x)-P(y), which I shall call P(r)
(the probability of rolling one of the remaining faces).
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If w is less than 2 then P(x,y,w) is clearly zero.
If w = 2 then P(x,y,w) is the chance of rolling x,y or y,x so:
P (x, y, 2) = 2P (x)P (y)

The probability of rolling at least one x, or at least one y, with 2 rolls, which I shall
term G2(x) and G2(y), is:
G2 (x) = P (x)2 + 2P (x)P (y) + 2P (x)P (r)

On the third roll if the result is something other than an x or a y (the probability of this
is P(r)) then there will only be at least one x and one y overall only if one x and one y
were rolled already for w = 2, and the chance of this is P(x,y,2). Alternatively this
could be achieved by rolling an x, P(x), having rolled at least one y already, G2(y), or
by rolling a y, P(y), having rolled at least one x already, G2(x).
So for w = 3 then P(x,y,w) can be defined as follows:
P (x, y, 3) = P (r)P (x, y, 2) + P (x)G2 (y) + P (y)G2 (x)

And we can define a formula for the generic case w as follows:
P (x, y, w) = P (r)P (x, y, w − 1) + P (x)Gw−1 (y) + P (y)Gw−1 (x)

Using this formula for P(x,y,w) I was able to calculate t-scores over wide windows
taking the changing window size into account. Unlike the other metrics considered
here I used statistical significance as the threshold for t-score, setting the confidence
level to 0.005. This supports the claim (Section 3.3.3) that data from wide windows is
not amenable to tests for statistical analysis, since the t-score was very accurate for
word boundary collocations but too sharply discriminatory to offer many positive
results for loosely associated pairings.
3.4.3

Inverse Distances Measure

This measure 50 is a function of the inverse of the distance separating all
cooccurrences within any document, summing this for the pair and then using the
frequency to normalise the result. The attraction of this method is that it is not
restricted to any particular window size or combination of sizes. However to
determine the function to use one has to decide how the distances should be ranked
50

Suggested by Trevor Fenner, personal communication.
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and weighted. This would require answers to questions such as “should two
cooccurrences 10 words apart rank higher than one of 9 and one of 12?” or “how
many cooccurrences 100 words apart are equivalent to a single cooccurrence with a
distance of 10 words?”
I do not believe that cooccurrence measures (even over very large data sets) are
sufficiently fine-grained to answer such questions adequately. I therefore used trial
and error and settled on a particular implementation that gave some useful results that
could be used as the basis of an experiment to see how such a measure might fare. I
chose the sum of the inverse squares of all of the distances normalised by the sum of
the frequencies as follows:
D(x, y) = log10

1000



1
( d(x,y)
)2

f (x) + f (y)

This formula lends weight to the number of cooccurrences and more weight to the
closer cooccurrences. Since the x,y matches number the same as the y,x matches I
normalise by the sum of the frequencies, although this penalises pairs with very
imbalanced frequencies. Lastly I multiply the result by 1,000 and take the log to
convert the measure to a readable scale.
Although I could not answer the questions posed above, and chose the formula
through a highly arbitrary process, the scores assigned to a list of hand-picked pairs
appear interesting, and there are plenty of good examples that I could provide as
evidence of the success of this formula. This underlines the need for an evaluation
process to evaluate and compare scoring systems, as some nice-looking hand-picked
results will not guarantee that this measure will serve as a useful determiner of
thematic context for ENIGMA.
3.4.4 Dice Coefficient
An alternative approach to counting matches in windows is to compare the
distributions of x and y using some measure of properties. I considered the list of all
paragraphs in which the word x occurs in the BNC as a feature vector describing the
distribution of x across the BNC. The similarity of the distributions of x and y over the
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paragraphs of the BNC can then be determined using a measure such as Jaccard or
Dice.
The Dice coefficient returns the similarity of two feature vectors. For the feature
vectors X and Y the Dice coefficient is twice the ratio of the intersection over the
union, or in vector terms, twice the inner product over the sum of the Euclidean
norms, as follows:
Dice(x, y) =

2 |X ∩ Y |
|X| + |Y |

The features in the vectors are all of the paragraphs in the BNC, with the feature
vector X recording a 1 for each of the paragraphs with one or more occurrences of x in
it and a zero for the remainder. See also Dagan, Lee and Pereira (1999) for a
discussion of feature-based similarity measures and Smadja, McKeown and
Hatzivassiloglou (1996) on the use of the Dice coefficient to measure cooccurrences
in parallel corpora.
Using feature vectors instead of word distance proved to be a very effective way of
searching for shared thematic context.
3.4.5

Russian Doll Algorithm

This system scores cooccurrences over multiple windows using weighting to take
account of window size. In a previous paper (Hardcastle, 2001) I took a similar
approach but used the orthographic structure of the BNC to delimit the windows. In
the current version I use multiple word-distances within a document. This approach
requires less data to be held, while using more window sizes. In an attempt to take
some of the benefits of both systems I chose (where possible) window sizes that
approximated to structural divisions within the BNC:
•

±1 (word boundary)

•

±5 (phrase)

•

±10 (the average sentence length in the BNC is 16 words)

•

±20

•

±50 (the average paragraph in the BNC is 65 words long)

•

±100 (the average <div4> is 296 words long)

•

±250 (the average <div3> is 467 words long)
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•

±500 (the average <div2> is 876 words and the average <div1> 1,151 words long)

•

±1000

To avoid double-counting matches the windows are not considered to overlap, so a
cooccurrence at a distance of 14 words will count towards the ±20 category and no
other. I decided to score each window by taking some function of the observed
matches, f(x,y) over the expected yield. The expected number of matches in a window
of size w is calculated as the number of matches that would be expected by chance
within the window assuming that occurrences of the two words (x and y) are
distributed randomly across the corpus, as follows:
E(x, y, w) =

f (x)f (y)w
N

where N is the number of words in the corpus, and f(x) and f(y) are the raw
frequencies of x and y.
Taking a ratio of the observed number of matches by the expected yield gives the
following formula for a window size w:
Ratio(x, y, w) =

f (x, y)N
f (x)f (y)w

This formula is very similar to Church and Hanks’ MI-score, except that it includes
the window size as a parameter since I arrived at it by a different route.
The assumption of independent, random distributions for x and y is controversial (see
above), and in my early experiments (Hardcastle, 2001) I proposed using a baseline
set of pairings for the expected yield instead of a formula. The benefit of such an
approach is that the expected value now has an empirical basis evidenced from the
corpus, and does not rest on a slightly shaky assumption of independence. However,
the baseline was derived from averaging the observed matches for 20,000 random
pairings and therefore provided a good baseline for pairs of words with average raw
frequencies in the corpus, but an inappropriate baseline for unusually rare or common
words, or pairings with very imbalanced frequencies.
The raw score for the pair is the sum of these ratio scores across the different window
sizes used, and results in scores in a range from 0 to many thousands. It appears from
inspection that scores of 65 and over are reasonable and that scores of 500 and over
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are reliably positive, so I converted the scores to a 0.0-1.0 range using log2 with a
ceiling of 512 (this brings the scores into a range 0-9), I then squared this and divided
by 81 so that the difference between acceptability and excellence is not compressed
into a small segment of the scale. Note that this transformation makes the scores more
readable, but does not change the rankings of any pairs under the system. The result is
as follows 51:



RD(x, y) = log2 · argmax





Ratio(x, y, w), 512

w∈W

Note that the ratio of observations to expected observations includes the window size
as a parameter - the formula (described above) is as follows:
Ratio(x, y, w) =

f (x, y)N
f (x)f (y)w

This measure performed the most effectively in the evaluation exercise that I used to
compare these experimental measures described in the next section.

3.5

Evaluating and Tuning the Algorithms

All of the measures described above return scores in some range for word pairs, and
for many word pairs the systems appeared to give quite useful results. In other words
apparently connected pairs such as doctor-hospital or horse-farmer received higher
results than apparently unrelated pairs such as tree-slate or music-scalpel. However,
none of the measures return a score that has any statistical meaning, they are just
numbers. For example, in the case of the Dice similarity measure there are very many
paragraphs in the BNC, so it would be simply extraordinary if a given pair had
distributions that were not just similar but similar on a statistically significant basis.
To incorporate the results of these measures into my application I needed to find a
way of identifying a decision threshold for the numbers returned from each measure
and then a means of evaluating the systems using this decision threshold to decide
which one to use in ENIGMA. Note that this is a purely pragmatic methodology; I am
not using the measures to back up any claims about language, I am looking for a
metric that is competent within the scope of ENIGMA at locating shared thematic
context.

51

the set W defines the widths of the concentric windows
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In addition to the problem that statistical significance tests are ruled out, there is also
the problem that there is no gold-standard set of test data against which to test the
performance of the algorithm. Budanitsky and Hirst (2001) examine a number of
semantic distance measures based on WordNet connections using a ranked list of
noun-noun pairs 52 and a dummy application. Jarmasz and Spackowicz (2003) use the
same datasets to examine the use of Roget’s 1987 Thesaurus to determine semantic
distance.
In both of these papers there are two tests for each system: first a rank correlation
against some expert-ranked data that is taken to be a gold standard, and second a taskbased evaluation in which success or failure can be objectively measured (to some
degree) 53. The difficulty of organising either gold-standard or task-based evaluations
for my systems became something of a recurring theme in the thesis, largely because
the connections that I am exploring to find meaning are loosely defined and, in many
instances, a matter for subjective judgement.
I considered using the Miller and Charles set as a gold standard ranked set to test my
association scoring system, but this seemed to be the wrong data set to use. Shared
thematic content is about contextual overlap between words that encourages the
reader of the clue to build some narrative behind it based on some shared semantic
context or word association, but this does not equate to proximity of definition. For
example, the pair coast-forest has a low rank in the Miller Charles list, but should
receive a high score for ENIGMA - used together they perhaps suggest a thematic
context relating to some geographical narrative. Conversely the pair crane-implement
is close in semantic distance but diverse in terms of word association. Although some
of the relationships which imply short semantic distance could also imply close
association (for example meronymy) others do not (most notably hyponymy). In
WordNet a crane is a close hyponym (arc distance 2) of device, but it does not share
thematic content with other close hyponyms of device, such as baby’s dummy,
52

The list of pairs used is a subset of Rubenstein and Goodenough’s set of 65 expert-chosen pairs
(Rubenstein and Goodenough, 1965) selected by Miller and Charles (1991).
53
Budanitsky and Hirst use an application that detects real-word spelling errors running against a
sample for which the correct spellings are known to provide precision and recall data for the different
semantic distance measures.
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keyboard or stylus. This is not an error in WordNet, but it shows that WordNet is the
wrong place to look for this sort of information. To determine what gets talked about
in the same context we need to look at what words co-occur in text, and the best way
to do that is through corpus analysis. Unfortunately, and unsurprisingly, there is no
gold-standard for such a fluid concept as ‘things that get talked about in the same
context’ 54.
I also thought long and hard about what sort of application would use this word
association data in a way that could be objectively measured to succeed or fail. Of
course ENIGMA would ultimately use the data, but not in a pivotal, measurable way.
Ultimately it seemed that the notion of thematic association between two words was
simply too soft a notion for a measurable application to use the data directly. This left
me with a challenge: how to compare and threshold the thematic content measures
with neither a set of right and wrong answers, nor a succeed-or-fail application against
which to measure them.
3.5.1 Constructing Test Data Sets
When reading papers about collocations and association measures there are usually
some hand-picked examples in the paper that demonstrate how the system performs,
and which in some instances form the basis of an educated guess as to how to
threshold the system. This seems rather unsatisfactory. Ideally I would tune the
threshold of each measure to achieve a desired precision and recall on some large lists
of pairs that matched or did not match in terms of word association. Unfortunately I
was unable to locate any such lists, so I would have to create my own.
I decided that lists of around 1,000 pairs would provide a reasonable sample size,
while still being small enough to create manually. In the absence of a gold standard
list I would simply curate the lists myself. Thinking of match pairs (pairs that have
some sense association) turned out to be pretty easy, but thinking up mismatch pairs
was surprisingly hard work (perhaps the brain just doesn’t work that way). Moreover,

54

It is possible that the results of a lot of people playing the word association game in which each
person says the first thing to pop into their head prompted by the previous utterance could be a useful
test set, but I don’t think it could be a gold-standard. I was, in any case, unable to find such data
available, and I don’t have the resources to run a data collection exercise of this scale.
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unless I wrote some notes about each of the 2,000 pairs that I was going to think of I
couldn’t see how I would be able to justify their membership of the lists.
To address these problems I decided to use aligned and misaligned cross-products of
related sets of words to generate a large number of match and mismatch pairings. The
idea in each case was to think of a set of types of things and then a set of things that
(by introspection) I felt had some association with the root concept of the types list.
This had two benefits. First I was liberated from the rather taxing task of thinking of a
lot of mismatch pairs. Second, I wasn’t actually constructing any of the pairs myself.
Rather than arbitrarily coming up with lists of pairs, I first thought of a lot of subtypes for a concept such as clothes or weather, and then quite separately thought of a
list of things that related to the concept by imagining contexts in which the concept
was important (such as a shopping trip or a catwalk show for the concept of clothes).
Even though I still, ultimately, had to sit down and just rely on introspection to come
up with the vocabulary, because I was not constructing pairs I felt that this process
enabled me to remove myself a little further from the centre of the process and
(arguably) generate better test data.
I came up with four sets of types and four lists of things relating to each concept,
illustrated in Table 15 below.
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Concept
Clothes

Types
A
jacket trouser jeans tie suit
shirt dress sock hat shoe
pants jumper blouse bra boot
skirt

Weather

C
sun rain snow spell shower
cloud sky sleet hail mist fog
weather ice

Maths

E
mathematics maths
mathematician

Consulting

G
consultant consultancy

Table 15.

Context
B
catwalk discount drier
fashion foot iron launderette
laundry leg magazine model
office outdoor photo
photograph rain sale school
season shop shopping size
store summer sun uniform
waist winter writer
D
north east south west england
scotland wales hill mountain
valley lake sea coast shore
headland promontory
motorway road traffic tv
presenter chart map warning
report alert news
F
statistics equation formula
calculator algebra domain
quadrilateral teacher
differentiation gcse a-level
integration class pupil pencil
ruler protractor graph
solution curve infinity
exponential hypothesis
H
solution business internet
computer computing
government sector public
finance mission target
redundancy executive
package strategy
management tool employee
leverage money wage fee

Concept type and context lists. Each set is labelled from A-H and these labels

are used to refer to the sets in the surrounding text.

I generated a match list from the union of the following cross-products:
•

AXB

•

CXD

•

EXF

•

GXH
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and a mismatch list from the union of these misaligned cross-products:
•

AXH

•

GXB

•

CXF

•

EXD

Once the threshold had been determined I would need a test to decide which
algorithm to use in my application. I couldn’t use ENIGMA for this, since shared
thematic context is not a pivotal feature, so I decided to devise a specific test to check
two features of the algorithm that I felt to be important to its use within my
application. First, while small word distances for the collocations are clearly
preferable there should not be a huge fall-off between word-boundary pairs (such as
noun phrase pairs) and words that share some broad contextual association. Second,
there should be a clear gap between hand-picked match and mismatch pairs and the
threshold should be in the gap. This second point is particularly important because
real world data will be very noisy and so the measure needs to be clearly
discriminatory.
For these comparative tests I hand-picked a set of 80 noun-noun pairs with the help of
my partner by brainstorming in a local café. Rather than trying to think of ‘random’
test data we specifically set out to consider word distance, dividing the list into four
categories of 20 pairs each as follows: word boundary pairs (e.g. wine-bottle), pairs
from short phrases (e.g. cat-dog), associated pairs (e.g. pizza-salami) and nonsense
pairs (e.g. apron-lion). Of course if a committee of expert linguists had been on hand
this would have been preferable, but in the absence of such resources I decided that
our combined knowledge of the language would have to suffice.
This second data set would then form the basis of a second test that would check the
following two conditions:
•

that the average score for the three positive sets are not differentiated just because
of the word distance underlying the association

•

that a clear gap emerges between the lowest positive pair and the highest negative
pair signalling a discriminatory system
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The data sets that we came up with are shown in Table 16.

Test Set
Word Boundary

Pairs
tea-cup tea-bag coffee-cup wine-bottle bread-bin traffic-jam chocolate-bar
dessert-spoon plant-pot bus-lane diamond-necklace engagement-ring
cowboy-hat exercise-book shoulder-blade apron-string bath-mat mousetrap mouse-mat hub-cap

Short Phrase

coffee-tea knife-fork knife-spoon doctor-patient table-chair wine-beer catdog mouse-cat mouse-keyboard mouse-hamster hammer-nail sugar-spice
pencil-paper cradle-grave penguin-keeper pen-ink doctor-nurse lion-tiger
horse-saddle horse-cow

Association

doctor-hospital chef-restaurant cook-kitchen cook-restaurant farmertractor waiter-tray dentist-tooth surgeon-operation cow-milk horse-rein
dog-hamster dog-rabbit pizza-salad pizza-mushroom pizza-olive hatwedding pen-sheep pen-writer cage-monkey penguin-zoo

Nonsense

bus-bottle tea-exercise shoulder-coffee horse-wine bath-sky sugar-lane
cook-pencil bath-race tooth-keeper blade-coffee pencil-cow mushroom-tie
cat-keyboard hammer-cradle dessert-iron apron-lion chocolate-surgeon
cap-salami doctor-anchovy tiger-pizza

Table 16.

Four sets of twenty noun-noun pairs organised into categories by expected

word distance of association

3.5.2 Identifying the decision threshold
Using the aligned and misaligned lists generated by the cross products of type and
context sets described above I was able to calculate precision (percentage of pairs
from the misaligned list that were rejected) and recall (percentage of pairs from the
aligned list that were accepted). Of course some entries in the misaligned list are
plausible match pairs (for example sky-infinity from types of weather crossed with the
context of mathematics), and some supposed match pairs are not (for example sunalert from types of weather crossed with the context of weather). It was tempting to
remove the entries as they interfered with the precision and recall scores, but having
made the effort to distance myself from the process of generating the test data it
seemed rather pointless to step in and start removing entries that did not appear to be
satisfactory. I would have been happier if I had been able to devise a method that
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involved me even less and supplied cleaner data, but nonetheless the data sufficed to
threshold the measures sensibly and make meaningful comparisons between them.
Because the target application is generative precision is much more important than
recall, so I decided to tune the thresholds to maximise precision at the expense of
recall. The table below shows precision against recall for the five measures under
consideration.

Recall
Average
Association
Precision Ratio
92%
50.0%
86%
75.0%
70%
90.0%
55%
95.0%
38%
97.5%
21%
99.0%
16%
99.5%
Table 17.

t-score
100%
100%
100%
100%
18%
13%
9%

Inverse
Distance
100%
65%
43%
32%
21%
12%
10%

Dice
Paragraph
85%
70%
52%
46%
42%
30%
23%

Russian
Doll
92%
85%
69%
58%
43%
26%
22%

Precision vs. Recall for the five measures using the match and mismatch sets.

Since recall as low as 10% is still sufficient for the requirements of my application I
chose a decision threshold for each measure that approximated a precision of 99.5% 55,
giving decision thresholds for each measure as follows:

Average
Association
Ratio
9.00 56
Table 18.

t-score
2.58

Inverse Dice
Dice
Russian
Distance Paragraph Sentence Doll
2.45
0.013
0.003
0.40

Thresholds identified by match and mismatch sets.

3.5.3 Measuring Consistency and Decisiveness
Although a low recall is acceptable for ENIGMA, I don’t want to miss out on loose
associations and only retain pairings where there is a possible n-gram or some other
55

With the exception of t-score for which I used a threshold that corresponds to a confidence level of
0.005 (2.576) rather than my approximated threshold of 2.5 based on 99.5% precision.
56
Note that this differs from Church and Hanks’ threshold of 3.0 for the MI-score association ratio, this
is because I have averaged the ratio over multiple windows changing the measure. Interestingly, using
a single window size of +-5 (as in Church and Hanks original paper) against my match/mismatch test
data with a threshold of 3.0 corresponds to an approximate precision of 98%.
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sentence level association (this would make the associations in the clues too black and
white). I also require the measure to be decisive as the real environment will be very
noisy. Ideally there should be ‘clear water’ between the positive and negative data in
the artificial environment of this hand-picked test data set.
To test these features of each measure, I used the four groups of twenty noun-noun
pairs described above. All of the measures achieved a precision of 100% on this handpicked data, that is to say none of the hand-picked non-associated pairs scored more
than the threshold for any measure. The results for recall (the percentage of pairs in
each positive category outscoring the threshold) were more interesting, partly because
some of the algorithms performed much better than others, but also because most of
the algorithms exhibited substantial drop-off in the recall as the scope of association
increased. The exact scores given for each of the eighty pairs under each of the five
scoring measures are presented in Appendix B.

Precision
Recall 1
(word
boundary)
Recall 2
(phrase
level)
Recall 3
(loose
association)
Table 19.

Average
Association
Ratio

t-score

100%

100%

100%

100%

100%

35%

100%

100%

50%

95%

25%

100%

95%

80%

100%

5%

60%

40%

40%

100%

Inverse Dice
Russian
Distance Paragraph Doll

Precision and Recall over the 4 hand-picked sets of 20 pairings using the

threshold identified in the first test.

In addition to measuring the precision and recall I also measured how decisive each
system was, that is the overlap between range of scores for positive pairs and the
range of scores for negative pairs. An overlap of 0% indicates clear water between the
two ranges of scores.
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Average
Association
Ratio
Overlap 14%
Table 20.

t-score
29%

Inverse Dice
Russian
Distance Paragraph Doll
29%
4%
0%

Overlap: the number of negatives scoring more than the minimum positive

pairing plus the number of positives scoring less than the maximum negative as a
percentage of the total pairs.

3.5.4 Analysis
In the first test I adjusted the threshold for each scoring measure so that I could plot
recall against precision. Since precision is of key importance to ENIGMA I chose the
maximum precision for all of the measures and set the thresholds accordingly. This
maximum is set within the limits of the granularity afforded by the sample size; since
there are only 759 misaligned pairs it is not possible to estimate the threshold
accurately for precision over 99.5%.
It is interesting to note that all of the measures displayed a fall in recall as precision
increased as one would expect, see Figure 23, but that some of the rates at which the
recall falls are steeper than others, and this suggests an interesting possible metric.

120%
100%

Recall

80%

AR
T
ID
D
RD

60%
40%
20%
0%
50.0% 75.0% 90.0% 95.0% 97.5% 99.0% 99.5%
Precision

Figure 23. Recall vs. Precision for the various measures.
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Perhaps those measures whose recall is the most unstable are frailer algorithms, as
small changes in precision can have drastic consequences for recall. As a matter of
interest it might be possible to develop a metric based on this rate of change to
identify a frail system. As an illustration the following table shows some of the data
that might form the basis of such a metric. Measuring the slope of recall plotted
against precision appears to give an indication of how sharply recall falls off, while
measuring the maximum slope (plotted against precision ranges rather than actual
percentages) appears to give an indication of how unstable the drop off is.

Slope of recall against
precision
Maximum slope of
recall against precision
range
Table 21.

Average
Association
Ratio

t-score

Inverse
Distance

Dice

Russian
Doll

-139

-158

-175

-111

-128

-29.9

-82.0

-24.2

-32.9

-34.6

Gradient of fall-off in recall due to changes in precision; a possible starting

point for a frailty metric.

In the second test I used the threshold to confirm a very high precision against some
hand-picked nonsense pairs (all of the measures had a precision of 100%), and then to
examine the recall against three lists of hand-picked pairs with looser and looser
associations. Most of the measures, with the exception of the Russian Doll algorithm,
experienced a loss of recall for the pairs with looser associations (see Figure 24),
showing that they had retained their bias toward n-grams despite my attempts to
introduce information from further distances and wider windows. Complete listings of
all of the scores for each measure across all eighty pairs are given in the Appendices.
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100%

80%

60%

Word Boundary
Phrase
Association

40%

20%

0%
Avg. Ass. T-Score Inv. Dist.

Dice

Russ.
Doll

Figure 24. The recall for each measure against pairs based on increasingly loose
associations.

I then measured the overlap between scores for the positive pairs and for the nonsense
pairs – ideally the system should be decisive and there should be no overlap between
the scores for hand-picked pairs that associate and scores for hand-picked nonsense
pairs. Only the Russian Doll measure had no overlap at all, meaning that only the
Russian Doll scores could be divided into two discrete sets, as shown in Figure 25 and
Figure 26.
The application data will be much noisier than this hand-picked test data, so a
measure that exhibits overlap with the clean test data is unlikely to be discriminatory
with noisier application data.
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1.20

1.00

0.80
Word Boundary
Phrase Level
Association
Nonsense

0.60

0.40

0.20

0.00

Figure 25. Scores for positive pairings under the Russian Doll measure: the nonsense
pairs are in a discrete grouping.

16.00
14.00
12.00
10.00

Word Boundary
Phrase Level
Association
Nonsense

8.00
6.00
4.00
2.00
0.00

Figure 26. Scores for positive pairings under the Average Association Ratio measure:
there is no clear dividing line between the match pairings and the nonsense pairings.
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In the following sections I present some more detailed analysis about each
experimental measure, and explain why I decided to use the Russian Doll algorithm
for ENIGMA on the basis of the experiments described above.

Average association ratio
Church and Hanks (1990) present the MI-score association ratio with window sizes of
±5, although they also mention that it would be “interesting to consider alternatives”.
Since the window size seems rather an arbitrary choice (see my discussion above on
window size selection) I decided to experiment with running the MI-score over
multiple window sizes and averaging the resulting scores. As the window size
increases more noise is introduced, and it seems that (especially with more common
words) the noise outweighs the additional information brought into the measure. This
occurs largely because the window size is not a parameter of the formulation and so
the measure gets flooded when wider windows are introduced. The result is a less
discriminating system, as evidenced by Figure 26.

T-score
I was able to incorporate the window size into the algorithm for measuring t-score,
and yet the measure remained too discriminatory to sniff out loose associations. When
I looked through the detail at window level I found that the t-score was negative for
every single pair for all window sizes over ±10, and this means that pairs such as
pizza-olive, dog-rabbit and cook-restaurant receive a t-score of 0.00, despite being
hand-picked as associative matches. This seems to confirm Hunston’s differentiation
between t-score and MI-score: “MI-score is a measure of strength of collocation; tscore is a measure of certainty of collocation” (2002: 73). It seems that t-score is a
decisive measure of n-grams but it doesn’t work over wide windows, even with
changes to the probability function.
This is perhaps explained by the fact that the t-score is the only measure where I am
performing a statistical test and using statistical significance to determine the result.
With the other measures I am using methods that have a background in statistics and
probability, but because the data is so soft I am not applying these methods
rigorously. When it comes to soft and noisy data from wider windows, it is not
possible to assert with confidence that the collocations did not arise by chance, and so
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the measure has no score at all for pairs that intuitively seem to be connected, and that
are picked up by the other algorithms. This suggests that shared thematic context can
be identified in long-range collocations, but not with formal statistical measures. This
lends weight to the idea that there is still a role for purely pragmatic analysis of corpus
data.

Inverse Distance
The inverse distance method is interesting because of the arbitrariness of its design.
Although the other measures do not have a formal model there is at least some
reasoning behind the manner in which the data is processed. With the inverse distance
measure all of the decisions that I took were almost entirely arbitrary, and yet I can
easily present some hand-picked results that at first sight suggest that the measure was
a success, such as the results in Table 22.

Negatives
blade-coffee

0.00

Positives
cup-coffee

4.40

dessert-iron

0.00

pencil-paper

3.39

doctor-anchovy

0.00

doctor-patient

3.65

hammer-cradle

0.00

cow-milk

3.78

chocolate-surgeon

0.00

surgeon-operation

2.59

Table 22.

Hand-picked ‘results’ for the inverse distance measure.

There is something going on with word distance and sense association in a corpus,
and because word distance forms part of this measure it captures that association
some of the time. The two-step process that I designed to tune and test the algorithms
shows, though, that the measure does not have practical value, as there isn’t a
threshold that can discriminate cleanly once we include noisier data.

Dice Coefficient
This measure is rather different from the others in that although it relies on the same
assumptions about words and the company that they keep, it is comparing the
distributions of the words over the corpus as feature vectors rather than measuring
word distance. There are a couple of advantages to this approach. First, there are
statistical measures already available for comparing feature vectors (of which Dice is
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one, but there are also others such as Jaccard), and second, because the measure
counts presence (or absence) in paragraphs as features it makes use of the structure of
the text, whereas the distance measures ignore such structure - although see also
Hardcastle (2001) for a distance measure that uses text structure boundaries as the
edges of the windows.
The measure worked well in the tests that I set; it had a low overlap (indicating a
decisive system), and the recall did not drop off particularly steeply as it dealt with
words with looser associations. This second fact implies that the Russian Doll
algorithm may not require such wide windows, since Dice can nearly match its
performance without looking outside of each enclosing paragraph. I also ran a version
of the measure using sentences instead of paragraphs as the features. Predictably it
fared less well, and I haven’t reported these other results in detail.
As discussed above, it is not possible to show that the cooccurrences are statistically
significant with a high level of confidence, and so the implementation of the Dice
coefficient described here is pragmatic and not statistical, in that it has been
thresholded with reference to its utility in an application context.
From an application programming perspective it was also very successful. The data
that drives the algorithm is easy to extract and organise, and the algorithm ran quickly
and with a small footprint.
In spite of these benefits I chose to use the Russian Doll algorithm (described below)
for my crossword application. There were two reasons for this decision: first the Dice
measure missed a couple of the looser associations (such as farmer-tractor, doghamster and pizza-olive) and I took this to be indicative, and second the Dice measure
is not able to characterize the nature of the association, whereas the Russian Doll
measure can provide extra information about the nature of the association that I
thought could be useful in generation.

Russian Doll Algorithm
The Russian Doll algorithm takes the ratio of observed over expected matches across
a number of window sizes and combines them together. By accounting for the size of
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the window in calculating the expected matches the association ratio is weighted. It is
now clear that this algorithm is very similar to the MI-score that Church and Hanks
(1990) describe with the two additional features described above, namely the
inclusion of multiple windows, and the inclusion of the window size in the probability
calculation so that the ratios are weighted appropriately. Indeed had I followed the
suggestion in their paper (1990: p4) that “it might be interesting to consider
alternatives … that would weight words less and less as they are separated by more
and more words” I could perhaps have arrived at this same algorithm directly.
In its first incarnation (Hardcastle, 2001) this algorithm used matches found in a
sample of 1,000 word pairs as a baseline for the expected values. In some ways this is
a better way to proceed than calculating expected values using probabilities as no
assumptions about the distribution of words in the corpus are made. Unfortunately it
is difficult to determine how closely the baseline data used should match the actual
frequencies of the words in question, since the frequencies will clearly have an impact
on the matches regardless of sense association. So, for example, if the words being
compared have word counts of 50 and 5,000 what baseline data can we use? Ideally
we would take a very large sample of pairs with the same frequencies as the words
being compared, but the lexicon is not large enough to provide us with that. We then
have to range the frequencies, but we need to make some fairly arbitrary and
application-led decisions about how large to make the ranges. Given the additional
code and algorithm complexity and the performance overheads of using a sample
baseline there seems little to gain from such an approach over a probability-led
calculation which we accept is an approximation.
The other element of streamlining from its first incarnation is in the implementation
of the match windows. In the original version of the algorithm I used structural units
within the BNC such as sentences (or utterances), paragraphs and divisions to mark
the edges of the windows within which matches could be counted. This makes sense
as it means that structural information about the text is not discarded. However,
incorporating this structural information into the indexing made the code more
complex and the processing more intensive. Also, there was a very big jump between
the context of a paragraph (the <p> CDIF code) and the next level up, the <div1>
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CDIF code 57. I could manage this by adding arbitrary additional contexts, such as 2-,
3- or 5-paragraph windows, but once I had started defining structures of my own it
seemed to make as much sense just to use word distance. As discussed above I tried to
make the windows correlate to average structure size within the BNC. This of course
does not mean that the actual matches found are guaranteed (or even likely) to fall
within the same structures in the text, but rather I decided that the length of these
structures within the corpus indicate the chunking of sense and context within the text,
and that the size of these chunks should therefore be a sensible range to follow.
The algorithm performed well, being the only measure to have clear water between
the positive and negative hand-picked sets. It also exhibited one of the lowest
gradients for recall against precision. The biggest benefit though was its ability to
handle the noisy, soft data associated with pairs that shared a loose connection or
association with each other. For example in the following table, pairs with loose
associations such as pizza-olive or cage-monkey can still score as strongly as n-gram
pairs such as bus-lane or mouse-mat, whereas in other systems information from wide
contexts does not have the strength to compete with tight collocations.

[Threshold]
pizza-olive
cage-monkey

Average
Association
Ratio
9.00
10.36
10.36

bus-lane
mouse-mat

9.43
7.06

Table 23.

t-score
2.58
0.00
1.54

Inverse
Distance
2.45
0.00
1.65

Dice
0.013
0.002
0.005

Russian
Doll
0.40
0.65
0.74

36.02
23.36

4.35
2.71

0.012
0.003

0.72
0.79

A comparison of scores for loosely associated (top rows) and tightly associated

(bottom rows) pairs across the various measures.

A further benefit is that this algorithm could attempt to characterise the nature of the
association between a pair. The following table shows how the proportion of the
Russian Doll score is distributed across the different window sizes for these different

57

In some text (most notably scientific and academic texts) there are subdivisions from <div2> to
<div4> that the algorithm used to get as much structural information as possible, but these additional
structural divisions only occur in a small minority of the texts.
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categories. By looking at which windows contribute most to the score we can also
make some assertions about the nature of the association between two words.

Word Boundary 58
Clause
Context
Nonsense
Table 24.

±1
71%
2%
5%
0%

±5
6%
54%
27%
10%

±10, ±20
10%
24%
33%
14%

±50 … ±1000
14%
21%
35%
76%

The average proportion of the score deriving from each window size broken

down into the four groups of hand-picked pairs.

3.6

Extracting and Organising the Data

3.6.1 System Requirements
The component that tells ENIGMA about shared thematic context has to be available to
the application as a service or subsystem. It is essential that it can return results
rapidly, as it may be called thousands of times in the generation of a clue, and that it
can evaluate the result without excessive resource overheads so that the footprint of
the application as a whole remains manageable.
3.6.2 The British National Corpus
There are many publicly available corpora of British English. I chose the British
National Corpus (BNC) for a number of reasons. The World edition is a good size
(approximately 100M words). Although there is not enough data to evidence every
association in the language (by a long chalk) there is enough data for my application
to be reasonably well-informed. The data comes from a good mix of different genres
and subjects ensuring good coverage of a wide vocabulary. The text is marked up so
that I can see structural boundaries and also the part of speech of each word. The part
of speech information is very useful when lemmatising the data (an important step to
make the most of the data that is available) as it reduces ambiguity.

58

Figures for word boundary do not include wine-bottle, coffee-cup and tea-cup all of which have a
strong bias towards clause level, I think that this is due to the phrases bottle of wine, cup of coffee and
cup of tea and shows that while I thought of these pairs as word boundary pairs they are actually more
likely to be found in phrases.
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3.6.3 A Grid Reference Index System
I stored a set of grid references for each lemma that described all of its occurrences in
the BNC. In the final version each grid reference consisted simply of a <div1>
number (I considered each <div1> to be potentially a different document, and
therefore no window was allowed to extend over <div1> boundaries for any scoring
measure) and an offset into the <div1> counted word by word 59. To prevent false
word boundary matches I incremented the offset counter for punctuation and sentence
(or utterance) so that words separated by punctuation could never be considered to be
n-grams. Some n-grams are nonetheless counted by the system even though they span
clause boundaries because the clause boundary is not punctuated. This is not a
problem since I do not use the word boundary collocations as evidence on its own that
the words can be used as a phrase.
For example, the data for exercise might include a reference 3425,1016 indicating
that it occurs as the 1,016th word in the 3,425th <div1> in the BNC. If the data for
book were to include a reference 3425,1017 then there is a word boundary
collocation exercise book. Using these grid references the system can locate all of the
collocations for any window size for any given pair by simply locating and loading
the grid reference data and comparing all of the grid references that share the same
<div1> offset. I used this grid reference data to implement all of the algorithms
described above, with the exception of the Dice paragraph feature vector algorithm
which simply required a list of all of the paragraphs in the BNC that contained one or
more occurrences of each word.
Initially I stored the data as delimited strings in a sequentially ordered dictionary file.
Java treats all files as streams, so while this approach works well in C where an index
of offsets can be stored in memory it does not work well in Java (marking and
skipping in a Java file does not result in a file pointer being used but in the whole file
being streamed into a buffer where the offset can be applied). Since the operating
system already has an efficient indexing system providing rapid random access to all
the files on disk it made more sense simply to store the data for each lemma in a
59

The original version had a more complex grid reference containing additional information about
paragraph, sentence and subdivision offsets that I do not describe here. It is described in detail in
(Hardcastle, 2001).
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separate file and group the files into subdirectories to prevent the number of files per
folder becoming too big 60.
3.6.4 Parsing the BNC
The version of the BNC that I used (BNC World version 1) came with its own toolset
(the SARA toolset) but this did not seem to include tools that I could integrate easily
into my Java codeset for extracting and managing the data. I therefore wrote my own
Java utility that parsed the format of the data in the BNC and presented an API to that
stream via an Iterator (Gamma et al, 1995: 257ff).
The BNC source data is marked up in CDIF, an SGML variant that includes a lot of
unclosed tags (see http://www.natcorp.ox.ac.uk/docs/userManual/basic.xml). This
meant that I could not use standard third party libraries to parse the text, so I wrote my
own code to skip the header information (which I did not use) and tokenize the stream
using the brackets < and > to locate first the element boundaries and subsequently the
boundary between the tag and the content.
The figures below show the source data in the BNC, and a parsed stream containing
only punctuation (counted in the offset) and words with the offset for each element.
<div1 n=1 type=item>
<head type=MAIN>
<s n="1"><w NN1>FACTSHEET <w DTQ>WHAT <w VBZ>IS <w
NN1>AIDS<c PUN>?
</head>
<p>
<s n="2"><hi rend=bo><w NN1>AIDS <c PUL>(<w VVNAJ0>Acquired <w AJ0>Immune <w NN1>Deficiency <w
NN1>Syndrome<c PUR>) </hi> <w VBZ>is <w AT0>a <w
NN1>condition <w VVN>caused <w PRP>by <w AT0>a <w
NN1>virus <w VVN>called <w NP0>HIV <c PUL>(<w AJ0NN1>Human <w NN1>Immuno <w NN1>Deficiency <w NN1>Virus<c
PUR>)<c PUN>.

Figure 27. Sample source data from the BNC
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Reading and parsing the delimited strings is easy in Java but it entails a lot of object creation which
is slow and incurs data churn and memory usage overheads. Since each data item consists of two
numbers I decided to store the data for each word as a serialization of an array of doubles. This resulted
in much improved performance. The tuning strategy, tools under which I performance-tuned the
algorithm, and the performance results are discussed in further detail in Chapter 6
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w
w
w
w
c
w
c
w
w
w
w

NN1|FACTSHEET |1,2
DTQ|WHAT |1,3
VBZ|IS |1,4
NN1|AIDS|1,5
PUN|?|1,6
NN1|AIDS|1,8
PUL|(|1,9
VVN-AJ0|Acquired|1,10
AJ0|Immune |1,11
NN1|Deficiency|1,12
NN1|Syndrome|1,13

Figure 28. Sample parsed stream from the BNC

I then lemmatised the words in the stream using the lemmatiser described in Chapter 2
and used the CLAWS tag 61 for each word to determine which lemma to use. In some
cases the CLAWS parser provides an ambiguity tag (such as the tag VVN-AJ0 for
Acquired in Figure 27), in all such cases I used the first tag in the ambiguity tag, as it
is the one preferred by the parser. I skipped words that contained one or more
character entities from foreign character sets, or that contained scientific notation,
numerals or punctuation other than a hyphen. I collapsed character entities that
marked an accent, such as e acute in fiancé.
As the stream is read in each offset is converted into a double (so, for example 1,12
is converted into 1.12) and stored in a hash table of arrays of double with the
lemmas as keys. This hash table is then serialised into the data structure used. The
process of extracting and organising the BNC data became easier and easier as time
passed and the resources at my disposal increased in size. When I first explored the
indexing system (in 2000) I had a 32M PC at home that had to dump the processed
output into files that could then be sorted and compiled into the eventual indexes. This
process took many hours. On my current laptop (in 2007) the whole process takes
place in RAM and it indexes all the grid references in the BNC in about 15 minutes.
Within a few years it is likely that a corpus the size of the BNC could be stored in its
entirety in primary store in a format to suit the application. As hardware becomes
more and more powerful the problems that took up a lot of my time in designing and
implementing an index such as this in 2000 start to become redundant.

61

see http://www.comp.lancs.ac.uk/ucrel/claws5tags.html for a full list of the CLAWS5 tagset.

127

The resulting index can then be used to locate collocations between a pair of lemmas
over a range of window sizes within a reasonable timeframe (on average in testing
100ms when read from disk or under 1ms when read from cache).

3.7

Further Research

In the process of experimenting with word distance measures to locate shared
thematic context, two issues arose that I was not able to deal with as fully as I would
have liked because of the time constraints of my research. In this section I briefly
discuss some of the investigations into these problems that I undertook.
3.7.1 Reliance on Noun-Noun Pairs
I could not help noticing that I tend to choose noun-noun pairs when I test my
software, and that the majority of pairs in papers on cooccurrence scoring that I have
read are noun-noun pairs. It seems intuitive that certain types of words should fit
better with the distributional hypothesis than others. Take the following extract for
example:
Drug Safety
Yellow fever
Announcing plans to boost drug safety by finally allowing patients to report
adverse reactions to drugs and vaccines, health chiefs said how disappointed
they were at the public's apparent lack of interest in a pilot reporting scheme
that ran in south-east London.
Private Eye 1107, page 27
It is clear that some of the words used in this paragraph correlate with each other (and
with the subject of the article given in the title), these include boost, drug, safety,
patients, adverse reactions, vaccines, health chiefs, pilot. Others have no relation to
the subject in hand (for example to, by, and, that, finally, disappointed). This suggests
that some words (perhaps nouns in particular) will be suited to the application of the
distributional measures across wider windows, while others (especially function
words) will not. This seems to make some intuitive sense, but it would be useful if
there were a way to prove it, and also a means of identifying such words in isolation
other than simply sticking to nouns.
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To this end I considered Inverse Document Frequency as described in Church and
Gale (1999) 62. Although the results in the paper look very promising my results with
the BNC were inconclusive. I replicated Church and Gale’s experiment with 79
lemmas from the BNC with 1000 < f < 1020 which I ranked for IDF. The ten entries
with the lowest IDF certainly looked to be ‘interesting’ (colitis, Claudia, Ellen,
voltage, adjective, acid, Newman, MacDonald, rainbow, Kenya) whereas the ten with
the highest IDF looked ‘uninteresting’ (invoke, no matter how, flick, reluctance,
ample, flush, level, flourish, stumble, obscure). However, the majority of the lemmas
seemed to fall into a sizeable grey area in the middle.
Proper nouns and lexical nouns seemed to be more interesting than adjectives and
lexical verbs, as shown in Table 25.
Tag
NP0
NN*
AJ*
VV*

Average
Frequency
1011
1010
1009
1009

Table 25.

Average
IDF
492
573
672
830

Average IDF for sets of words with the same average frequency by part of

speech type.

This is borne out by listing the entries where the ratio of frequency over document
frequency is highest. A list of the top 10,000 such entries is dominated by Proper
Nouns and nouns, with some technical adjectives (e.g. nomic, methile, m-derived) and
very few verbs. Although TF.IDF is commonly used to identify content words in
natural language processing and IR I could not find a means of determining a
comparable measure for language as a whole; a kind of TF.IDF where the document
is just English language in general. I tried a variety of functions relating to term and
document frequency but could not find a measure for which I could identify a
threshold, to allow me to determine if a given word could sensibly be scored for word
association using a distributional measure regardless of the document or corpus. This
is an area that I would like to return to as measures such as the ones described in this

62

IDF = -log2 df(w)/D where df(w) is the document frequency of word w, and D is the total number of
documents in the corpus. Note that the actual frequency of the word is not part of the calculation
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chapter that use wide windows to look for correlations suggestive of sense association
should only be used with words that are content-bearing. In practice, there may be no
such measure as content is so context-sensitive, but this itself is of course part of the
research question.
3.7.2 Polysemy
Polysemy presents some problems for all of the algorithms that I explored in this
chapter. Take for example the pair pen-sheep or the pair pen-ink. Even if I restrict the
search to occurrences of the noun pen, there are no instances of pen the noun which I
would want to count for the first pairing and also for the second pairing. This means
that both searches are counting cooccurrences (or a lack of them) based not just on x
versus y but also on z versus y, where z is a homograph of x.
Further, because the source data that I am using for this and other tools is not
annotated for word sense I am unable to detect word sense puns in potential clues
unless the homographs are different parts of speech. Consider for example the
following clue:
Fall finds river within bank (4)
In this example (the solution is TRIP) the syntax suggests that fall, river and bank are
all nouns, and the capitalisation of Fall implies that it could mean Autumn. The word
association between river and bank suggests that the bank in question is a riverbank.
To solve the clue the solver needs to think of the verb fall (which is here the definition
word for the light TRIP), and also needs to think of the verb bank (meaning tip) which
has no association with river. In this instance the homographs for bank are different
parts of speech, so they are differentiated within the BNC and can be recognised, but
where they are different senses with the same part of speech (for example bank being
the bank of a river or a financial institution) they cannot be differentiated.
To examine the impact of polysemy on the Russian Doll algorithm I wrote a manual
annotation tool and arranged for the annotation of all of the occurrences of pen,
mouse, bark and mole in the BNC using WordNet senses. This disambiguated data
enabled the system to address both of the issues raised above: false negatives caused
by noise from other senses, and determining the sense responsible for a match.
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Sense discrimination
Table 26 shows that using the Russian Doll algorithm on sense-tagged data it is clear
that the collocation mouse-mat is appropriate for the computing sense of mouse,
whereas mouse-trap accords with the animal sense of the word.

mat
trap
Table 26.

mouse
0.80
0.79

mouse
(animal)
0.04
1.00

mouse
(pointer)
1.00
0.20

Sense-tagged Russian Doll scores for mouse-mat and mouse-trap.

If we are presented with some new text we could use this information to disambiguate
the senses if we encounter supporting data that is strong enough. Data such as ‘mouse
mat’ and ‘mouse trap’ probably occurs within lists of phrases, but we could pick up
wider content bearing terms in the context and use them all for words which are not
fortunate enough to sit in a known n-gram.
As it happens both mouse-trap and mouse-mat score above the threshold even if sense
tagging is not used, but this is not always the case.

Recovering False Negatives
This is likely to be of particular use when the frequencies of the meanings are most
imbalanced. For example, mouse-cheese does not score above the threshold unless
sense tagged data is used as there are enough other meanings of mouse to swamp the
data, whereas the sense tagged data recovers the correct result.

cheese
Table 27.

mouse
0.36

mouse
mouse
(animal) (pointer)
0.46
0.01

Mouse-cheese only scores above the decision threshold if sense tagged data is

used.

In the case of pen one meaning (writing) far outnumbers all the others, and so the
biggest gains from using sense tagged data are on the other meanings, although since
the occurrences are so small (3 or 4 in some cases) they are also a little noisy (for
example, pen(prison)-paper gets 0.44).
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pen
0.20
0.20
0.64
0.65

baby
jail
sheep
paper
Table 28.

pen
(playpen)
1.00
0.00
0.00
0.00

pen
(prison)
0.21
0.93
0.00
0.44

pen
(enclosure)
0.28
0.00
1.00
0.10

pen
(writing)
0.14
0.20
0.08
0.70

Scores for pen-baby, pen-jail, pen-sheep and pen-paper with and without

sense-tagged data. Scores above the threshold of 0.40 are marked in bold.

Note also that pen-sheep gets a reasonable score even before disambiguation, this is
because there are 6 occurrences of the n-gram sheep pen. This shows how sense
tagging has less impact when looking at n-grams, even if the meaning has a low
frequency, but it starts to have an effect when associations over a wider context are
explored.

Disambiguating the BNC
Since it seemed that disambiguating the word senses in the BNC would improve the
performance of my algorithm and also assist the generation of cryptic clues I decided
to explore the disambiguation of word senses in the BNC. The approach I took, using
collocations as sense markers in a feedback system, was moderately successful but it
required a lot of manual annotation to bootstrap the system for each word that was to
be sense-tagged. As such, it didn’t offer a practical means of sense tagging the corpus
data with the sort of coverage I would need to show real benefits to the shared
thematic context scoring system.

3.8

Conclusion

In this chapter I presented research into the use of collocational data from unusually
wide windows in corpora to underpin a word association metric. I examined two
existing algorithms which are commonly used to score bigrams, the MI-score and the
t-score, and showed that the MI-score is degraded by the additional data from wider
windows while the t-score, a more stringent statistical test, rejects many valid pairings
where the matches occur principally in wider contexts.
I also compared three further algorithms of my own design: a measure based on the
sum of the inverse squares of the distances, a measure based on the weighted sum of
the association ratio over multiple concentric windows, and a measure which treated
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the presence or absence of each word in each paragraph of the corpus as a feature
vector and compared the two vectors using the Dice coefficient.
As discussed above with specific regard to the t-score, the cooccurrence data
recovered from such wide windows showed no statistically significant effects. This
suggests that the algorithms are sensitive to incidental effects in the text, perhaps
related to shifts in theme which are usually evidenced by a much larger number of
related words in context than a single pair. In the absence of a measure of statistical
confidence I was nonetheless able to threshold and compare the measures successfully
using a pragmatic, application-focused methodology based on datasets designed
specifically to test the features of interest to ENIGMA.
On the basis of these tests I selected the Russian Doll Algorithm, the measure based
on the weighted sum of the association ratio over multiple concentric windows, for
use in ENIGMA. During the construction of clues the algorithm is used to perform
checks on thematic context, as described in the following section.

3.9

Sample Output

Table 29 shows the scores under the Russian Doll Algorithm for each pairing, not
including the stop word above, from the following clue for LAPSE, generated by
ENIGMA:

Slip plate above boiled peas (5)
The thematic context check shows that the words plate, boiled and peas are
interrelated, suggesting that the clue is thematically coherent.

slip
slip
plate
boiled
peas
Table 29.

plate
0.28

boiled
0.35
0.48

peas
0.05
0.57
1.00

Scores under the Russian Doll Algorithm for each pairing within the clue,

not including stop words. The threshold is 0.40.
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Chapter 4 Finding Syntactic Collocations
This chapter describes the construction of a ‘collocational semantic lexicon’, a lexicon
that can tell ENIGMA which words are in the domain of a particular typed dependency,
such as all the things that can drive, be ploughed or be red. The lexicon is constructed
by extracting typed dependencies from the British National Corpus (BNC) and
generalizing and disambiguating the nouns that participate in these relations using
WordNet. The process quite closely parallels the approach described in McCarthy and
Carroll (2003), although the mechanism through which generalizations are calculated
is very different and the output described here is intended for use in generation and
therefore finer grained.
The resulting lexicon is used within ENIGMA to assist lexical choice when syntactic
constraints have been applied but many lexicalization options remain open to the
system and some semantic knowledge about the relations between the words that form
the clue is required. This semantic information is ‘collocational’ in that it tells the
system about the meaning of words in combination rather than in isolation (see, for
example, Xiao and McEnery, 2006: 6), but it is very different from the collocational
data described in the previous chapter as it is underpinned by syntactic relations.
Note that the syntactic collocates described in this chapter inform semantic selectional
constraints on syntactic dependencies, and so describe the domain and range of those
dependencies rather than colligations. For example, the collocational semantic lexicon
informs the system which nouns can be the subject or object of the verb drive
(syntactic collocates) rather than the verb’s collocational syntactic preferences
(colligation).

4.1

Lexical Choice in ENIGMA

Since the surface text of the clue does not convey the content of the word puzzle,
lexical choice in ENIGMA is unusually unconstrained. For example, there are around
400 adjectives, verbs, adverbs and adverbial prepositions that ENIGMA can use to
indicate that an Anagram is required when realising a clue. If the Anagram is a noun
then any of the adjectives could be placed to the left of the noun as an attributive

134

adjective modifier, verbs could be placed to the left presenting the noun as direct
object, or to the right, as though it is the subject. All of these combinations are correct
under the rules of the crossword puzzle, and all are syntactically satisfactory for the
surface reading.
From a NLC standpoint, in which ENIGMA will generate not just a layered text but also
some shallow semantic representation of the surface reading, the lexicon described in
this chapter provides the system with the knowledge required to constrain and
describe this lexically-based notion of the meaning of the clue’s surface text.

4.2

What is wrong with distributional data?

Choices about the fit between pairs or groups of words can of course be informed by
distributional information from corpora analysed using statistical techniques such as
MI-score or log-likelihood (Church and Hanks, 1990; Dunning, 1993) as discussed in
the previous chapter, and such data has been used to inform lexical choice in NLG.
For example, Langkilde and Knight (1998) use statistical information about bigrams
to support determiner-noun, subject-verb and other collocational lexicalization
decisions, and Inkpen and Hirst (2002) use a variety of statistical methods to
determine lexical choices between near-synonyms in collocations. However, there are
two problems presented by the use of statistical analysis in NLG. First, statistically
significant n-grams could themselves be part of some larger n-gram or frame consider for example terms-of or accident-insurance from the sample entries
presented in Dunning’s paper on log-likelihood (1993). Second, even with a very
large corpus, sparsity reduces the information available, and that in turn inhibits
variation in lexical choice.
Inkpen and Hirst (2002) explore near-synonyms for each term in the collocation
daunting-task such as tough-job or particular-chore, but they find no collocations to
go with stint or hitch, two other alternatives for the word task. It is possible that
examination of a wider range of alternatives for daunting might have thrown up a
match, but it might not have. The bigram daunting-task does not tell us much about
either word; we don’t know what can be daunting apart from a task nor do we know
what else a task can be other than daunting. The problem here is that the collocations
that prove to be statistically significant will not be fully compositional (see Manning
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and Schutze, 2002:151), meaning that the bigram itself carries more meaning than the
sum of its parts. This means that no information is available about reasonable
collocations that are fully compositional rather than prototypical, such as wild
lionesses.
In the previous chapter I described the Russian Doll algorithm, a multi-window
distributional analysis of the cooccurrence data from the BNC that provides a shared
thematic context score for any pair of words ranging from 0.0 to 1.0 and thresholded
at 0.40 for ENIGMA. Because the algorithm searches over multiple windows it can
return high scores for pairs that have no word boundary cooccurrences at all, and that
are not part of some idiomatic n-gram. Although there are no word boundary
cooccurrences in the BNC of soft lioness, wild lioness or stealthy lioness there is
enough distributional overlap for these collocations to score above the threshold of
0.40, as opposed to pairings such as bizarre lioness, odd lioness or cooked lioness
which score well below the threshold.
Adjective-noun pair

Association
Score
0.07
0.02
0.00
1.00
0.40
0.45

bizarre lionesses
odd lionesses
cooked lionesses
stealthy lionesses
soft lionesses
wild lionesses
Table 30.

Adjective-noun pairs and the word association score returned by ENIGMA; the

threshold is 0.40.

On this basis it might appear that there is no need for an additional component ENIGMA

could simply use the Russian Doll scores to determine which pairings to

accept. However, it is important to note that the results of the distributional analysis
convey information about broad association only. This provides a workaround to the
sparsity problem, but no syntactic relationship between the words is now implied. In
the examples in Table 30 above the shared content happens to coincide with apposite
adjective-noun phrases, but a distributional analysis can also return false positive
results for adjective-noun or noun-verb pairings where shared content does not imply
that the pair can be combined syntactically, as shown by the examples in Table 31
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below. See also (Hardcastle, 2001) and (Hardcastle, 2005) for further discussion of
this limitation.
Adjective-noun pair

Association
Score
0.41
0.75
0.50

swollen doctor
sleepy duvet
tiled builder
Table 31.

Adjective-noun pairs and the word association score returned by ENIGMA; the

threshold is 0.40.

4.3

Extracting Syntactic Collocates

So, simply extracting collocations from a corpus recovers data that is too sparse, and
introduces a risk of returning apparent collocations that are actually part of a wider ngram. Using multiple, wider windows tackles the sparsity problem, but there is now
no guarantee that the words can be combined in a particular syntactic formation. To
address these issues I extracted syntactic collocates from the BNC using a statistical
parser to identify pairs of words participating in the following grammatical relations:
•

Adjective modifier

•

Direct object

•

Nominal subject

I chose these three grammatical relations in particular since they all involve nouns,
which are much better described in WordNet than other syntactic categories, and
because they are well-represented in the short and relatively simple texts that form
most cryptic crosswords.
There is much previous work in which examples of syntactic relations such as
subject-verb or adjective-noun have been extracted from corpora and used for NLP
tasks: Hindle (1990) uses “predicate-argument structures” such as subject-verb as the
basis for a similarity measure; Lin (1998a) uses a broad coverage parser to extract
dependency triples from a corpus, and constructs a thesaurus using a similarity
measure based on the dependency information; Smadja and McKeown (1990) extract
likely “binary lexical relations” from a corpus using cooccurrence information and
statistical analysis and use it to assist lexical choice; Velardi et al (1991) use
“syntactic collocates” such as subject-verb or adjective-noun pairs extracted from a
corpus to drive the generation of concept-relation-concept triples in a concept graph
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semantic lexicon; Zinsmeister and Heid (2003) extract ANV-triples from a corpus and
use log-likelihood to determine their significance; McCarthy and Carroll (2003) use a
wide coverage parser to extract grammatical relations evidenced in the written portion
of the BNC from which they determine selectional preference data for WSD, and
Kilgarriff et al (2004) extract grammatical relations from a corpus to form the
“sketch” of a given word.
Although there is a common thread to all of these endeavours (retrieving syntactic
relational information from a corpus), the mechanics of the process are implemented
in very different ways. For example, Smadja and McKeown (1990) perform a
statistical analysis of concordance data, Kilgarriff et al (2004) use corpus query
language formalisms, effectively regular expressions based on the tags, Velardi et al
(1991) apply heuristics to chunk the text and then parse those chunks and Hindle
(1990), Lin (1998a), McCarthy and Carroll (2003) and Zinsmeister et al (2003) turn to
statistical parsers.
4.3.1 Parsing the BNC
I used the Stanford Parser (Klein and Manning, 2003), since it seems to be widely
used by others and it is written in Java, making it easy to integrate it into my existing
code, which included a component that iterated over the BNC one sentence at a time,
returning each sentence as a data structure that I could pass directly to the parser. The
Stanford Parser was trained over the WSJ portion of the Penn Treebank 63, which is an
American English corpus, but since I only wanted broad coverage dependencies
(adjective modifier, direct object and subject verb), this should not be a problem. I
also considered using RASP (Briscoe et al, 2006), since it was trained on part of the
BNC (along with Susanne and LOB), a broad coverage parser such as MiniPar (Lin,
1998b) that would process the corpus faster, or a morphological analyser, as reported
in (Curran and Moens, 2002). Since the time of writing Clark and Curran have
released a CCG parser that reports very efficient processing (Clark et al, 2004), and
this is another option that would be worth exploring if I revisit this problem in future.
For ENIGMA, I decided against these other options on the grounds of ease of
development.

63

http://www.ldc.upenn.edu/Catalog/CatalogEntry.jsp?catalogId=LDC2000T43
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Running the Stanford Parser over the BNC required considerable machine time, and
in order to make it at all practicable I had to skip sentences over 40 words long,
reducing the BNC effectively to 84 million instead of 100 million words. I tried to
address performance by configuring the parser to perform only dependency parses by
using the factored training data (rather than the PCFG training data). This meant that I
could reduce the number of parse trees generated, but each parse tree now took
considerably longer to compute, resulting in an overall increase in execution time. I
also attempted to speed up the process by translating the CLAWS tags from the BNC
into PTB tags to bootstrap the process and save on part of speech tagging, but this
again had a detrimental impact on performance.
Passing the translated BNC tags to the parser reduced performance because in many
cases the parser was forced to backtrack, retag the sentence and try another parse. I
suspect that this occurs because the grammar rules that underpin CLAWS4 are
sufficiently different from the grammar rules that underpin the Stanford tagger and
parser that CLAWS4 cannot be pipelined into the Stanford parser in this way. The
following three figures illustrate how this approach succeeds for some sentences, but
not for others.

BNC C5: Your/DPS course/NN1 leader/NN1 will/VM0 be/VBI
available/AJ0 to/TO0 help/VVI you/PNP ./PUN
BNC PTB: Your/PRP$ course/NN leader/NN will/MD be/VB
available/JJ to/TO help/VB you/PRP ./.
STANFORD:
Your/PRP$ course/NN leader/NN will/MD be/VB
available/JJ to/TO help/VB you/PRP ./.

Figure 29. A short simple sentence from the BNC (A00 sentence 104), the translated tags,
second line, are not changed as the parser parses the sentence. Note that I have changed
the format of the BNC input to PTB format for readability.

BNC C5: How/AVQ much/DT0 time/NN1 to/PRP I/PNP need/VVB
to/TO0 give/VVI ?/PUN
BNC PTB: How/WRB much/DT time/NN to/IN I/PRP need/VBP|VB
to/TO give/VB ?/.
STANFORD:
How/WRB much/JJ time/NN to/TO I/PRP need/VBP
to/TO give/VB ?/.

Figure 30. In this example (A00 sentence 88) there is a real word spelling error in the
BNC text. CLAWS and Stanford cope with it in different ways, so priming the parser is
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unhelpful. Note also that need/VVB in the BNC C5 stream does not map to a single PTB
tag, so an ambiguity tag is used (VBP|VB).

BNC C5: Shopping/VVG including/PRP collection/NN1 of/PRF
prescriptions/NN2
BNC PTB: Shopping/VBG including/IN collection/NN of/IN
prescriptions/NNS
STANFORD:
Shopping/NNP including/VBG collection/NN
of/IN prescriptions/NNS

Figure 31. In this example (A00 sentence 86) the translated tags don’t fit into the
Stanford parser’s grammatical scheme, so the parser backtracks and retags the sentence,
interpreting the possible gerund differently.

4.3.2 Regular Expression ‘Shallow Parsing’
I ran some experiments using a 9,000 sentence sub-corpus that I cut from the BNC to
investigate how long it would take to parse the BNC using the Stanford parser. When
I discovered that it would take 1,000 hours I briefly experimented with writing my
own regular expression shallow parser to extract the grammatical relations that I was
interested in. The test version of the regular expression parser only extracted adjective
modifier and verb direct object relations, but it could process the entire corpus in 25
minutes with a footprint of just 3 KBytes.
It worked by stripping all of the tag metadata out of each sentence into a single string
formed only of three-character C5 tags, such as the string in Figure 33 which was
extracted from the CDIF-encoded sentence in Figure 32.
<s n="29"><w NN1>Training <w VBD>was <w XX0>not <w
AV0>only <w AJ0>arduous <w CJC>but <w AJ0>dangerous<c
PUN>.

Figure 32. A sample sentence from the BNC, sentence 29 from file AT3, an extract of the
book Wheelbarrow across the Sahara.
NN1VBSXX0AV0AJ0CJCAJ0PUN

Figure 33. The tag metadata from the sentence in Figure 32..

Writing regular expressions against these tag metadata strings is much cleaner than
writing them for the raw text in the BNC, for example the simple regular expression
in Figure 34 captures nouns and simple compound noun phrases.
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(NN.)((POS)NN.)?(NN.)*

Figure 34. A regular expression search string to capture simple compound noun phrases,
such as “computer”, “dog’s leg”, “public accounts committee” and so on 64.

Using this approach I was able to use the offsets of the matches in the metadata string
to convert back to a token offset from the original sentence and then recover the
actual words and tags that had triggered the match. Working just at the tag level
works with C5 because stop words of interest in parsing have their own tags in the
tagset, for example TO0 for the infinitive marker to and PRF for of, as do verbs that
are of interest to a parser, namely be and have.
Unfortunately writing regular expressions for nominal subjects and direct objects of
verbs proved to be much more complex than capturing adjective modifiers, and the
turgid syntax of regular expressions meant that the code was very brittle, by which I
mean that it was easy to introduce bugs when making changes. I conducted some
experiments on the sub-corpus comparing the output of the Stanford parser to the
output of the regular expression engine. In these experiments I measured the total
number of relations extracted and the number of relations extracted by both systems.
This data is shown in Table 32 below.
Stanford Parser
Regular Expression Engine
Extracted by Both Systems
Table 32.

Adjective Modifier
5,447
5,817
4,653

Direct Object
4,188
1,142
814

The number of relations extracted from the 9,000-word sub-corpus by each

system, and the number of relations extracted by both systems.

Klein and Manning (2003: 8) report a test set F1 score of 86% for the Stanford parser,
so it can’t be used as a gold standard for the regular expression engine. I decided as a
rough indicator to assume that the relations extracted by both systems were correct
and to assume that the recall of the parser would act as an upper bound on recall for
the regular expression engine. On that basis the experiment indicated that the
adjective modifier regular expression was performing well, but the performance of the
direct object regular expression had very poor recall. Given the brittleness of the

64

Note that the syntax of this and other regular expressions in this chapter is as described in the Java
API for java.util.regex.Pattern: http://java.sun.com/j2se/1.4.2/docs/api/java/util/regex/Pattern.html
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development process I decided on the basis of this experiment to run the parser rather
than continue to invest research time on the regular expression engine.
4.3.3 Other Alternatives
Rather than extracting relational data from a corpus it is also possible to pull the data
from data sources specifically constructed to contain information about the
relationships between words. PropBank (Kingsbury and Palmer, 2002) is a corpus
containing hand annotations of verbal propositions and their arguments. Because it
has been annotated by hand it is rich, but it is also very sparse. For example, the
PropBank corpus contains 186 entries for the verb break, of which 89 have a direct
object, whereas the simple regular expression string presented above returned 912
occurrences of direct objects for the verb break from the BNC. FrameNet (Johnson
and Fillimore, 2000) describes thematic roles with semantic frames rather than a
corpus of examples; as a result the data source is generic by definition. This addresses
the issue of sparsity presented by corpus data, however there are very few selectional
restrictions on these roles, and those that are specified are very high level (such as
Sentient or Physical Entity). VerbNet (Kipper et al, 2000) frames include finergrained selectional restrictions, but there are still only 36 of them (such as animal,
concrete, or scalar) - not enough for ENIGMA.
Shi and Mihalcea (2005) connect VerbNet to WordNet and use subsumption in
WordNet to expand the selectional restrictions. The resulting dataset is evaluated
using a semantic parser, and in this IR context such broad generalization is shown to
be effective. However, for ENIGMA this sort of generalization is not sufficient. Even
though the selectional restrictions can now be applied to a wider vocabulary the
granularity has not changed. There are still only 36 categories, it is just that each
category now contains a large number of lexemes, and since each category is so large
it will do little to reduce the options available in lexicalization.
The Sketch Engine (Kilgarriff, 2004) provides word sketches based on grammatical
relations extracted from the BNC using corpus query language formalisms, effectively
regular expression searches over the tag sequences. Although the Sketch Engine
provides the three relations covered here (adjective modifier, direct object and
subject) in addition to others, it was initially only available as a web service. It is now
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possible to access a standalone version of the Sketch Engine, with an accompanying
API, and this might provide a more straightforward means of extracting relations from
the BNC (or other corpora) in future.

4.4

Generalizing the dataset

Figure 35 lists all of the nouns found to be modified by the adjective grilled in the
BNC using a regular expression search string, representing 66 of the 106 occurrences
of the adjective in the corpus. There is plenty of evidence of a range of different
things being grilled, enough perhaps to provide a lexicographer with a range of
example usages. However, there are some peculiar entries in the list: grilled window
represents a different sense of the adjective grilled from the others, a sense
incidentally that is not covered by WordNet; a grilled affair represents a figurative
turn of phrase; grilled square, grilled bite, and grilled speciality are most likely
included because they are the head of a noun phrase that is not compositional in
meaning, and grilled grapefruit sounds like rather an exotic recipe. Furthermore, there
are many food items that are commonly grilled (such as sausages, burgers, or kebabs)
that are not in the list, and even more that could reasonably be grilled (such as
mushrooms, gammon, or salmon) that are not present. This sparsity presents a
problem for ENIGMA in that it limits lexical choice. If the system wants to describe an
anagram of veal (such as vale) then grilled is not an option, so if for the sake of
argument veal is only ever diced in the BNC, then every time vale is represented as an
anagram of veal it will be realized as diced veal by ENIGMA, which would make the
clues appear repetitive and mechanical.
Sparsity problems affect all datasets derived from corpora, but because this data set is
derived from relations rather than distribution the impact is more severe than the
sparsity encountered in cooccurrence information. The reason for this is that all
occurrences of any given word will occur in some surrounding context within a
corpus 65, and will therefore contribute some distributional data, whereas only a small
proportion (if any) will occur as a participant in some given type of relation. It may be
that none of the 133 occurrences of the noun veal is qualified by an adjective in the
BNC, none is the subject of a verb, and none is the direct object of a verb. In that
65

Except for very rare documents in the collection, such as one-word ephemera, or one-word lists if the
algorithm is restricted to single sentences
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case, if ENIGMA were to rely only on dependencies directly evidenced in the BNC then
it would not be able to realize veal as an anagram of vale at all.

item:1 kipper:1 lamb:3 kidney:1 liver:1 fish:6 chicken:3
beef:1 speciality:1 fowl:1 square:1 sardine:6 affair:1
steak:6 window:2 plaice:1 grapefruit:1 lobster:2 pigeon:1
kid:1 prawn:1 bacon:3 chop:1 tomato:6 breast:1
swordfish:2 squid:1 bite:1 meat:2 bird:1 trout:3 fillet:1
escalope:1 pork:1 sole:1 cheese:1

Figure 35. A listing of the nouns found in the BNC modified by the adjective grilled using
a regular expression search string. The numbers beside each noun represent the frequency
of each collocation.

One could try to address sparsity by using a larger corpus, or using the web perhaps,
although of course this would arguably just increase the amount of information about
common words in the result set. Alternatively, one could try to increase data gain by
improving the extraction process, or extending it to handle types of anaphora or
ellipsis. However, anaphora resolution is a complex task that is itself the subject of
much research, so this is well beyond the scope of this portion of my thesis. To the
best of my knowledge there are no off the shelf applications that can perform
anaphora resolution quickly and effectively that I could integrate into my system.
Rather than increasing the corpus size, or trying to ‘sweat’ more data out of the BNC,
I turned to WordNet (Miller, 1990) to generalize the data extracted from the BNC and
increase the coverage. In the example of grilled veal mentioned above, the aim of
generalization is to determine that veal is a member of some set of things that can be
grilled based on the evidence from the BNC, even though the actual collocation has
not been directly evidenced.
The use of WordNet as a means to generalize the participants in syntactic relations
was also proposed by Michael Small a fellow student at Birkbeck, as part of his ongoing PhD research into the use of semantic information in a spellchecking system
(Small, n.d.). In his implementation all of the senses of each word are mapped into
WordNet, and candidate alternatives for possible spelling errors are ranked according
to their arc-distance to the terms in WordNet evidenced as participating in the same
subject-verb-object relation that are found in the text. I have taken a markedly
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different approach: I apply a coarse-grained sense disambiguation before the data is
mapped into WordNet to reduce noise, and I then group and generalize the resulting
mappings into sub-trees which are then filtered for coverage and compiled into a
lexicon.
4.4.1 First Pass Disambiguation
In its first incarnation the generalization algorithm assigned some score to all of the
synsets 66 containing any of the words in the entry. As a result the data was very
fractured, and many sub-trees were selected as candidate generalizations due to the
rich representation of polysemy in WordNet. For example, the data for the adjective
grilled includes many words that mean a type of meat, but can also indicate a type of
animal or fish in the WordNet hierarchy, such as lamb, chicken, kid, pigeon, or
sardine. By allocating scores to both sub-trees indiscriminately the resulting dataset
includes sub-trees that represent generalizations of types of meat, and also sub-trees
that represent generalizations of types of fauna. To reduce the effect of this ‘polysemy
noise’ a coarse-grained sense disambiguation is attempted before sub-trees are
constructed.
When the lexicographers responsible for WordNet tackle a new entry, they first
classify it into a broad semantic class known as a lexicographer file number. There are
44 such classes for WordNet 2.1, of which 29 relate to nouns, as shown in Table 33
overleaf. These file numbers operate orthogonally to the hierarchical structure of
WordNet acting as a coarse-grained domain annotation on each synset; this use of file
numbers for coarse-grained disambiguation echoes the discussion of “supersenses” by
Ciaramita, Hofmann and Johnson (2003). I also considered using the WordNet
Domains database built for Senseval2 (see Magnini et al., 2002) in which WordNet
was annotated with a much larger number of more finely grained domains. This data
set could enhance the first pass disambiguation, but it is mapped onto WordNet 1.7
(whereas I use WordNet 2.1). Another alternative would be to use the Lancaster
semantic lexicon (described in: Piao et al, 2004; Piao et al, 2005), which provides 21

66

A synset is a node within the WordNet hierarchy, populated by one or more words in the language
and participating in relationships such as hyperonymy, hyponymy, and meronymy with other synsets in
the structure.
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major and 232 minor semantic categories for over 60,000 single and multiple word
entries.
No.

Name

Contents

0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44

adj.all
adj.pert
adv.all
noun.Tops
noun.act
noun.animal
noun.artifact
noun.attribute
noun.body
noun.cognition
noun.communication
noun.event
noun.feeling
noun.food
noun.group
noun.location
noun.motive
noun.object
noun.person
noun.phenomenon
noun.plant
noun.possession
noun.process
noun.quantity
noun.relation
noun.shape
noun.state
noun.substance
noun.time
verb.body
verb.change
verb.cognition
verb.communication
verb.competition
verb.consumption
verb.contact
verb.creation
verb.emotion
verb.motion
verb.perception
verb.possession
verb.social
verb.stative
verb.weather
adj.ppl

all adjective clusters
relational adjectives (pertainyms)
all adverbs
unique beginner for nouns
nouns denoting acts or actions
nouns denoting animals
nouns denoting man-made objects
nouns denoting attributes of people and objects
nouns denoting body parts
nouns denoting cognitive processes and contents
nouns denoting communicative processes and contents
nouns denoting natural events
nouns denoting feelings and emotions
nouns denoting foods and drinks
nouns denoting groupings of people or objects
nouns denoting spatial position
nouns denoting goals
nouns denoting natural objects (not man-made)
nouns denoting people
nouns denoting natural phenomena
nouns denoting plants
nouns denoting possession and transfer of possession
nouns denoting natural processes
nouns denoting quantities and units of measure
nouns denoting relations between people or things or ideas
nouns denoting two and three dimensional shapes
nouns denoting stable states of affairs
nouns denoting substances
nouns denoting time and temporal relations
verbs of grooming, dressing and bodily care
verbs of size, temperature change, intensifying, etc.
verbs of thinking, judging, analyzing, doubting
verbs of telling, asking, ordering, singing
verbs of fighting, athletic activities
verbs of eating and drinking
verbs of touching, hitting, tying, digging
verbs of sewing, baking, painting, performing
verbs of feeling
verbs of walking, flying, swimming
verbs of seeing, hearing, feeling
verbs of buying, selling, owning
verbs of political and social activities and events
verbs of being, having, spatial relations
verbs of raining, snowing, thawing, thundering
participial adjectives

Table 33.

The forty-four WordNet lexicographer file numbers, as described in the

WordNet document lexnames (5WN).
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I did not use WordNet Domains as the process of linking different versions of
WordNet involves resolving many complex many-to-many mappings, and I did not
use the Lancaster semantic lexicon since, to the best of my knowledge, it is not
available for general use.
I should note at this point that I decided to map the file number 3 (noun.Tops)
manually onto other file numbers. This file number is used to denote the seven
“unique beginners” (Miller, 1993: 7) 67 representing seven classes of tangible things:
flora, fauna, people, natural objects, artefacts, substances and food. As such it is not a
coherent domain, to the extent that the other noun file numbers are, and so I decided
to map each entry to an appropriate other file number: for example the unique
beginner flora is mapped to noun.plant, fauna to noun.animal and so on.
To perform the disambiguation the frequency of each entry in the argument set is
spread over all of the synsets to which it pertains. For example, the set of nouns that
can be modified by the adjective grilled in the BNC includes nouns such as steak,
fish, bacon and bird and the frequency of each collocation (as evidenced in the BNC)
is spread over all of the WordNet senses available for the head noun and then
aggregated by the file number (acting as domain) that annotates each word sense. The
frequency is used at this stage because the strength of the evidence from the corpus is
assumed to be an important variable. At this stage some word senses are filtered out,
and some bias is introduced into the aggregation to account for the topology of the
WordNet hierarchy. WordNet lists many proper names and locations as top-level
entities, whereas the extraction algorithms ignore proper name arguments 68, and so
synsets are filtered out where the lexicographer file number is noun.person or
noun.location and the depth of the node within WordNet is 0. See also Leacock,

67

This revision of the original 1990 article is available from: http://santana.unimuenster.de/Seminars/WordNetHS_WS02/Texte/Miller93NounsWordNetRevised.pdf
68
It might be possible to generalize that adjectives attaching to proper names can be attached to any
type of person, or that those attaching to any proper location could be generalized to types of location.
However, this goes against the cautious principles behind the generalization algorithm (described
below), since proper names and locations do not participate in the WordNet hierarchy and so there is
no means of determining the extent to which a given collocation should be generalized. For example,
London may be described as big, and so could other nouns indicating locations such as town, lake or
mountain. However, it could also be described as populous or Victorian but there is no way of telling
how these collocations should be generalized.
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Chodorow and Miller (1998), where proper nouns are excluded from their WSD data
using WordNet.
When the totals are aggregated by file number a small bias toward synsets with
greater depth is included as these generally have more specific meanings (although
see the discussion on the topology of WordNet below), and since the file numbers are
very different in size (by size I mean the number of synsets in WordNet annotated
with each file number), the proportion of WordNet annotated with each file number is
also used to normalize the aggregated totals. Once the frequencies have been
aggregated and biased the total score for each file number is converted into a
percentage for readability. The percentage totals for the adjective grilled are shown
the following figure.

act
animal
artifact
attribute
body
cognition
communication
event
food
location
object
person
phenomenon
plant
possession
quantity
relation
shape
state
substance
time
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25%

30%

35%
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45%

Figure 36. The percentage of the total score that has been applied to each lexicographer
file number for the nouns modified by the adjective grilled, once bias has been applied.

These filtered and biased file number weightings are then used to determine which
synset will be selected for each noun in the data set. For example, there are three
occurrences of grilled chicken in the BNC, and chicken has four word senses in
WordNet as shown in Table 34 below. The file number associated with the sense
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meaning food has the highest weighting, and so all of the frequency is now allocated
to this synset rather than being spread evenly across all four senses.
Synset
The flesh of a chicken used for food
A domestic fowl
A person who lacks confidence
A dangerous activity that continues until
one person stops
Table 34.

Lexicographer File Number
noun.food
noun.animal
noun.person
noun.event

Weight
0.41
0.12
0.05
0.04

The four word senses for the noun chicken in WordNet and their

corresponding lexicographer file numbers and weightings in the data set for grilled.

Once a synset has been chosen for each entry, the file number weights are
recalculated with the full frequency of each collocation now being allocated to the file
number corresponding to the selected synset. Each entry is then checked and the
choice of synset is changed if another sense now has a higher associated weighting.
This feedback loop continues until there are no changes and the senses have
stabilized. This has the effect of sharpening the data. It is important to note that this
positive feedback process makes an assumption that there is one dominant sense per
predicate-argument pairing. Although Yarowsky asserts (1993) that polysemous
words exhibit “essentially only one sense per collocation” (ibid: 1), he does not assert
that this is unequivocally the case, indeed he reports that “it holds with 90-99%
accuracy for binary ambiguities” (ibid: 1). This means that there will be times when
there is more than one sense per dependency relation, for example large bank could
work with at least three of the eight senses of bank listed in WordNet 69. However,
even in examples such as large bank it is arguable that there is a dominant sense, even
if that ‘sense’ spans several of WordNet’s fine-grained distinctions.

69

Note that I am only claiming here that the collocation large bank is polysemous when considered
independently of any context, and not making a wider point that collocation alone does not select
meaning. In this specific example, my claim is that since both large and bank are polysemous and there
are multiple domain/range semantic fits for the collocation then the collocation itself is also
polysemous. The same is true of other syntactic dependencies, consider for example to throw a ball, in
which different senses of the head (throw) select different ranges and hence different senses of the
direct object (ball) and thereby different senses for the whole.
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Figure 37. The entry for grilled once each collocation has been disambiguated using the
lexicographer file number weights and the data has been sharpened using positive
feedback.

Figure 37 above shows that for grilled a single dominant sense emerges, with 58 of
the 66 occurrences now grouped into the food ‘domain’. There are some other viable
senses, such as grilled window listed against artefact, or grilled speciality and grilled
affair listed under act and event respectively, but these are now lost amid the
remaining noise: kid and pigeon remain in animal since there is no synset for these
words tagged with the food file number, kidney remains in the body ‘domain’ for the
same reason, and square and item are heads of larger noun phrases that perhaps
should not have been extracted. The noise, identified as groups with frequency below
a parameterized threshold, is now removed and the entry is generalized using subtrees, as described below. In the case of grilled this means that only the entries
relating to food will be carried forward, for other data sets the picture is a little more
complex, as evidenced by the data for abnormal shown in Figure 38 below.
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Figure 38. The entry for abnormal following coarse disambiguation and sharpening.

4.4.2 Snapshots (an aside)
Looking at the disambiguated and sharpened data it seems that the ‘domains’ and
their corresponding scores say something about the domain of the relation behind
each data set. Using a threshold to eliminate noise the system can build a ‘snapshot’
of the domain of each relation. These could be visualized using font sizes, for
example, to indicate the dominance of each domain in a given dataset. The choice of
domains and font sizes for the following sample snapshots were generated
automatically, although I set the relative positioning to fit the words into similar sized
boxes. Although these snapshots are not directly useful to ENIGMA in its present form
I think that they represent a very interesting side product of this process, and an
interesting way of visualizing the domain of typed relations.
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Figure 39. Sample snapshots for the adjectives grilled, brave, political and fallow,
reading from left to right, top to bottom.

4.4.3 Identifying Sub-trees
At this point it would be possible to build the collocational semantic lexicon just using
the domains behind these snapshots. Any word with a synset annotated with the file
numbers noun.person, noun.act or noun.communication could be said to be brave, and
so on. This would be moderately successful, but the granularity would be very coarse
- any of the 16,000 synsets annotated with noun.food could be said to be grilled. To
make better use of the data mined from the corpus the system generalizes the data by
constructing trees within the WordNet hierarchy and filtering them to prevent
excessive generalization.
First the noise is filtered out and all of the entries belonging to groups with total
frequencies below a parameterizable threshold are put to one side. In the case of
grilled this means that the 58 entries in the food group are analysed while the other
eight are not, and in each case the synset chosen during first-pass disambiguation is
the only synset considered, in other words only the food synsets are considered when
sub-trees are constructed. The system organizes the entries into groups with the
following two constraints:
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•

each member of the group must be within a maximum arc distance in
WordNet of all of the other members of the group

•

the size of the group must exceed some minimum threshold

A synset may of course belong to many such groups, or sub-trees.
Once the sub-trees have been constructed using these constraints, the system then
examines all of the possible senses for all of the entries in the dataset, including those
that were put to one side after disambiguation, to see if any can be added to any subtree. This means that multiple meanings of some words in the extracted data set may
now be selected and may be participating in different sub-trees, including subsidiary
senses cast aside during sharpening or dismissed as noise. This allows the system to
handle collocations such as to throw a ball where the whole collocation can be read
polysemously, and also to handle occasions where multiple senses of a noun could
reasonably be governed by the same verb or modified by the same adjective, such as
the example large bank, given above. However, it is important to note that this is not
equivalent to simply assembling the sub-trees without first having attempted to
disambiguate by domain, since sub-trees are only built on the basis of the preferred
senses. Although other senses can lend additional weight to these sub-trees once they
have been constructed they are not used to construct whole new sub-trees, so for
example the noun.animal senses in the set for grilled cannot come back together at
this stage to form a new sub-tree. This approach introduces a trade-off between
reducing the noise on the one hand, and preventing legitimate sub-trees for less
dominant senses from emerging on the other. The parameterization of the constraints
provides a means of tinkering with this balance, by allowing smaller groups of words
to form sub-trees, or by allowing more distant cousins to be united.
The trees are then filtered with a coverage test that involves counting the number of
nodes that form a sub-tree and dividing it by the total number of WordNet synsets that
are hyponyms of the cohypernym root of the sub-tree. The purpose of this test is to
prevent excessive generalizations on the basis of insufficient evidence. For ENIGMA
the coverage threshold is set at 20%, which means that when the entries for broken are
filtered the sub-tree under the cohypernym root adornment is retained, as there is
direct evidence in the BNC for 20 of its 75 hyponyms, whereas the sub-tree under
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cognition is discarded as only 20 of its nearly 4,000 hyponyms is directly evidenced
as being broken in the BNC. The parameters controlling maximum arc-distance,
minimum sub-tree size and minimum coverage are all set cautiously for ENIGMA.
Since the aim of the lexicon is to improve variety in lexical choice no ranking
information is retained in the lexicon, and so any of the generalized entries could be
used in a generated clue. In contrast, a lexicon constructed for a retrieval task might
use the same extracted data but less cautious parameters to increase the data gain
made by generalization, and there it would be prudent to include some distinction
between evidenced and generalized entries. Sub-trees that pass the coverage test are
recorded in the lexicon using the index of the cohypernym root synset, this indicates
that any hyponym of any of the synsets listed in the lexicon entry is assumed to be a
valid member of the set.
Finally, syntactic collocates that were evidenced in the corpus but do not form part of
any sub-tree are swept up and analysed for inclusion in the lexicon entry. They cannot
be disambiguated since they do not belong to an identifiable domain and/or sub-tree
within the wider set, or in some cases the set is just too small for there to be any
corroborating evidence. For example, of the 14 occurrences of the adjective neap in
the BNC, nine are found modifying tide, one is found with process and the rest are not
included in the extract. It is not possible to generalize this data, but it need not be
thrown away. The log-likelihood measure (Dunning, 1993) is often used to analyse ngrams extracted from corpora to identify candidate non-compositional collocations,
that is collocations whose meaning is more than the sum of their parts. Log-likelihood
is commonly used in this way partly because it deals well with sparse data, such as
collocations in corpora, but also because -2logλ, where λ is the likelihood ratio, is
asymptotically χ2 distributed (Manning and Schutze, 2002:172f) which means that
contingency tables can be used to determine the significance of the results. Pairings
significant at 99.99% are added to the lexicon as lemmas with no reference to
WordNet (since they cannot be disambiguated). Rather than consider all of them to be
non-compositional, since it is quite clear from eyeballing the data that this is not the
case, I decided to top-slice the data based on -2logλ raw scores and mark collocations
with scores above this threshold as possible collocations of interest. The top-slicing is
based on an approximation of the 95th percentile of the scores estimated from a
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sample, reduced to a round number (100) to avoid leaving the impression that the
parameter is a precise quantity.
The output is a lexicon with a list of indices to cohypernym roots in WordNet for each
head word. To test whether a noun can be wild, for example, the lexical choice
component will retrieve the data from the lexicon for the entry for wild and see if the
noun is a hyponym of any of the roots listed in the database, or if the lemma matches
any of the collocations. If there is a match then the noun can said to be wild. Figure 40
below shows the entry for wild with the indices translated into text keys.

#vegetable #interest #idea #even-toed_ungulate
#root_vegetable #vegetation #calculation #time_period
#natural_elevation #utterance #cry #animal_group #attempt
#grain #produce #juvenile #look #feature #flavorer #male
#scheme #collection #gesture #decision_making #big_cat
#berry #property #sensation #relative #ancestor #girl
#kind #bird #geographical_area #woman #herb
#unpleasant_person #simpleton #edible_fruit #imagination
#attacker grandeur poppy *elephant exhilaration angel
moor chimpanzee weather instinct warrior accusation
*orchid recess primate hedgerow mane cheer desire hope
antic mix look profusion expectation geranium *cocoa
improvisation kaiser landscape bulb *surmise joy swan
vicissitude dancing daffodil fluctuation piglet gardening
rabbit aspersion land *abandon illegibility *mammal
cheering expanse punch passion excitement wind hair
ambition leap state gladiolus *creature woman shore
delight native dolphin torrent escapade fungus
exaggeration tribe water rumour mouse curl blow moorland
region emotion talk streak female camping grass eye *rose
pony *card surge applause coastline tangle honeysuckle
area specimen story swing party urge stock ride primrose
*horse

Figure 40. The entry from the adjective modifier lexicon for wild. Each #-prefixed string
in the entry is the description for a WordNet synset (the actual file contains indices). The
asterisked lemmas are suggested collocations.

Many entries have no generalized data at all, as there is not enough evidence for
generalizations to be made, see for example the raw data and lexicon entry for
scrambled in Figure 41 below. None of the data for scrambled can be generalized, as
there is not enough vocabulary. Scrambled egg is identified as a plausible collocation,
and the syntactic collocates with log-likelihood scores significant at P<0.01 are also
retained.
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Extract Data: signal:2 view:1 possession:1 identity:1
part:1 beam:1 passage:2 mess:1 version:1 computer:1
egg:88 goal:3 image:1
Lexicon Entry: signal passage *egg goal

Figure 41. Raw extract and lexicon data for the adjective scrambled.

4.5

Evaluation

Evaluating the semantic collocational lexicon was difficult, since the associations
asserted by the lexicon relate not just to linguistic but also to real-world information the fact that lamb can be grilled, for example, tells us something about the real world
interaction of lamb and the act of grilling. There are no resources that would support
an automated quantitative evaluation of the lexicon. I therefore constructed a taskbased evaluation in which ENIGMA performed a standard crossword compilation subtask, assigning an adjective that means “is an anagram” in crosswords to a noun that is
an anagram of some other word, and turned to a sample of native and non-native
speakers of English to act as adjudicators. Note that no domain expertise is required;
the evaluators are not being asked to judge whether the adjectives can mean “is an
anagram” in crosswords, only whether the adjective and the noun combine to form a
reasonable fragment of surface text.
Many of the subjects reported that they found the task difficult; specifically, they
reported that they found in very difficult to make judgements about example
collocations that were not prototypical when there was no surrounding context to
assist them. They also frequently reported that for some of the questions in the survey
they felt that there was more than one valid answer and that the basis on which they
made their selections often came down to very fine-grained distinctions. I discuss the
subjective nature of the task in more detail in the discussion of negative results in
Section 4.5.4.
I chose to limit the task to just one of the three dependency relations described by the
collocational semantic lexicon, adjective modifier, in order to make the task clearer
and more straightforward for the subjects.
4.5.1 Subjects
Thirty-two subjects took part in the experiment, of whom six are non-native speakers
of English. Most have an interest in crosswords, NLP, dictionaries or publishing, and
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so, like ENIGMA’s target audience (crossword solvers), most of the subjects could
reasonably be said to have an interest in words and language.
4.5.2 Methodology
To assess the choices made by ENIGMA I decided to present each subject with a forced
choice in which they had to choose from a list of three adjectives presented alongside
a noun to form the adjective-noun combination they thought most likely to occur in
spoken English. This design is similar to Cloze tests, except that the collocation type
is narrowed to a single relation and the context has been removed. In standard Cloze
tests the subjects use the collocation and the context to choose the most appropriate
word. Although ENIGMA will also give consideration to consistency of context across
the clue, that component of the system is not under test here, and so the experiment
focuses solely on the collocation. As above, it seems that this is a much harder task,
even for native speakers, reinforcing the notion that meaning is not just located within
words and their immediate dependencies.
The test comprises 60 nouns chosen at random from a list of whole word anagram
nouns. Each noun is then accompanied by three adjectives. One is chosen at random
from the anagram keyword adjectives that ENIGMA selects for that noun, the other two
are chosen at random from the remaining anagram keyword adjectives. In 30 cases the
choice of adjective from ENIGMA’s list was biased towards those where the noun had
been evidenced directly rather than inferred through generalization. This replicates the
promotion of evidenced adjectives over inferred adjectives that will occur at runtime.
The biased list returned better results than the unbiased list, as one might expect. In
many cases there was at least one option that was flagged as a possible collocation in
the list of alternatives available to ENIGMA. I could have set the system up so that the
best adjective is always chosen, ranking collocations over directly evidenced terms,
and ranking these over generalizations. However, such an approach would restrict
lexical variety and make the clues become formulaic and dull. The point here is not
simply to come up with an adjective that can signal an Anagram and that is a good fit
to the noun, but for the system to recognise that a wide range of adjectives can fit with
a noun, some better than others, offering variety in lexical choice, and also opening up
more possibilities for interaction with other components of the clue.
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It is of course possible that the adjectives chosen for control might themselves be a
good fit to the noun. However, since they must be selected from the remaining pool of
adjectives not selected by ENIGMA the system’s performance has some impact on what
control adjectives are chosen: if the coverage of the lexicon is sufficiently high there
should be no appropriate adjectives left to choose. In practice this was not always the
case, leaving an element of subjectivity open in the interpretation of negative results.
The list of nouns was presented to the subjects in a spreadsheet with a drop-down to
the left of each entry. The drop-down contained the ENIGMA adjective and the two
control adjectives in random order. Subjects were asked to choose the adjective-noun
combination in each case that they thought they would be most likely to encounter in
spoken English 70. I hoped that this would encourage them to think about naturalness
rather than consider the options in narrow terms. The assumption behind the
experiment is that this criterion of naturalness is the same criterion that will be applied
when someone reads a clue and assesses how it reads as a fragment of natural
language. Other features of the clue are not under test here, so for example it doesn’t
matter whether the anagram is a good or bad one. Indeed in some cases (due to an
oversight in the code that generated and filtered the data) some ‘anagrams’ in the test
set are actually just alternate spellings of other dictionary words.
4.5.3 Results
The choices made by the subjects were treated as a binomial distribution in which two
responses are possible: the subject may choose the same adjective that ENIGMA chose
(p = 0.33), or they may not (q = 1-p = 0.67). The null hypothesis is that ENIGMA’s
selection has not biased the choice in any way, and so the selections will be made by
the subjects on a purely random basis. I calculated the P-value for each entry as the
probability under the binomial distribution of getting more than the number of
matches observed if choices were made randomly, and used a confidence threshold of
p<0.01. The null hypothesis was rejected in 51 (85%) of the 60 entries, with a marked
difference between the performance of the biased set (97%) and the unbiased set
(73%). This subset data suggests that the greatest accuracy would be achieved by

70

The subjects were not timed, although in hindsight this additional information might have been a
useful indicator of questions where subjects found it hard to select a response, in addition to the use of
inter-subject agreement discussed in Section 4.5.3.
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making the algorithm more selective, but this would come at a cost to lexical variety,
and so in practice a trade-off exists between these two requirements.
The results for all 60 entries are shown in Table 35 and Table 36. Each row contains
the target noun and the three adjectives presented to the user, with ENIGMA’s choice in
the left hand column. The percentages represent the percentage of subjects who
picked each adjective, and the highlighted adjective in each row represents the most
popular choice for that entry. Significant positive results are those where more than
around 52% of the subjects chose the same adjective as ENIGMA.
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Noun
bell

ENIGMA
broken

Alternative-1
100% fabricated

0%

Alternative-2
wandering
0%

spice

mixed

100% ordered

0%

modified

0%

theorem

bizarre

100% mutilated

0%

minced

0%

anvil

broken

96%

corrected

3%

blended

0%

sausage

boiled

96%

curious

3%

zany

0%

slip

careless

96%

fiddly

3%

spun

0%

orphan

awkward

93%

ordered

6%

assorted

0%

stable

broken

93%

rectified

6%

fiddled

0%

teenager

awkward

93%

varied

3%

untrue

3%

brand

odd

90%

warped

10% minced

0%

itch

vague

90%

twisty

10% fancy

0%

slice

fresh

90%

haphazard

10% organised

0%

coating

fresh

86%

ruptured

13% wandering

0%

reward

dreadful

86%

processed

13% malformed

0%

sanction

curious

86%

translated

10% runny

3%

summerhouse

broken

86%

regulated

10% flurried

3%

microbiology

essential

83%

extraordinary

16% poached

0%

shriek

confused

83%

rioting

16% processed

0%

bombing

criminal

76%

suspect

23% assembled

0%

realization

fresh

76%

naughty

16% rectified

6%

enumeration

curious

73%

dreadful

20% rum

6%

peacetime

exciting

73%

distressed

20% beaten

6%

brief

original

70%

reviewed

16% running

13%

wrong

extraordinary

70%

essential

16% doctored

13%

handshake

curious

66%

extraordinary

30% untidy

3%

misbehaviour

criminal

60%

revolting

26% wayward

13%

manse

broken

56%

mutilated

26% derived

16%

bloodshed

free

53%

corrupted

33% naughty

13%

still

original

53%

doctored

36% yawing

10%

quiet

awkward

50%

disturbed

40% spoilt

10%

Table 35.

Results for the thirty biased entries.
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Noun
bore

ENIGMA
dreadful

96%

Alternative-1
malformed
3%

Alternative-2
adapted
0%

follow-on

possible

96%

rum

3%

broiled

0%

lid

loose

96%

reformed

3%

running

0%

praise

vague

96%

formed

3%

broiled

0%

scowl

odd

96%

reformed

3%

brewed

0%

bass

fresh

93%

doctored

3%

developed

3%

shit

bad

93%

abnormal

6%

organised

0%

dearth

possible

90%

invented

6%

wrecked

3%

fart

swirling

90%

varied

6%

forged

3%

trail

fresh

90%

cracked

6%

ill-formed

3%

footprint

abnormal

86%

bad

13%

used

0%

stranglehold

possible

86%

converted

6%

fluid

6%

trace

curious

86%

compounded

13%

broadcast

0%

allure

extraordinary

83%

made-up

16%

converted

0%

lunatic

potential

80%

converted

16%

original

3%

default

complicated

76%

assorted

13%

ruined

10%

hen

minced

76%

jumbled

23%

reviewed

0%

olive

abnormal

76%

random

23%

disrupted

0%

saint

poor

76%

suspect

23%

arranged

0%

moral

free

63%

hashed

26%

repaired

10%

pathos

original

63%

riotous

23%

volatile

13%

hare

chopped

60%

tricky

33%

warped

6%

pulse

cooked

40%

dizzy

40%

fantastic

20%

sorting

free

40%

perverse

56%

amiss

3%

honey

ground

23%

dressed

56%

damaged

20%

alto

extraordinary

20%

shaky

80%

entangled

0%

knockout

free

13%

staggering

86%

mutilated

0%

mixer

scattered

13%

novel

73%

arranged

13%

oath

incorrect

13%

complicated

86%

cooked

0%

goodwill

ill

3%

suspect

73%

broadcast

23%

Table 36.

Results for the thirty unbiased entries.
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4.5.4 Discussion of Evaluation
It is interesting to note that in the case of the nine negative results, in which the null
hypothesis was not rejected (awkward quiet from the biased set and from cooked
pulse down to ill goodwill in the unbiased set), there are only two entries where it
seems that the subjects were unable to agree on the most apposite adjective. In these
two cases, listed in Table 37 below, it is clear that the adjective selected from the
lexicon is simply not an apposite modifier for the noun received as input. However, in
the remaining seven cases there was significant agreement amongst the subjects, but
this agreement did not chime with the choice made by the system. The interpretation
of these negative results is rather subjective. It could be that ENIGMA chose a good
modifier, but the control set included an even better one, or it could be that the control
set included a passable modifier and the adjective chosen by ENIGMA was not up to
scratch. These seven entries are shown in Table 38, and I consider some of the
circumstantial factors that could have contributed to these negative results below.

Noun
quiet

ENIGMA
awkward

Alternative-1
50% disturbed

Alternative-2
40% spoilt
10%

pulse

cooked

40% dizzy

40% fantastic

Table 37.

20%

Negative results in which there was no significant favourite.

Noun
sorting

ENIGMA
free

Alternative-1
40% perverse

Alternative-2
56% amiss
3%

honey

ground

23% dressed

56% damaged

20%

alto

extraordinary

20% shaky

80% entangled

0%

knockout

free

13% staggering

86% mutilated

0%

mixer

scattered

13% novel

73% arranged

13%

oath

incorrect

13% complicated

86% cooked

0%

goodwill

ill

3%

73% broadcast

23%

Table 38.

suspect

Negative results in which there was a significant favourite, but it differed from

the choice made by the system.

Polysemy in the noun
The entry for pulse is interesting. Most subjects selected cooked, presumably on a
reading of pulse meaning an edible seed, whereas many also chose dizzy, presumably
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relating it to a reading of pulse meaning the rhythm of the arteries. The same may be
true for dressed honey where the option provided by ENIGMA is based on the sort of
honey that is made by bees, although of course it cannot in fact be ground, whereas
the subjects may have thought of honey as an attractive woman, although this would
also depend on how they read the polysemy in dressed so we cannot be certain.

Word association
Dizzy pulse is also interesting as, it seems to me at least, that a pulse itself cannot be
dizzy, although both dizziness and one’s pulse can be closely connected. The same
could perhaps be said of staggering knockout. Perhaps when faced with a forced
choice the subjects at times will fall back not on collocational information based on
dependencies, but on thematic associations of the sort derived by a bag of words
analysis.

Real world knowledge
Several of the choices made by ENIGMA had a culinary theme: boiled sausage, minced
hen, chopped hare and ground honey. The first three are certainly not prototypical
treatments of the ingredient in each case, but they were readily agreed on by the
subjects. However, the fourth was largely rejected, perhaps because it had crossed a
line into an assertion that is not physically possible -one cannot grind a liquid
substance - rather than one that is merely unusual or faintly implausible. I further
discuss the particular issue of fine-grained real world knowledge below.

Apposite Alternatives
In a couple of cases an alternative was simply very apposite. Shaky alto was much
preferred to extraordinary alto, and complicated oath was preferred to incorrect oath,
although in each case ENIGMA’s selection appears to me, at least, to be valid. As
discussed above this demonstrates limits to ENIGMA’s coverage; ideally shaky would
not have been available for random selection as ENIGMA would have marked it as a
possible fit to alto.
Overall then the results are very encouraging. Although the process of aligning
adjectives to nouns without direct precedent involves trying to map elements of
semantics that include some implicit knowledge about the real world the system got it
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right 85% of the time. Looking at the negative results in more detail also suggests that
where ENIGMA was not successful in matching the subjects’ choice there may be other
factors at work since in most cases there was agreement among the subjects, leaving a
subjective judgement open as to the reasonableness of the selection made by the
system in some of the negative results.

4.6

Baseline Comparison

At the start of this chapter I explained why I thought that the Russian Doll algorithm
described in Chapter 3 would not suffice for this task. To see how the generalized data
extracted via dependencies improved on cooccurrence data I used the Russian Doll
algorithm to generate a baseline for comparison. The association score for each
adjective when combined with the test noun is shown below in Table 39 - pairings
scoring above the threshold of 0.40 are highlighted. The Russian Doll algorithm
selected at least one of the three possibilities in 14 of the 60 sample entries, and in 11
of these 14 cases the adjective favoured by the participant group scored over the
threshold. In four cases there were two adjectives that passed the threshold, and in
three cases the chosen adjective did not match the choice made by the group. This
shows that it is possible for a system based on cooccurrence data to replicate the
performance of the collocational semantic lexicon some of the time, but because the
data is not generalized it lags far behind in coverage.
Noun
bass

Adjective-1
doctored

Adjective-2
0.00 developed

microbiology

poached

0.00 extraordinary 0.00 essential

0.27

spice

ordered

0.05 mixed

1.00 modified

0.00

brand

odd

0.08 warped

0.11 minced

0.00

slice

haphazard

0.01 fresh

0.72 organised

0.00

wrong

doctored

0.00 extraordinary 0.22 essential

0.30

bell

broken

0.43 fabricated

0.00 wandering

0.07

alto

extraordinary 0.12 entangled

0.00 shaky

0.72

enumeration

rum

0.00 dreadful

0.00 curious

0.00

bloodshed

corrupted

0.38 free

0.14 naughty

0.00

misbehaviour

criminal

0.45 wayward

0.98 revolting

0.25

summerhouse broken

0.38 regulated

0.00 flurried

0.00

sanction

runny

0.00 curious

0.01 translated

0.00

bombing

criminal

0.24 suspect

0.11 assembled

0.19
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Adjective-3
0.00 fresh
0.04

Noun
shit

Adjective-1
abnormal

Adjective-2
0.00 organised

Adjective-3
0.00 bad
0.31

stranglehold

converted

0.00 possible

0.05 fluid

0.00

saint

poor

0.21 suspect

0.07 arranged

0.17

peacetime

distressed

0.05 exciting

0.00 beaten

0.00

still

original

0.29 yawing

0.00 doctored

0.00

trail

fresh

0.27 ill-formed

0.00 cracked

0.17

pulse

fantastic

0.18 dizzy

0.46 cooked

0.47

slip

spun

0.08 careless

0.62 fiddly

0.00

handshake

extraordinary 0.35 untidy

0.06 curious

0.27

default

assorted

0.00 ruined

0.00 complicated 0.29

realization

rectified

0.00 naughty

0.02 fresh

0.13

anvil

corrected

0.00 blended

0.00 broken

0.20

pathos

volatile

0.16 original

0.10 riotous

0.40

teenager

varied

0.16 untrue

0.28 awkward

0.55

oath

cooked

0.01 incorrect

0.03 complicated 0.04

quiet

disturbed

0.22 awkward

0.20 spoilt

0.00

stable

broken

0.29 rectified

0.00 fiddled

0.00

theorem

mutilated

0.00 bizarre

0.00 minced

0.00

coating

ruptured

0.00 fresh

0.18 wandering

0.00

follow-on

rum

0.00 possible

0.08 broiled

0.00

fart

swirling

0.00 forged

0.00 varied

0.00

lid

running

0.13 loose

0.52 reformed

0.00

manse

mutilated

0.00 broken

0.39 derived

0.00

hen

reviewed

0.00 jumbled

0.00 minced

0.05

allure

made-up

0.00 extraordinary 0.24 converted

0.00

footprint

abnormal

0.00 bad

0.05 used

0.04

praise

formed

0.00 broiled

0.00 vague

0.20

goodwill

suspect

0.00 ill

0.25 broadcast

0.00

knockout

staggering

0.00 mutilated

0.00 free

0.09

dearth

possible

0.23 invented

0.00 wrecked

0.16

scowl

brewed

0.00 odd

0.15 reformed

0.00

olive

abnormal

0.00 random

0.00 disrupted

0.23

shriek

processed

0.00 rioting

0.00 confused

0.23

hare

tricky

0.08 chopped

0.00 warped

0.49

trace

compounded

0.00 curious

0.21 broadcast

0.00

honey

damaged

0.07 dressed

0.69 ground

1.00
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Noun
bore

Adjective-1
malformed

Adjective-2
0.00 adapted

Adjective-3
0.00 dreadful
1.00

itch

vague

0.18 twisty

0.00 fancy

0.10

mixer

novel

0.00 scattered

0.27 arranged

0.51

orphan

assorted

0.06 awkward

0.13 ordered

0.00

moral

repaired

0.00 hashed

0.00 free

0.17

brief

original

0.46 reviewed

0.00 running

0.66

lunatic

potential

0.05 converted

0.00 original

0.32

sorting

perverse

0.00 amiss

0.00 free

0.12

sausage

boiled

0.87 curious

0.11 zany

0.00

reward

dreadful

0.09 processed

0.02 malformed

0.00

Table 39.

Scores for each adjective against the noun using the Russian Doll algorithm

described in Chapter 3. The threshold is 0.40.

4.7

Discussion

The evaluation produced positive results, so from a pragmatic viewpoint the exercise
was successful and the lexicon is a useful tool in ENIGMA’s armoury. However, from a
theoretical standpoint the exercise raises some interesting questions about the
classification of meaning. Specifically, the process of generalizing relations using
WordNet implies that there must be some isomorphism between the hyponymy
hierarchies within WordNet, and the domains of things that can participate in various
real world relationships. There is some support for this assertion, at least implicitly, in
the literature: Shi and Mihalcea (2005) use WordNet to unpack the selectional
restrictions defined in FrameNet and VerbNet; Lin (1998a) uses WordNet as a
standard against which to evaluate a machine-generated thesaurus based on a
collocational similarity measure, and in the construction of SemFrame, Green, Dorr
and Resnik (2004) combine LDOCE verb senses with WordNet synsets to infer high
level semantic frames for groups of verbs of the sort found in FrameNet.
Green et al. (2004) point out in their discussion of SemFrame that although Fellbaum
(1998: p5) proposes that the structure of WordNet shares some isomorphism with
frame semantics, this does not hold when thinking of semantic classes of verbs, nor
when dealing with domain specific semantics. The problem here is that WordNet is a
static resource; any given release of WordNet fixes the relationships that hold
between the synsets, and this imposes constrained relational structures. Hindle (1990)
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presents “an approach to classifying English words according to the predicateargument structures they show in a corpus of text”, as opposed to a static
classification in a dictionary or thesaurus. Further to this, Kilgarriff (1997) proposes
that word senses only amount to clusters of collocations that are large and distinct
enough to be salient, for some purpose or in some context. In other words he argues
that it is not possible to create a static resource that captures a hierarchical
classification of meanings, since meaning is too dependent on domain, context, style,
register and other contextual factors.
ENIGMA’s collocational semantic lexicon performed well in the evaluation (and in the
end-to-end evaluation presented in Chapter 7) and that suggests that a static resource
can represent meaning up to a point, but it seems that there are limits. Looking at the
data in more detail, there are many examples of situations in which collocations
evidenced in the BNC do not map straightforwardly onto WordNet groupings, for a
number of different reasons that further evidence Kilgarriff’s scepticism about word
senses.

Ranged data
Colours are often cited as an example of meaning that does not translate across
cultural boundaries. Since the colour spectrum is continuous the point in that
spectrum at which colour is labelled differently is arguably rather arbitrary. So,
although some objects that share the same colour may also share other features, this
need not be the case. The lexicon entries for yellow and red both include the synset
flower and therefore a wide range of plants are assumed to be red or yellow in colour,
since they are hyponyms of flower and there was sufficient coverage of this large subtree for both red and yellow for ENIGMA to form a generalization. This problem arises
because of the distinction between the basis on which plants are grouped in WordNet
(which is based on biological features) and the combination of the colour of their
petals (which is largely incidental) with the quantization of these colour values into
words (which is arbitrary). In practice, then, many of the generalizations made by the
system with respect to individual items are in fact really generalizations that certain
things can be coloured. The real-world knowledge that vehicles and flowers can be all
manner of colours can be generalized from the use of language in the BNC, but the
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fact that fire engines and roses are prototypically red and ambulances and lilies are
prototypically white is not.

Synecdoche
One might expect that the entry for broken would include a generalization about
limbs, or parts of the skeleton. In practice the BNC lists some actual bones that are
broken, but it also includes loci such as ankle, shoulder, finger or leg that are in
different sub-trees within WordNet. One might argue that in the collocation broken
finger the word finger takes on a different sense than in common parlance, and means
specifically one of the bones in the finger. If we added this new sense into WordNet
then that would solve the problem, but there would be very many new senses to add. I
don’t think that synecdoche leads to false positives, because of the need for coverage
to justify generalization, but it does inhibit the recognition of certain sub-trees.

Figurative speech
A similar issue arises with figurative speech. Many of the collocations that could not
be generalized are idiomatic or figurative in nature, for example red mist, broken
heart, abuse alcohol (direct object) or eyes cloud (subject verb). Being noncompositional in meaning they cannot tell the system anything about how the relation
behind the collocation can be generalized, indeed they would ideally be removed from
the extracted data set prior to generalization to reduce noise. In such instances one
could assert that the word sense is no longer a new sense of the noun based on the
collocation, just a different, complex word with its own sense that happens to have the
noun as a substring. ENIGMA attempts to locate non-compositional collocations such
as these and indeed treats them in just such a fashion, as an idiomatic unit.

Domain specific vocabulary
In addition to eggs we find that goals and passages can also be scrambled in the
BNC. This occurs because the BNC includes sports coverage, an idiolect with its own
peculiar grammar and its own bespoke collocations. In WordNet there is one sense of
scrambled: “thrown together in a disorderly fashion”. In practice the adjective takes
on various meanings, each with its own selectional constraints on the argument, such
as: physically mixed and stirred, specifically in the collocation scrambled eggs;
obfuscated through encryption, in the context of data; disordered and ineffectual, in
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the context of cognition, or pressured and uncontrolled in the context of football
commentary. In theory these different groups of meaning will cluster into different
sub-trees, but in practice sparsity coupled with the fact that such domains do not
always overlap with WordNet’s lexicographer file numbers nor its hyponymy
structure sometimes prevent such narrow senses from emerging. In statistical NLP a
larger corpus doesn’t always help with rare events; there are more occurrences but
they remain just as rare. However, in this sort of generalization a larger corpus could
help to identify more unusual groupings as the coverage relates to the hierarchy not to
occurrences in the corpus. The culinary sense of scrambled will always be a single
entry or collocation regardless of corpus size, since other ingredients are not
scrambled, but it is possible that enough evidence will be amassed for one of the other
senses to emerge given a large enough corpus, although it would also rely on the
evidenced nouns being fortuitously positioned in the WordNet hierarchy.

Predicate polysemy
The domain-driven polysemy of scrambled does not just present a problem in terms
of granularity; it represents a higher order effect that it is hoped will emerge from the
generalization process. For example, generalizations from collocations such as broken
vase, broken beam, broken leg, and broken computer to some extent define different
senses of the word broken. I think it might be interesting to attempt to cluster the
generalized data given the WordNet senses of the adjectives or verbs behind each
relation, or the selectional constraints defined in VerbNet, but this is outside the scope
of this thesis. For now, predicate polysemy simply makes the process harder, since the
system is effectively trying to generalize on the basis of multiple data sets thrown
together into a single unordered collection.

WordNet Senses
During first-pass disambiguation the system relies on the word senses defined in
WordNet. Although WordNet is remarkably fine grained in many places some synsets
are missing a common meaning: for example there is only one entry for kidney in
WordNet, namely an organ of the body, and this prevents the collocation grilled
kidney from being included in the generalization about food. This is an inevitable
consequence of relying on manually curated data sources.
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WordNet Topology
The WordNet topology is very uneven, and this means that constraints such as arcdistance have a different impact in different parts of the structure. For example, the
synset Irish_water_spaniel is five edges away from the synset for dog, too far to be
included in the sub-tree. However, most modifiers that apply to dogs will most likely
also apply to Irish water spaniels. Conversely the synsets bleach and
deus_ex_machina have an arc-distance of three, but probably rather less in common
when it comes to adjective modifiers. I think it might be helpful for the arcs in
WordNet to be weighted so that arc distances are easier to compare, but this would
also introduce further bias in the system toward particular features of the synsets. Arcdistance can be weighted using depth, but this is also quite a haphazard heuristic as
depths cannot be meaningfully compared across the structure either.
At the heart of much of this discussion is that fact that the lexicon described in this
chapter lies on the boundary between linguistic resources and knowledge about the
real world. The connections that form the links between synsets in WordNet are based
on some subset of the features of each concept, but the relations considered by
ENIGMA

may not interact with these features and so the WordNet hierarchy is, as it

were, in the wrong dimension. Ideally, there would be lots of different hierarchies for
different features, as is the case with some ontologies, and we might imagine that
there could be a high-level concept of red things subsuming certain flowers and
certain motor vehicles along some other dimension to the current hierarchy. However,
even this sort of resource, in my view, would not be sufficient as it implies that there
is such a thing as the set of red things, in this example. Kilgarriff (1997) shows that
meaning is too dependent on context for the notion of word senses to function as we
might like them to, and Gropen et al (1991) show through their analysis of the
domains of fill and pour that the feature sets through which a particular noun seems
apposite as the direct object of a verb can be complex in nature.
In addition to the linguistic context there is also an epistemic context that governs
what we mean by sets such as red things, things that can be thrown, things that can
govern, and so on. For lexicographers these sets should be prototypical exemplars, for
many NLG applications they should be typical, for NLP they should be likely, and for
ENIGMA

they need only be plausible. This suggests that even if we had a dynamic,
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multi-dimensional resource that described subsumption using a wide range of feature
sets, it would still be too static as the notion of subsumption would be geared to the
needs of a particular application or research interest.
In spite of these limitations, it does seem that WordNet can be used to generalize the
dependency relations that I mined from the BNC in a useful way. A key benefit of
generalizing relational data mined from a corpus over the approach of annotating
semantic role data is that the granularity is much finer. Although there are many
occasions where it seems that the axis behind a semantic relation lies in some
different dimension to the world of WordNet, the fine granularity and cautious
parameterization of the expansion process prevent these irregularities from
dominating the resulting lexicon. Instead, most of the entries contain a large number
of small generalizations, preserving enough of the granularity of the original extract to
be able to cope with some of the difficulties listed above, whilst still allowing for
enough generalization to tackle data sparsity. When things go wrong it is therefore
more commonly the case that positive results are missed rather than that false
positives are introduced. As for the subsumption model, the lexicon has been
configured with ENIGMA in mind, and so the entries list not just prototypical or typical
examples but also probable and plausible ones too.

4.8

Sample Output

The following figures illustrate some sample entries from the collocational semantic
lexicon. Each figure contains three sets: generalizations, single entries and
collocations. The words in the ‘generalizations’ set are the short descriptions of
WordNet synsets that represent the root of a generalization sub-tree. In other words,
the entry aviator among the generalizations for naval indicates that according to the
lexicon any hyponym of the synset aviator can be modified by the adjective naval.
The set of ‘single entries’ lists colligands evidenced in the corpus that could not be
generalized but that had a significant log-likelihood. The ‘collocations’ set lists
supposed collocations; these represent a top-slice of the single entries across the
lexicon as a whole with log-likelihood scores in the 95th percentile. The data has been
reformatted to make it easier to read.
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naval
generalizations: training, aviator, gathering,
army_unit, military_action, activity, unit, team, vessel,
war, military_officer, commissioned_military_officer,
warship, ship, military_unit, body,
single entries: engineer, midshipman, cadet, yard,
uniform, helicopter, frogman, aviator, supremacy,
presence, tradition, academy, tactic, victory, expert,
strength, chronicle, port, fighter superiority, auxiliary
shipyard, capability, historian, rating, policy, unit,
fleet, people, expenditure, code, activity, defeat,
hospital, store, surgeon, observatory,
collocations: base, officer, dockyard, architect, gun,
reserve, vessel

Figure 42. Nouns that can be modified by the adjective naval.
succeed
generalizations: activity, operation, proceeding, due
process, undertaking, creator, litigant
single entries: strategy, ontology, lordship, movie,
grandson, insurgency, child, troop, mother, coalition,
outwork, system, alliance, sympathizer, sorcerer,
warning, chemist, predator, customer, solicitation,
commoner, protester, tactic, smoker, government, son,
pedagogue, conspiracy, plan, man, scientist, film,
resource, pursuer, lassitude, hubris, prohibition,
policy, challenge, argument, revolution, generation,
seller, team, party, company, initiative, purist, union
collocations:

Figure 43. Subjects of the verb to succeed.
witness
generalizations: change, military action, group
action, change of location, affair, show, transformation,
mishap, ending, happening, beginning, movement
single entries: practice, achievement, heroics,
untidiness, signature, discovery, retirement, comforter,
night, spectacle, squabble, determination, number,
robbery, tension, event, soldier, moment, retreat,
massacre, suffering, reduction, polarization, process,
day, sordidness, hubris, act, attempt, row, charter,
downturn, will, activity, expansion, document, debate,
impudence, abomination, sight
collocations: murder

Figure 44. Direct objects of the verb to witness.
wrest
generalizations:
single entries:
collocations: leadership, contract, title, power,
kind, compensation, victory, management, territory,
initiative, prize, dominance, allegiance, crown, plate,
living, increase, blessing, control, place, status, arm,
key, superiority, literature, agreement, harem, land,
success

Figure 45. Direct objects of the verb to wrest; it is a rare word and the system only lists
candidate collocations.
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Table 40 illustrates the way that the lexicon is used by ENIGMA listing a sample set of
nouns accompanied by an adjective indicating that an anagram is required. Some of
the nouns are whole word anagrams, others form elements of longer anagrams or
wordplay.

Noun
birch

Anagram keywords selected by ENIGMA
broken scattered

berry

chopped fresh spilled wild

lamb

boiled chopped cooked fresh grilled minced roast

crosswind

bad fresh swirling

lion

wild

regime

corrupt bad bizarre complicated confused crazy cunning curious developed
dreadful essential exciting exotic extraordinary false fantastic foolish fresh
modified novel odd original peculiar poor possible potential revolutionary
rough strange unusual vague varied weird wild

torso

beaten mad mangled mutilated twisted writhing

water

boiled fresh rough running spilled swirling troubled tumbling wild original used
loose treated

bird

dicky exciting exotic unusual boiled chopped cooked grilled minced roast bad
distressed fancy mad mutilated naughty poor stupid swirling wild confused
curious excited funny odd original sad shaken silly strange

yellow

abnormal extraordinary potential surprising unnatural

ginger

chopped fresh ground wild extraordinary

yarn

false fancy original possible silly spun broken loose twisted writhing

belle

bad distressed fancy mad naughty poor stupid wild

decline

sad

cure

potential

Table 40.

A sample of nouns with all of the adjectives selected by ENIGMA for use to

indicate an anagram with the noun in question.
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Chapter 5 Creating Clues
This chapter describes the task of transforming clue plans, messages which encode
possible strategies for writing clues for a given light, into cryptic crossword clues with
an idiomatic surface reading and an underlying, hidden, puzzle reading that must be
inferred for the clue to be solved. This task is chiefly about lexicalization: the process
of choosing words that “adequately express the content that is to be communicated”
(Stede, 1993: 1). I show through an analysis of the data behind clue plans that this
process is combinatorially explosive, and present a bottom-up approach that
aggregates successively larger chunks of the clue starting with the leaves of the clue
plan as it works toward a complete clue. This approach allows syntactic and semantic
selectional constraints to be applied at every step in the expansion of the clue plan,
reducing the proportion of the search space that the system has to consider while
ensuring that it is exhaustively searched.
The goal of expressing the “content” of the clue plans is unusual and challenging in
the context of ENIGMA, since this content applies only to the puzzle reading of the
clue. The generated output must also introduce a surface reading that is unrelated to
the content of the clue as puzzle, but links into it through a reinterpretation of the
words used. Generating texts with multiple layers of meaning is not a common NLG
problem, though it has been done before, most notably in the work on computational
humour (Ritchie, 2001; Ritchie, 2005; Binsted, 1996; Attardo et al, 2002; Raskin,
1996) and poetry generation (Manurung, 1999; Manurung et al, 2000a; Manurung et
al, 2000b). The approach taken in computational humour is to build a semantic
representation of the joke that includes its multi-layered features - such as Binsted’s
SADs (Binsted, 1996) or GTVH (Attardo et al, 2002) – and then use standard NLG
techniques for lexicalization. Generating poetry is similarly complicated by the lack
of a “strictly informative goal” (Manurung et al, 2000a: 2), and the approach that they
describe is to start with a pool of semantic representations and use an evolutionary
algorithm to construct texts using arbitrary mixtures of these snippets of meaning and
then evaluate the quality of the resulting poem using heuristics.
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The approach presented in this chapter is rather different; the system starts with a
semantic representation of the puzzle and uses that representation to set the bounds on
a process of constructing arbitrary chunks of text some of which can be combined to
form a clue text with a novel semantic representation discovered during generation. I
call this process Natural Language Creation (NLC) since it does not map a semantic
representation onto text (NLG) or vice versa (NLU) and it doesn’t combine these
processes through interleaving or reflection (compare Neumann, 1998). Instead
ENIGMA

performs NLG and NLU tasks in parallel creating both text and

representation at the same time.
The implementation relies on a notion of chunks, wherein each chunk corresponds not
to some syntactic unit of the text, but to a unit of meaning in the puzzle – an Anagram
perhaps. These units are then attached to each other, following the word order rules of
cryptic clue convention, and syntactic and semantic selectional constraints are then
applied to these attachments to ensure that the emerging surface text, the rabbit that is
being slowly drawn from the hat, will read like a fragment of natural language, and
not just some random assembly of verbiage. As chunks are successively merged
together their syntactic role changes, and the constraints used to determine further
attachments must evolve. Since there is no syntactic frame for the clue as a whole,
because the surface reading is just epiphenomenal, the grammatical rules are
embedded into the objects that represent chunks and inter-chunk relationships. Since
the system is constructing meaning as well as text, the grammatical rules that govern
chunk attachments are underwritten by constraints on meaning which are checked
using the information mined from corpora that is described in the previous chapters.
Although there has been some work on using collocational information (Langkilde
and Knight, 1998) or changes in role (Elhadad et al, 1997) to control variety in lexical
choice, ENIGMA takes this further in using corpus data to underpin lexical choice
decisions that are not constrained by content.
The design of the generation system draws on Object Oriented Programming
paradigms in representing the grammar rules through a class structure, and
encapsulating this information inside the objects that represent each chunk. The
process of determining which chunks can attach to each other is then computed by the
chunks themselves, and so the whole process is driven bottom-up with no overarching
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control mechanism. Although ENIGMA’s generator is bespoke in design, there are
some interesting parallels: the grammar rules are outward looking, with elements
defined through their potential interactions rather than the structure of their
composition, rather like Combinatory Categorial Grammar (Steedman, 2000; Clark et
al, 2002; Clark et al, 2004); potential pieces of the resulting text and meaning are
assembled offline and then connected together, rather like the chart-based generation
system described in Kay (1996), or the use of lexicalized tree adjoining grammars for
generation as described in Shieber et al (1990). As with chart-based generation
caching is crucial to the performance of the system. Unusually the structure is flat, in
that attachments can only be made to either end of the text, whereas the algorithms
that typically support offline assembly such as TAG (Kroch and Joshi, 1985) are
represented as trees so that pieces of text can be inserted in any valid location. The
flat structure is a response to the hard constraints on word order imposed by the
puzzle reading, although it does in turn benefit the system by keeping things a little
simpler.
This chapter begins with a review of the structure of clue plans, followed by an
analysis of the scale of lexical choice in crossword clues. I revisit the domain
grammar that underpins the puzzle reading represented by the clue plans, since this
reading of the clue is the data that drives the process of aggregation, and I then
explore the process of unpacking that data and consider the range of opportunities for
lexicalization on offer to the system. Finally I describe in detail the design and
implementation of the generation engine and how the chunks govern their own
attachments through embedded syntactic and semantic constraints.

5.1

Clue Plans as Input

In Chapter 1 I conducted a review of the domain expert literature for cryptic
crosswords (Macnutt, 1966; Stephenson, 2005; Gilbert, 1993; Balfour, 2003; Greeff,
2003; Manley, 2001; Kindred and Knight, 1993). This review determined the
information requirements for the system and also enabled me to construct the simple
grammar based on a taxonomy of the types of cryptic clue I decided would be in
scope for ENIGMA presented in Figure 46, and described in more detail in Chapter 1.
For a given light (the solution word that the solver needs to enter into the grid) the
input to the generation component consists of a list of clue plans, each of which is a
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production of this domain grammar indicating a strategy that could be employed to
write a cryptic crossword clue for that particular light.

Clue:
|

Definition Puzzle
Puzzle Definition

Definition:
|
|

Synonym†
Generic
Exemplary

Generic

Indication† Hypernym†

Exemplary

Hyponym† Indication†

Puzzle:
|
|
|
|
|

Definition
Anagram
Homophone
Charade
Container/Contents
Reversal

Anagram
|

Indication† AnagramData†
AnagramData† Indication†

Homophone
|

Indication† Definition
Definition Indication†

Charade:

Puzzle Indication† Puzzle

Container/Contents: Puzzle Indication† Puzzle
Reversal:
|

Indication† ReversePuzzle
ReversePuzzle Indication†

ReversePuzzle:
|
|

Definition
Charade
Container/Contents

Figure 46. The Domain Grammar for cryptic crossword clues. Items with daggers are
terminals.

Figure 47 and Figure 48 show tree representations of a clue plan for a simple clue in
which the light NOISELESS is clued by an Anagram puzzle of the word lionesses.
Figure 47 conforms closely to the domain grammar shown in Figure 46 in that it
shows inheritance relationships (such as the fact that Anagram is a type of Puzzle) as
well as composition relationships (such as the fact that a Clue consists of a Definition
and a Puzzle).

177

Clue

Definition

noiseless

Puzzle

SimplePuzzle

Anagram

lionesses

Figure 47. A Clue Plan for NOISELESS given by an Anagram of lionesses, including
both composition and inheritance relationships.

Since clue plans are data messages there is no need to represent these underlying
inheritance relationships to describe them 71, and so throughout the rest of this chapter
I represent clue plans using only the composition relationships through which the
components of the clue are combined, as shown in Figure 48. These clue plans are
akin to a document plan (Reiter and Dale, 2000) in that they express what the clue
will say, at the level of the puzzle reading. They form the input to the realizer,
providing a skeletal structure onto which the (independent) surface text and
representation will be fitted.

CLUE

DEFINITION

ANAGRAM

noiseless

lionesses

Figure 48. The simplified Clue Plan for NOISELESS given by an Anagram of lionesses,
including composition relationships only.

71

The inheritance relationships are of course represented in the underlying code.
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5.2

Lexicalization Options

Generating the puzzle readings is a straightforward task; ENIGMA simply needs to
unpack the clue plan combining the different lexicalization options for each of the
elements. The thesaurus lists various synonyms for noiseless, such as mute, soundless
or still, and, since ENIGMA can also represent the definition of the light using
homographs, still could be used as an adverb or as a verb, providing that it is not
inflected. This ban on inflection is imposed by the Ximenean guidelines to which the
system conforms; as Ximenes puts it “the veil mustn’t be so thick that the words can’t
bear the meaning intended” (Macnutt, 1966: 49). So, if the system chooses the verb
still to define noiseless it can incorporate it into the surface text as a verb, but it
cannot inflect it as there is no homograph of stills, stilled or stilling that can mean
noiseless.
The other important constraint that ensures a fair puzzle reading relates to word order.
The definition of the light must come at the start or end of the clue, and each keyword
must be adjacent to the words within the clue to which it refers. The clue plan in
Figure 48, then, must consist of a definition followed by an Anagram puzzle, or an
Anagram puzzle followed by a definition. The Anagram puzzle must itself consist of
the word lionesses preceded or followed by a keyword that indicates an Anagram. The
list in Figure 49 below presents some of the possible renderings that result from this
restriction - CLAWS (C5) tags are appended to each word denoting the part of
speech.

lionesses/NN2 off/AVP mute/VVB
cook/VVI lionesses/NN2 soundless/AJ0
still/AV0 lionesses/NN2 crazy/AJ0
hushed/AJ0 about/AVP lionesses/NN2

Figure 49. Sample realizations of the clue plan in Figure 48.

All of the renderings in Figure 49 function correctly as cryptic crossword clues, but
the surface readings of the first three are hopeless. The fourth happens to make a
passable clue; the reader can infer the missing content of this supposed fragment of
text, and presume that it means something like ‘someone kept some information about
some lionesses secret’. This surface viability comes about because of syntactic and
semantic links between the words that cue the reader to fill in the blanks and unpack
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that surface reading. Initially, I considered whether this process could be
implemented as a constraint satisfaction problem - see for example Power (2000) for a
discussion of a language generation task implemented as a CSP. However, since so
many of the constraints relate to the relationship between components of the surface
text that are unknown at the outset there is no set of variables to solve for. The other
tactic that I considered was over-generate-and-test; generating all of the possible
puzzle readings and then examining each one to determine if it could be a viable
surface reading. Such an approach could work as described in Neumann (1998) in
which a parser is run on generated forms to determine if they should be revised or
reformulated, effectively performing a full NLG step (to a text) and then an NLU
parse to check both grammaticality and also sense (recovering some representation).
However, an analysis of the data revealed that the search space for many of the clues
would be intractable, since lexical choice is so unconstrained. In the following section
I work through the assumptions on which I based my calculations in an attempt to
provide a feel for the space that ENIGMA must explore, and I then go on to present the
bottom up hybrid NLG/NLU algorithm through which ENIGMA constructs cryptic
clues.

5.3

Analysing the Data

I considered each of the clue types within scope, first as simple clues and then as
complex clues, and estimated a range of lexicalizations per clue plan for each type.
The number of orderings and the number of choices of keyword are each determined
by the clue type, but the number of definitions for the light and for components of the
clue will depend on the light in question. Figure 50 plots the number of synonyms for
each term in the lexicon as a percentile, and I used this data as a basis for estimation,
setting the minimum number of definitions to 1, the maximum to 40 (a round number
close to the 90th percentile) and a mid-range estimate to 10 (a round number close to
the 50th percentile). In practice the actual number of definitions available will be
higher, because of the use of homographs.
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Figure 50. Percentiles for the number of synonyms per entry in the lexicon.

5.3.1 Two Meanings
A Two Meanings clue is composed of two definitions of the light combined in a short
phrase, or simply juxtaposed. If there are d definitions then there will be d2
combinations to be checked against each frame with two arguments. The words can
be combined in either order, so there are 2d2 combinations. Using the minimum, midrange and maximum approximations for d described above, this gives a range of 2 –
200 – 3,200
5.3.2 Anagram
A simple Anagram clue consists of a definition of the light, a keyword indicating
Anagram and then the anagram itself. ENIGMA has a list of around 400 keywords
indicating Anagram, so there will be 400d vocabulary options. The definition can
come before or after the Anagram puzzle, and within the puzzle the keyword can
come before or after the anagram, so there are 4 possible ordering permutations,
giving 1,600d possible lexicalizations, and a range of 1,600 – 16,000 – 64,000.
5.3.3 Reversal and Homophone
A simple Reversal clue consists of a definition, a keyword indicating Reversal and a
definition for the string to be reversed. There are around 50 reversal keywords, so
there will be 50de vocabulary options, where d is the number of definitions for the
light, and e the number of definitions of the string to be reversed. As with Anagram
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there are 4 ordering permutations, so there are 200de possible lexicalisations, giving a
range of 200 – 20,000 – 320,000. The same range applies to simple Homophone
clues.
5.3.4 Charade and Container/Contents
A simple Charade clue consists of a definition, a keyword indicating Charade and a
definition for each of the strings that are to be run together. Again there are around 50
keywords available, so here there are 50def vocabulary options, where d, e and f are
the number of definitions of the light, the first string and the second string
respectively. The keyword must come between the two arguments, so there are only 4
ordering permutations, giving 200def lexicalizations and a range of 200 – 200,000 –
12,800,000.
These calculations are summarised in Table 41 below, which shows the minimum,
mid-range and maximum approximations for the number of possible lexicalizations of
each clue type. The maximum value for Charade and Container/Contents clues
requires three components of the clue to have a number of synonyms at or above the
90th percentile, so only one in a thousand Charade or Container/Contents clue plans
are likely to require this much processing. Using heuristics it would still be possible to
fully process most of the clue types within scope and locate an optimal solution with
exhaustive search.
Clue Type
Two Meanings
Anagram
Reversal
Homophone
Charade
Container/Contents
Table 41.

Minimum
2
1,600
200
200
200
200

Mid-range
200
16,000
20,000
20,000
200,000
200,000

Maximum
3,200
64,000
320,000
320,000
12,800,000
12,800,000

Approximate minimum, mid-range and maximum lexicalizations for simple

clues based on each of the clue types in scope.

5.3.5 Complex Clues
If ENIGMA were to operate solely at the level of simple clues, then, it seems that clue
plans with a single argument to the puzzle will yield up to several thousand
alternatives, and those with two arguments up to several hundred thousand, and
several million in a very small number of cases. It would take some time to process
clue plans at the upper end of this range, possibly many hours.
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However, a sizeable minority, if not the majority of clues in a typical broadsheet
crossword will be complex clues: a Charade or Container/Contents puzzle where one
or more of the arguments is itself a subsidiary puzzle. Consider, for example, this clue
for OMENED (Manley, 2001: 53):
Signified dire need after doctor returned (6)
This clue is a Charade with two subsidiary puzzles: the first element in the Charade is
MO written backwards (doctor returned) and the second an anagram of need (dire
need). These two subsidiary puzzles are combined with the keyword after into a
single puzzle element (dire need after doctor returned) and this is combined with a
definition (signified) to form the clue.
For a simple Charade I estimated the number of lexical permutations as 4 x 50 x def,
since there are 4 orderings, 50 keywords and three definitions each with some number
of synonyms expressed by the approximations d, e and f. A complex Charade such as
this would have 4 orderings, 50 keywords, a definition, an Anagram puzzle and a
Reversal puzzle. Table 42 shows the combinatorial explosion that would result.

Minimum
Mid-Range
Maximum
Table 42.

Orderings
4
4
4

Keyword
50
50
50

Definition
1
10
40

Anagram
1,600
16,000
64,000

Reversal
200
20,000
320,000

Total
6.4 x 107
6.4 x 1011
1.6 x 1014

Combinatorial explosion computing the options for a complex clue.

Although the largest total in Table 42 is very unlikely, since there are three elements
of the clue for which we anticipate a number of synonyms in excess of the 90th
percentile, a lot of the combinatorial explosion is driven by constant features such as
the number of keywords and the orderings. Even processing one generated clue per
millisecond, clues with minimal lexical variation would take several hours to process
and those with maximal variation would not complete in my lifetime.

5.4

Bottom-up Processing with Chunks

To reduce the size of this search space, ENIGMA processes each clue plan starting with
the leaves and realizing successively larger ‘chunks’ as it proceeds up the tree, since
this allows unfruitful combinations to be pruned early in the process, reducing the
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number of realizations that need to be examined. Each of these chunks is a fragment
of text corresponding to an element of the clue plan, such as a definition, a puzzle or
the whole clue. To explain how this works in some more detail consider the task of
writing a clue for NOISELESS based on the clue plan in Figure 48, which represents a
simple Anagram puzzle using the anagram lionesses.
ENIGMA first determines what chunks could correspond to the definition of noiseless,
and then which could indicate an Anagram of lionesses. Finally it tries to merge these
together to form a clue. The diagram in Figure 51 illustrates this process with some
example chunks for each stage.

Still wild lionesses (9)
Hushed lionesses wander (9)
…
CLUE

CLUE

DEFINITION

ANAGRAM

noiseless

lionesses

still (adj)
still (vb)
still (adv)
hushed (adj)
mute (adj)
mute (verb)
…

wild lionesses
lionesses are wild
lionesses wander
…
ANAGRAM

DEFINITION
noiseless

lionesses

wild (adj)
addle (verb)
wander (vb)
off (adv pr)
out (adv pr)
…

Figure 51. The process of realizing the clue plan chunk by chunk.

Including homographs there are ten definitions for the input string noiseless. To form
the clue each of these one-word chunks of text must be combined with one of the
chunks of text representing the Anagram puzzle, such as wild lionesses. These
Anagram puzzle chunks were themselves constructed by attempting to combine the
one-word chunk lionesses with each of around 400 one-word chunks indicating an
Anagram.

184

At a high level of abstraction, there are only two tasks that ENIGMA needs to perform
to construct clues using chunks in this way. First, it needs to be able to create chunks;
for example creating a chunk to represent the definition of noiseless, the string
lionesses, and each of the keywords indicating an Anagram puzzle. Then, it needs to
be able to merge chunks together; for example merging the string lionesses with
keywords such as wild or off, or merging the renderings of the Anagram puzzle with
the definitions to form clues.
When a chunk is created there are no constraints to apply - ENIGMA creates chunks for
all of the definitions of noiseless, and for all of the Anagram keywords 72 – so chunk
creation introduces alternatives for onward processing. When chunks are merged
constraints are applied, as described below, and the number of possibilities is reduced.
Because of the constraints on word order the representation of the input string
lionesses and the keyword that indicates Anagram must be placed next to each other,
and ENIGMA takes advantage of this fact by ensuring that the application of the
constraints that relate to this juxtaposition occurs before dependent juxtapositions,
such as between the resulting puzzle and the definition in this case, are considered.
For example, prepositions such as off or out can signal an Anagram, but they cannot
be applied to the noun lionesses. Similarly many adjectives can indicate an Anagram,
but only a few can reasonably apply to lionesses. As a result of these syntactic and
selectional semantic constraints being applied only a handful of the 800 or so options
to express an Anagram of lionesses are carried forward as valid chunks for further
processing, and in total less than 1,000 attempts to combine chunks are made. This is
a much more efficient approach than constructing all of the possible lexicalizations
and analysing them - in the case of this clue plan there are around 16,000, and for
complex clues, as shown above, the number could be orders of magnitude greater. In
total ENIGMA builds 174 clue plans for the light NOISELESS, and it is able to process all
of them in around 11 seconds.

72

Chunks representing keywords for the different puzzle types are pooled and reused to improve
efficiency.
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5.5

Chunks as Text Fragments

The surface readings of cryptic crossword clues rarely consist of whole sentences of
English, or even complete clauses. Like newspaper headlines they commonly consist
of a fragment of language in which the outstanding constituents that would be
required to form a full sentence are simply implied and left for the reader to infer. For
example, consider the complex clue cited above (Manley 2001:53) for OMENED:
Signified dire need after doctor returned (6)
The verb signified has an object but no subject, and it is up to the reader to imagine
some subject that is implied by the clue. Also, there are no articles (definite or
indefinite) attached to either of the nouns in the clue; again it is left to the reader to
assume that some particular need and some particular doctor are referred to, despite
the lack of a meaningful referring expression. This imposes requirements on the
semantics of the clue: there must be enough common content for the reader to be able
to infer something, otherwise the text will just appear to be nonsense. However, this
feature of clues also affords us an opportunity to make the generator efficient both in
terms of reducing branching in the search space, and also in terms of code reuse.
In NLP a chunk is commonly taken to mean a unit of structure within a sentence; a
“grammatical watershed of sorts” in Abney’s terms (1989: 1). For ENIGMA a chunk is
a fragment of text that corresponds to a unit of structure within the clue plan, such as a
definition, a subsidiary puzzle, or a clue. So each chunk represents a single node in
the clue plan, and therefore a single element within the informational content of the
puzzle reading, and also some fragment of the surface text. In Figure 52 below, the
clue plan for the OMENED clue has been annotated to show the text fragment that
relates to each node. Because the surface text only has to be a fragment then all of the
annotations in the figure could be valid surface texts in some other clue context, with
the exception of the definitions, since they contain only one word.
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signified dire need after doctor returned
CLUE
signified

dire need after doctor returned

DEFINITION

CHARADE

REVERSAL

ANAGRAM

doctor returned
doctor
omened

DEFINITION
MO

dire need
need

Figure 52. A clue plan for the OMENED clue annotated with fragments of text.

Each fragment of the surface text, then, is tied through the notion of a chunk to some
symbol in the underlying clue plan. Furthermore, since the clue itself is a fragment of
text rather than a complete clause, there is nothing special about the chunk
representing the whole clue as opposed to the chunks which represent its constituent
parts. All of the chunks in Figure 52 have the same features: each maps onto a node of
the clue plan, and each is a fragment of text that is semantically and syntactically
correct, but also semantically and syntactically incomplete. I noted above that only
two tasks are required to render clues from clue plans using chunks: creating chunks
from the terminals, and merging chunks together to form higher level units of the
structure. Putting these observations together it seems that a single type of entity, a
chunk, and two operations that can be performed on it, create and merge, should be
sufficient for ENIGMA to create an apparently meaningful, incidental surface text to
overlay a given clue plan.
A key feature of chunks in ENIGMA is that they are atomic: when chunks are combined
together they cannot interleave or nest. The reason for this is that each chunk
represents a part of the hidden meaning of the clue, and so any text inserted into it
would render the clue invalid. For example, in the NOISELESS clue, the chunk wild

187

lionesses, indicating an anagram of lionesses, can also be rendered predicatively as
lionesses are wild 73. If the adverbial qualifier still were added to this chunk and
attached to the adjective wild the result would be lionesses are still wild, and this is no
longer a valid clue as the definition word (still) is now embedded in the middle of the
wordplay puzzle, breaking the rules of the game. This means that the merge operation
that attaches chunks together can only consider juxtaposition or attachment via a
connecting word or phrase, such as a conjunction, so the sorts of derivation tree
operations one finds, for example, in approaches such as LTAG (Kroch and Joshi,
1985; Schabes et al, 1988; Shieber et al, 1990) cannot be used by ENIGMA.
The notion that a chunk should be the same type of entity across the whole process
dovetails neatly with core principles of Object-Oriented design. Each chunk
represents some part of the surface text, and a part of the puzzle, and also the
interaction between those two layers. If chunks are represented by a single type then
this type can encapsulate the points of interaction between the layers of the text. Since
chunks are atomic, they only need to expose features that are relevant to attachment at
the edges of the text. The rest of the text, and any internal complexity such as
subsidiary puzzles, can remain hidden, leading to further encapsulation. Rather than
writing a lot of procedural code to handle a range of possible syntactic or semantic
constraints, chunks as objects can react to and apply constraints through their
interactions with each other. For this to work chunks need access to the rules that
determine what constraints need to be applied when, so the rules of the grammar must
be encapsulated within the chunks. They must also exhibit polymorphism and behave
differently, and expose different type information, in different contexts. The following
sections describe the features of chunks that allow them to be encoded as objects that
encapsulate an ‘inside-out grammar’.

5.6

Extension Points and Erasures

Since chunks are atomic, each chunk can attach to another on its left, on its right, or
via an intermediary, something I call ‘upward attachment’. For example, a noun can
attach to its left to a verb, and in so doing it is considered to be its direct object.
Alternatively it could attach to its left to an adjective that modifies it, or to its right to
73

The Ximenean constraint that keywords must be adjacent to the words that they indicate is not
broken here, we should think of the words ‘are wild’ as the key phrase in this case.
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the verb of which it is the subject. This specification resembles Combinatory
Categorial Grammar (Steedman, 2000; Clark and Curran, 2002), in that each chunk is
syntactically defined by its relation to the chunks that can precede or follow it, and
also Abney’s LR Chunk Parser which explores the possible “attachment sites” of
chunks of text to determine syntactic ambiguities (Abney, 1989). In ENIGMA
attachment sites are encoded within each chunk as a set of three extension points: one
specifying the relationships that can occur to the left, another those that can occur to
the right, and the third specifying upward attachments. The term extension points is
more commonly used in plug-in architectures where an extension point defines the
interface between two components that can be connected together; this seemed like an
appropriate analogy for chunks in ENIGMA.

Example Expansion
capture wild lioness

Direction
Left

Attachment Type
Direct Object

beautiful, wild lioness
beautiful and wild lioness
really wild lioness
eaten by wild lioness

Left

Attributive Adjective
Modifier
Adverb Qualifier
Passive Agent

wild lioness is beautiful

Right

wild lioness hunts
wild lioness is hunting
wild lioness captured
wild lioness is captured
wild lioness keeper

Right

Predicative Adjective
Modifier
Subject

Right

Passive Subject

Right

wild lioness in savannah
wild lioness and tiger
tiger and wild lioness

Up
Up

Table 43.

Left
Left

Target
Active
Verb
Adjective

Erasure
lioness

Adverb
Passive
Verb

wild
lioness

Adjective

lioness
lioness

Noun Phrase

Active
Verb
Passive
Verb
Noun

lioness

Prepositional Phrase
Coordination

Noun
Noun

lioness
lioness

lioness

lioness

Sample extension points for the chunk wild lioness.

Table 43 lists the extension points for the chunk wild lioness 74. Each extension point
specifies an attachment type indicating the relation that will underpin the attachment,
and a target part of speech that constrains the target of the attachment. Many of the
extension points can result in multiple chunks being created since the text resulting
from the merge can be expressed in different ways. It is important that this sort of
variation of expression occurs when the new chunk is created through the attachment,
74

I used wild lioness rather than wild lionesses as an example so that I could include a noun phrase in
the example. Other than this there would be no differences other than the inflection of the verbs.
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and not during post-processing, so that variation does not lead to interruptions to the
ordering that would render the clue invalid. Most variations, such as the use of the
present continuous, are only valid in certain circumstances, so their use is dependent
on the type of the symbol in the clue plan for which the attachment is taking place.
The resulting chunks are all valid clue fragments and could be attached to other
chunks to form longer fragments of text, or could represent a whole clue.
Table 43 also lists an erasure for each extension point. This term is derived from
Object-Oriented Programming, and is usually taken to mean a simplification or
genericisation of a type through some interface (see e.g. Bracha et al, 2001). In the
context of a chunk an erasure is a simplification of the whole chunk into a
representative component which for the purposes of syntactic constraints can be
thought of as a type, such as part of speech. This is different from the notion of a
semantic- or syntactic-head that typically represents a chunk (see e.g. Abney 1989: 2)
because the “higher level unit of structure” (Manning and Schütze, 2002) to which the
chunk corresponds is not a unit of syntactic or semantic structure in the surface text,
but a unit of meaning within the clue plan, such as a particular Anagram puzzle. As a
result each chunk, and the chunks that compose it, is incomplete and can be
augmented in a variety of ways.
Most of the extension points in Table 43 specify the component lioness as the erasure,
with the exception of the Adverb Qualifier extension point which specifies wild. So, if
we are thinking of attaching beautiful to wild lioness, then the erasure of wild lioness
(the salient feature) is lioness, whereas if we are thinking of attaching really, then the
erasure would be wild. This concept of erasure allows the chunks to behave
polymorphically: interacting with different chunks in different ways depending on the
nature of that interaction. It is also important that the erasure specifies not just a type
(a part of speech in this context) but an instance of a type, specifically a component
of the chunk. The type of the erasure is used to resolve syntactic constraints, and the
instance is used to resolve semantic selectional constraints that apply not to parts of
speech but to words. A detailed explanation of how this works is given in the next two
sections.
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5.7

Applying Syntactic Constraints

The attachment type, direction and erasure type on the extension points define the
syntactic constraints for a given pair of chunks, dictating whether they can attach, and
if so on what basis. These constraints are constructed when a new chunk is created,
either from one of the leaves of the clue plan (the input strings), or through the
process of merging two existing chunks together. When a chunk is created from an
input string the extension points are a function of its part of speech. When a chunk is
created through a merge the extension points are a function of the extension points for
each of the chunks that has been merged and the attachment type under which they
were combined.

wild lioness

n > Subject > v

n < Subject < v

n > Pass. Subj. > v

n < Pass. Subj. < v

n > Adj. Mod. > a

adv < Adv. Qual. < v

n > Possessive > n

to < Infinitive < v

hunt

n > NP > n
n > Phr. D. Obj > prep.
n > Phr. D. Obj > adv. p.

wild lioness hunts
wild lioness is hunting
Figure 53. The chunk wild lioness merges with the chunk hunt to form two new chunks
expressing a subject-verb relation.

The diagram in Figure 53 illustrates the mechanism through which syntactic
constraints are applied during an attempt to merge two chunks together. The extension
point highlighted in grey for wild lioness shows that it is looking for a verb to its right
to which it will attach under the Subject of Verb attachment type and in which it will
behave as a noun (the part of speech type of the erasure lioness). The verb hunt has a
matching extension point, looking to its left for a noun to act as its subject, and so the
two chunks can be merged. A syntactic match based on the extension points of a
given pair of chunks a and b is calculated on the basis of the following tests:
•

the extension points have opposite directionality, or are both upward attachments
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•

the attachment type of each extension point is the same

•

the target type of chunk a matches the type of the erasure on chunk b

•

the target type of chunk b matches the type of the erasure on chunk a

Applying these tests to all of the extension points in the diagram leads to the creation
of two chunks in which wild lioness is the subject of hunt, one expressed using a
continuous tense. The second extension point in each list would also match, leading to
the creation of two more chunks in which wild lioness is the passive subject of hunt
giving wild lioness hunted and wild lioness is hunted.
Exploring matches in the reverse order (in other words with hunt on the left and wild
lioness on the right) would locate a match under the Direct Object attachment type,
leading to the creation of a new chunk hunt wild lioness, and also a match under the
Passive Agent attachment type, creating hunted by wild lioness. Note that in all of
these permutations there are neither definite nor indefinite articles, since they would
imply the presence of additional components in the puzzle reading. However, the use
of continuous tenses is allowed, as are some other constructions that introduce
intervening words, such as predicative adjectives to describe Anagram, Reversal and
Homophone puzzles, although there are some purists who do not like this style of clue
writing.

5.8

Applying Semantic Constraints

Of course, since the surface text has no implicit informational content the use of
syntactic constraints alone is not sufficient. Both lionesses roam and lionesses cook
are valid syntactic chunks that represent an Anagram of lionesses, but only the first
one would be accepted by native speakers as plausibly expressing some content.
These semantic selectional constraints are determined by making calls to some of the
sub-systems described in the preceding chapters. For two extension points to match
syntactically they must share the same attachment type, and for semantic matching
this shared attachment type then determines which subsystem to use and also
determines what arguments should be included in the call. In most cases, the erasures
defined on each extension point are passed through as arguments, and so the semantic
check is on the use of these particular words in the context of some relation – for
example the use of the word lionesses as the subject of the verb roam. Abney (1989:
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15) notes that there are semantic as well as syntactic constraints on the relationships
between chunks, and yet this additional dimension is not implemented by a solely
syntactic formulation of chunking. ENIGMA adds this additional dimension by
encoding on the objects that represent the relationship between two chunks the
features that will be used to determine semantic fit.
So, a full match between two chunks only occurs if there is a syntactic match (as
described above) and the appropriate semantic selectional constraints are checked and
cleared. The sub-systems required to perform these checks have been described in
some detail in earlier chapters, and they are used at this stage in ENIGMA as follows:
•

Collocational Semantic Lexicon. The collocational semantic lexicon described in
Chapter 4 determines if a proposed dependency relation between two words is
semantically probable. It is used to enforce constraints on Subject, Passive
Subject, Direct Object and Adjective Modifier attachment types. So, although
lionesses cook passes the syntactic constraint checking, it fails on semantic
checking since the lexicon does not list lionesses in the domain of things that can
be the subject of the verb to cook, and so the chunk lionesses cook is not
constructed.

•

Thematic Association Measure. The Russian Doll Thematic Association
Measure described in Chapter 3 indicates whether a given pair of words shares
thematic content. It is used to enforce constraints on attachments where the
dependency is broader, such as two nouns combined through conjunction, for
example, and is applied as a soft constraint on completed clues.

•

Phrase Dictionary. The Phrase Dictionary described in Chapter 2 is used to
identify aggregations that result in the creation of multi-word units such as
compound nouns or phrasal verbs.

•

Semantic Roles. The lexicon, also described in Chapter 2, has been augmented
with lists of words belonging to syntactic sub-categories that fulfil a particular
semantic role, such as adjectival intensifiers, for example.

•

Prepositions. When a preposition attaches to a noun ENIGMA checks a list of
preposition-noun combinations extracted with a naïve algorithm from the BNC for
a soft constraint that is used for ranking. This dataset has not been generalized, for
the reasons given in the discussion section of Chapter 4. The lexicon also
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differentiates between prepositions and adverbial pronouns that can be used to
coordinate nouns through location, such as under, beside or behind, and
prepositions that can be used to coordinate verbs temporally, such as before, after
or then. This differentiation is used to constrain whether a given preposition can
be used in the Prepositional Coordination or Temporal Coordination upward
attachment types described in the next section.
•

WordNet. WordNet is used to validate complements around the verb to be; the
erasure on each side of the relation must be a noun, and one must be a hypernym,
hyponym or synonym of the other. Strictly it would be appropriate to use an
indefinite article for hyponymy, but in the suggestive context of a cryptic clue we
can get away without one.

These additional semantic checks form the step that allows ENIGMA to create not just a
text but also an underspecified semantic representation of it. Once the system has
established that lionesses are the sort of thing that can roam it records this semantic fit
as a justification on the chunk, and taken together these justifications encode the
semantic representation of the clue. Note that this is not the same as saying that we
can infer a semantic representation from the grammar rules; although there is no
conceptualisation framework that includes an entity lionesses, the system does know
that lionesses are entities of some sort, that they can roam (among other things), that
they can be wild, that other entities can be around them, and so on. This information
can be interpreted linguistically - underpinning syntactic relations - but also nonlinguistically; specifically it can be used to construct an underspecified semantic
representation of the resulting chunk, such as the example in Figure 54 below.

Figure 54. An underspecified semantic representation of the chunk wild lionesses hunt.
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5.9

Implementing Grammar Rules

Whenever a new chunk is created ENIGMA needs to determine the extension points to
add to it. This happens when chunks are created from the terminal nodes of the clue
plan or from lists of keywords, and also when two chunks are merged and a new
chunk is created.
In the first case the extension points are a function of the part of speech of the word
from which the chunk is composed, so this is a mapping from the set of CLAWS (C5)
tags that ENIGMA uses to encode part of speech information onto a list of extension
points and directions. Since there is only one word in the initial chunk the erasure will
always be the same, so the system needs to know the attachment type, target part(s) of
speech and direction of each extension point. The target type and the direction of any
attachment are themselves dependent on the attachment type, and so these mappings
are coded into the system as features of each of the Attachment Types supported by
the system, listed in Table 44.
Attachment Type
Attributive Adjective
Modifier
Predicative Adjective
Modifier
Direct Object

left
AJ0 AJS
AJC
NN1 NP0
NN0 NN2
VVI VVD
VVZ VVG
VVB

Right
NN1 NN0
NN2
AJ0 AJS
AJC
NN1 NP0
NN0 NN2

Subject

NN1 NP0
NN0 NN2

Passive Subject

NN1 NP0
NN0 NN2
VVN

VVI VVD
VVZ VVG
VVB
VVN

Passive Agent

NN1 NP0
NN0 NN2
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Skips
None

Head
Right

Adverbial Qualifier (of
Adjective)
Attributive Adjective
Modifier, Pre Adverbial
Qualifier (of
Adjective), Adjective
Chain, Adjectival
Intensifier, Compound
Noun, Determiner
Noun, Article Noun,
'Phrasal' Noun, Phrasal
Verb
Infinitive, Adverbial
Qualifier (of Verb)

Left

Adverbial Qualifier (of
Verb)
Attributive Adjective
Modifier, Adverbial
Qualifier (Adjective),
Adjective Chain,
Adjectival Intensifier,
Compound Noun,
Determiner Noun,
Article Noun, 'Phrasal'
Noun, Phrasal Verb

Right

Left

Right

Left

Attachment Type
Post Adverbial Qualifier
(of Verb)
Pre Adverbial Qualifier
(of Verb)
Adverbial Qualifier (of
Adjective)
Adjective Chain

left
VVI VVD
VVZ VVG
VVN VVB
AV0
AV0

Right
AV0

Skips
Direct Object, Passive
Agent, Phrasal Verb

Head
Left

VVI VVD
VVZ VVG
VVN VVB
AJ0 AJS
AJC
AJ0 AJS
AJC
AJ0 AJS
AJC
NN1 NN0
NN2
PRP PRF
AVP

None

Right

None

Right

None

Right

None

Right

None

Right

None

Left

NN1 NN0
NN2

Attributive Adjective
Modifier, Adverbial
Qualifier (of
Adjective), Adjective
Chain, Adjectival
Intensifier, Compound
Noun, 'Phrasal' Noun
Attributive Adjective
Modifier, Adverbial
Qualifier (of
Adjective), Adjective
Chain, Adjectival
Intensifier, Compound
Noun, 'Phrasal' Noun
None

Right

Determiner Noun

AJ0 AJS
AJC
AJ0 AJS
AJC
NN1 NN0
NN2
VVI VVD
VVZ VVG
VVN VVB
DT0

Article Noun

AT0

NN1 NN2

'Phrasal' Noun

PRP PRF
AVP
TO0

NN1 NN0
NN2
VVI VVB

VVI VVD
VVZ VVG
VVN VVB

VVI VBZ
VVD VBN
VVZ VBG
VVG VBD
VBB VBI
VVN VVB

Adjectival Intensifier
Compound Noun
Phrasal Verb

Infinitive
Clausal Object
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Adverbial Qualifier (of
Verb)
Attributive Adjective
Modifier, Adverbial
Qualifier (of
Adjective), Adjective
Chain, Adjectival
Intensifier, Compound
Noun, Determiner
Noun, Article Noun,
'Phrasal' Noun, Subject,
Post Adverbial
Qualifier (of Verb)

Right

Right
Right
Left

Attachment Type
Coordinating Conjunction

Temporal Conjunction
Prepositional Conjunction
To Be Complement
Possessive Of
Table 44.

left
NN1 AJ0
VVD NN0
AJS VBG
VVG VBI
AJC VVB
VVI VBZ
NN2 VVZ
VBD VBB
VVN
VVI VVD
VVZ VVG
VVN VVB
NN1 NN0
NN2
NN1 NN0
NN2
NN1 NN0
NN2

Right
NN1 AJ0
VVD NN0
AJS VBG
VVG VBI
AJC VVB
VVI VBZ
NN2 VVZ
VBD VBB
VVN
VVI VVD
VVZ VVG
VVN VVB
NN1 NN0
NN2
NN1 NN0
NN2
NN1 NN0
NN2

Skips
None

Head
Left

None

Left

None

Left

None

Left

None

Left

Attachment Types and their parameters.

Rather than specifying a source and a target each encoding specifies a left and right
argument. A mapping in each direction is implied for each type since a syntactic
match between two chunks requires that the same attachment type is specified on
extension points facing in opposite directions. For example, the entry for Attributive
Adjective Modification states that it has an adjective on the left and a noun on the
right, so if a new chunk is created from a comparative adjective (AJC) then it should
have an extension point facing right with the adjective as the source erasure, and it
should specify a target type of {NN0, NN1, NN2} and an attachment type of Attribute
Adjective Modification. Conversely, a chunk created for a singular noun (NN1) will
have an extension point facing left with the noun as the source erasure, a target type
of {AJ0, AJC, AJS} and an attachment type of Attributive Adjective Modification.
So, to determine what attachments can be added to the left of a new chunk with part
of speech X, ENIGMA iterates over all of the Attachment Types and adds an
attachment every time X is listed as a right-hand argument. The set of target parts of
speech on each attachment is simply all the parts of speech defined as left-hand
arguments for the Attachment Type to which it relates.
The upward attachment types are used for balancing structures and so the source and
target type must be the same. The upward extension point for a comparative adjective
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for Coordination would specify a target type of {AJC} so that it can only be combined
with another word of the same type.
Figure 55 shows the attachments on chunks created for the words lionesses, wild and
hunt. The set of parts of speech associated with each attachment represents the parts
of speech to which it could attach, provided that the target also has an attachment of
the same type. Note that the coordinating conjunction lists many parts of speech for
all three chunks, that is because the sense checking component ensures that the part of
speech on each side of a coordination is identical; strictly I should probably have
created a different attachment type for each one. The figure illustrates the extent to
which the grammar rules are encapsulated within each chunk, enabling the syntactic
and semantic constraints enforced by the grammar to be determined through chunkchunk interactions.
CHUNK: lionesses/NN2
Left:
‘Phrasal’ Noun {PRP,AVP,PRF}
Article Noun {AT0}
Determiner Noun {DT0}
Compound Noun {NN0,NN1,NN2}
Passive Agent {VVN}
Direct Object {VVI,VVD,VVZ,VVG,VVB}
Attributive Adjective Modifier {AJ0,AJC,AJS}
Right:
Compound Noun {NN0,NN1,NN2}
Passive Subject {VVN}
Subject {VVI,VVD,VVZ,VVG,VVB}
Predicative Adjective Modifier {AJ0,AJC,AJS}
Upward:
Possessive Of {NN0,NN1,NN2}
To Be Complement {NN0,NN1,NN2}
Prepositional Conjunction {NN0,NN1,NN2}
Coordinating Conjunction {NN1 AJ0 VVD NN0 AJS VBG VVG VBI
AJC VVB VVI VBZ NN2 VVZ VBD VBB VVN}
CHUNK: wild/AJ0
Left:
Adjectival Intensifier {AJ0,AJC,AJS}
Adjective Chain {AJ0,AJC,AJS}
Adverbial Qualifier (of Adjective) {AV0}
Predicative Adjective Modifier {NN0,NN1,NN2,NP0}
Right:
Adjectival Intensifier {AJ0,AJC,AJS}
Adjective Chain {AJ0,AJC,AJS}
Attributive Adjective Modifier {NN0,NN1,NN2,NP0}
Upward:
Coordinating Conjunction {NN1 AJ0 VVD NN0 AJS VBG VVG VBI
AJC VVB VVI VBZ NN2 VVZ VBD VBB VVN}
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CHUNK: hunt/VVB
Left:
Infinitive {TO0}
Pre Adverbial Qualifier (of Verb) {AV0}
Subject {NN0,NN1,NN2,NP0}
Right:
Clausal Object {VVI VBZ VVD VBN VVZ VBG VVG VBD VBB VBI
VVN VVB}
Phrasal Verb {AVP,PRF,PRP}
Post Adverbial Qualifier (of verb) {AV0}
Direct Object {NN0,NN1,NN2,NP0}
Upward:
Temporal Conjunction {VVI VVD VVZ VVG VVN VVB}
Coordinating Conjunction {NN1 AJ0 VVD NN0 AJS VBG VVG VBI
AJC VVB VVI VBZ NN2 VVZ VBD VBB VVN}

Figure 55. Chunks created for lionesses, wild and hunt and their associated attachments.

The algorithm used to determine the extension points for a chunk that is the result of a
merge is more complex than the table of mappings for chunk construction since it is
driven not just by the chunk’s contents but also by the attachment used to assemble it.
A top-down grammar supported by a wide range of rules and a view of the internal
construction of each chunk would be able to resolve this question, but this would
work against the design goal of chunks as objects and so this decision is resolved as
locally as possible, by the new chunk itself.
The algorithm starts out with the simplest formulation - a chunk that results from a
merge of a and b, with a on the left and b on the right, should have the following
extension points:
•

a’s leftward extension points on its left

•

b’s rightward extension points on its right

In other words the starting point is to assume that the attachment sites on the left of
any chunk are driven entirely by the left-most chunk, and the same for the right. In
practice, the contents of the rest of the chunk matter, of course, and to handle this
complexity some additional computations must be added to the algorithm for leftright attachments to function correctly.
5.9.1 Attachment Type Skip Parameters
The naïve implementation that acts as the starting point assumes that as each new
word is added to the chunk it obscures the words inside the chunk and prevents them
from attaching to anything else. In Table 43 the extension points to the left of the
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chunk wild lioness include attachment types such as Direct Object that act not on wild
but on lioness. Modelling this requires some notion of precedence between the
different types of attachment. The erasures of the extension points on the chunk wild
lioness represent the notion of syntactic and semantic heads; to obtain them the
system uses precedence so that certain attachment types are not blocked by
intervening words but continue to be carried forward as the chunk expands. This skip
parameterisation is held on the Attachment Type, so that this information is accessible
to a chunk that has been created from a merge. For example, the entry for Direct
Object lists the other Attachment Types that can sit between the arguments of the
attachment (the verb and its object) without preventing the attachment from taking
place. Note that this list is composed of Attachment Types rather than parts of speech,
since for example an adverb qualifying an adjective can sit between a verb and its
direct object (for example, I wrote a deliberately long paragraph) but an adverb
qualifying a verb cannot sit between a verb and its direct object (I wrote a long
paragraph deliberately, not I wrote deliberately a long paragraph), and so the
differentiating factor between these is not the part of speech (adverb in both cases) but
the attachment type that defines its usage.
5.9.2 Finite Clauses
Another assumption behind the naïve starting point algorithm is that ENIGMA can
carry on attaching chunks indefinitely. In practice, of course, it will reach the top of
the clue plan before it generates too much text, but there is also a global constraint on
the chunk that it cannot contain multiple main verbs, unless an additional verb clause
has been added through upward attachment such as a coordinating conjunction
meaning that the chunk contains multiple clauses. So, for example if a verb is added
to the right of the chunk wild lioness of which it is to be the subject, another verb
cannot now be added to the left using the chunk as a direct object, and so the direct
object extension point on the left must be deleted when a verb is added on the right.
This constraint is implemented through a flag on each chunk; once a main verb
Attachment Type has been used this flag is set and prevents any other main verbs
from being attached unless another clause is created. Again it is the Attachment Type
and not the part of speech of the erasures that determine if a chunk contains a clause,
so for example the Predicative Adjective Modification Attachment Type is defined as
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clausal, since the verb is or are will be inserted into the chunk transforming it into a
clause.
5.9.3 Attributive and Predicative Adjectives
A further problem arises if an Attachment Type can be implemented in multiple
directions, and in the current version of ENIGMA this just impacts on the use of
adjectives. If ENIGMA starts with an adjective, it can add a noun on either side: it could
modify a noun attributively to its right, or predicatively to its left. However, it cannot
do both at the same time. In a tree-based grammar this would not be a problem since
there would be a limit to the arguments on each node, indeed the same restriction
would most likely apply to possible parent nodes of a main verb or verb phrase, which
would also prevent duplicate verbs entering a clause. In ENIGMA this is handled by a
trigger; a peer object that checks the chunk and removes offending attributive or
predicative adjective attachments following a merge based on either of these two
Attachment Types. This difficulty arises because of the word order constraints on
cryptic crosswords; if there were no such constraints all adjectives could be combined
attributively and post-processing could re-express the relation predicatively if it made
sense to do so (for example if there was no main verb in the chunk). However, such
post-processing cannot be applied to chunks in ENIGMA, as it would break the
connection between the layers of the text.
5.9.4 Upward Attachments
Upward attachments are used to model balancing constructions in ENIGMA, such as
linking alike fragments together with coordinating or temporal conjunctions. Here a
notion of a syntactic head is required, so that a composite chunk can have an erasure
through which it can be determined if two chunks are alike in terms of part of speech.
A precedence scheme is used to represent this, with a flag on each left-right
Attachment Type indicating which end is to be taken as the head. When two chunks
are merged under a left-right attachment then this flag is used to determine which
erasure should be taken as the head, and this erasure is then used to generate the
upward extension points using the same mappings as when a chunk is created from a
lexical token. Returning, one last time, to the chunk wild lioness in Table 43, note that
all of the erasures for the upward extension points are for lioness, since it is the head.
If the Direct Object extension point to the left were used to create a new chunk
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capture wild lioness, then the upward erasure for this new chunk would be capture,
since the Direct Object Attachment Type is flagged to treat the left operand (the verb)
as the head. If, on the other hand, it were extended to the left with an additional
Attribute Adjective Modification, such as beautiful, wild lioness, then the upward
erasure would remain as lioness, since the right operand (the noun) is treated as the
head for attributive adjective modification. Given the narrow coverage of the ENIGMA
grammar it is likely that a part of speech based precedence ordering would have
sufficed, but I decided to encode the precedence onto the Attachment Types to retain
as much flexibility as possible.
5.9.5 Stop Words
For the most part a merge between two chunks can be determined and implemented
by the chunks themselves acting in concert. However, in some cases an intervening
stop word is required to stitch the two chunks together, and so ENIGMA also requires a
small merging engine that determines what stop words are required for which types of
attachment and performs the attachment. In its current form the choice of stop words
for particular Attachment Types is hard coded into the application, but there is no
reason that it could not be specified on the Attachment Type definition, allowing users
of ENIGMA to specify the grammatical rules for additional Attachment Types
themselves.
5.9.6 Adding New Attachment Types
ENIGMA is a proof of concept application, inasmuch as the coverage of grammatical
relations is quite restricted. Since the object model is driven by the parameter set, it is
quite straightforward to parameterise additional Attachment Types to the system and
to make them work syntactically. However, the key point about chunk-chunk
attachments in ENIGMA is that they are not just syntactically but also semantically
constrained, and it is the provision of semantic constraints that requires the most work
when a new Attachment Type is added to the system. So, even if the definition of
Attachment Types included some additional configuration information such as stop
words, this would not be enough to allow soft coding; some plug-in architecture
would also be required to allow resources that perform semantic checks to be defined
for each type of attachment.
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For example, I decided that simple clausal objects should be included since they are
common in crosswords; adding the attachment information was straightforward and
no code changes were required. However, I also had to provide a (hand-crafted) list of
verbs of saying, thinking, denying etc to the lexicon and then extend the codeset to
include a semantic check as to whether a verb could appropriately take a clausal
object. Making the configuration and constraint changes to the system is relatively
easy, but providing the data for the semantic checks can be very time consuming, and
at present this is the limiting factor on the range of Attachment Types that ENIGMA
can process.

5.10 Ranking the Output
Since ENIGMA generates so many clues for each light it is important that they are
ranked. The ranking is based on a set of scores for a number of features, some of
which relate to the puzzle reading and some to the surface text, as set out below.
These scores represent the soft constraints defined within the system and determine
the ranking of the generated clues. The size of each bonus or penalty can be
parameterised, and is generally between -1.0 and 1.0. These scores reflect my
intuitions of the features of the puzzle and surface components of the clue that best
reflect its quality, and I configured them by looking at a sample of features of
generated clues and trying to determine the features that I felt were most important.
Since the quality of a generated clue is not something that I can measure
quantitatively it was not possible to set the scores by training the system
automatically.
Bonus and penalty scores are awarded to each clue as follows:
Clue-type bonuses
•

Anagram, Homophone and Reversal puzzles receive a distance score from 0.0-1.0
based on the distance between the original substring and the input string to the
puzzle. For example the distance score for the Anagram of NOISELESS lionesses is
0.6.

•

Charade and Container/Contents clues receive a distance score that is the lower of
the distance scores for the two components of the puzzle.

•

Two Meanings clues receive no bonus.
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Cryptic features
•

A bonus is added if a homograph is used in place of a synonym.

•

The use of crossword convention vocabulary (such as parking for the letter P)
receives a bonus.

•

Wide context synonyms from Roget are penalised. They are included so that the
system generates at least some clues for words with few synonym options, but
where a lot of clues have been generated they are generally moved to the bottom
through the allocation of a penalty.

Surface Text
•

A bonus is applied for semantic constraints and syntactic constraints on
attachment, parameterizable per Attachment Type.

•

A bonus is applied when words within the clue are found to share thematic
content.

•

A penalty is deducted for repeated words, including stop words.

•

A penalty is deducted for rare words (based on BNC frequency) in the surface
text.

These bonuses and penalties are stored throughout the data model of the application,
as instance data on objects representing chunks, lexical tokens, clue types, attachment
types and so on. When a clue is realized these bonuses and penalties can then be
recovered by a single call to the clue that trickles down the data structure. This allows
ENIGMA

to record justifications of events that occur deep inside the processing stack,

such as locating synonyms and homographs of synonyms for a term within a puzzle,
alongside the rest of the message data so that they can be accessed one a clue is
complete without having perform any analysis or reprocessing. The ranking score is
not normalized by length, since I felt that longer clues are by their nature more
impressive and should therefore be favoured. I also defined a canned text template for
each type of bonus or penalty so that an explanation of the puzzle and surface text
could be generated for each clue.
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5.11 Sample output
The system constructs around 3,000 clues for the input NOISELESS in under 11
seconds. Verbose output for the top-ranking clue including associated justifications is
shown in Figure 56. This clue was constructed from the clue plan shown in Figure 48
at the start of the chapter. The numbers in square brackets represent the score
allocated to the clue for each feature described in the justifications.
Clue for [noiseless]
Score [3.50]
Clue [Still wild lionesses(9)]
Tagged [still/AV0 wild/AJ0 lionesses/NN2]
[0.00] Definition: definition of 'noiseless' is 'still'.
[0.00] Form puzzle: Anagram of 'lionesses' gives
'noiseless'.
[0.60] Puzzle: distance from light string 'lionesses' to
surface string 'noiseless' is 0.60
[1.00] Homograph pun: to solve the clue 'still' must be
read as Adjective but has surface reading Adverb
[0.10] Attachment: 'wild lionesses' attached via type
Attributive Adjective Modifier
[0.10] Attachment: 'still wild' attached via type
Adverbial Qualifier (of Adjective)
[0.40] Sense: dependency fit 'wild lionesses' of type
Adjective Modifier characterized as 'inferred'
[1.00] Sense: 'still wild' sense-checked for Intensifying
Adverb attachment using the lexicon
[0.30] Thematic Fit: 'wild' and 'lionesses' share common
thematic content.

Figure 56. Sample output from ENIGMA.

Table 45 presents some sample clues for CHATTER using the Charade C + HATTER. The
first two clues present the substring hatter as an Anagram of threat. Some of the
synonyms are a little distant, for example visit for chatter; this is a feature of the
thesaurus rather than the realizer.

Definition
visit

C
conservative

HATTER
revolutionary threat

jaw
visit

light
installation

playful threat
haberdasher

chat

note

milliner

Table 45.

Clue
Visit conservative and revolutionary
threat (7)
Jaw is light and playful threat (7)
Visit installation in front of
haberdasher (7)
Chat with milliner following note (7)

Sample of Charade clues for CHATTER.

Figure 57 lists some sample, top-ranking clues generated for SCION based on an
Anagram of coins, or on an anagram of coin after the letter s. Starting from these two
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different clue plans ENIGMA generates a wide variety of clues, including the ones
shown here.
Twig that coins are lost (5)
Twig that icons are moving (5)
Twig that special coin is lost (5)
Twig that small coin is lost (5)
Twig that coins are loose (5)
Twig that coins are original (5)
Twig that icons are original (5)
Twig that icons are rough (5)
Twig that icons are used (5)
Twig that small icon is moving (5)
Twig that special icon is moving (5)
Spray second and lost coin (5)
Link element before lost coin (5)
Joint direction and coin is lost (5)
Link direction above lost coin (5)
Wing direction and lost coin (5)
Joint quarter and lost coin (5)
Quarter and lost coin is joint (5)
Joint quarter and lost coin (5)
Link hand above lost coin (5)
Lost coin after small fry (5)
Shoot moving icons (5)
Lost coins fry (5)
Figure 57. Sample clues for SCION based on an anagram of coins or coin.

5.12 Evaluation
I decided to evaluate three aspects of the generator: whether the puzzle readings
remained intact, whether the surface reading was syntactically correct and whether the
surface reading made sense. Measuring the last of these features required an
evaluation using human subjects, and this forms part of the end-to-end system
evaluation described in the last Chapter of the thesis.
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5.12.1 Correctness
To check the puzzle readings I ran a program that compared the clue plan with the
generated clues and checked the following three features of each one:
•

the definition must be the first or last word in the clue

•

the indications must denote the correct clue type

•

each indication must be next to its argument(s), although some stop words may
intervene

The system proved to be 100% accurate in this regard, although this only shows that
there are no serious bugs in the code. Since the clue plan provides the framework for
the structure of the clue the puzzle reading should be guaranteed.
5.12.2 Grammaticality
Throughout the process of designing the generation system I regularly eyeballed lists
of generated clues to spot bugs or improvements checking by eye if they appeared to
be syntactically correct. I attempted to automate this process by using a parser to
check for grammaticality, but since statistical parsers are now so robust this was not a
simple succeed or fail test, since the parser produced some result for all of the clues.
Figure 58 presents some examples of clues generated with no syntactic or semantic
constraints which are nonetheless parsed by the Stanford parser.
Scale/NNP penetrate/VB dicky/JJ deals/NNS stall/NN
Gin/VB unnatural/JJ support/NN hills/NNS varied/NNP
Guinea/NNP
Bob/NNP squeal/NN swallow/VB bank/NN

Figure 58. Some sample clues generated with no syntactic or semantic constraints that are
nonetheless parsed by the Stanford parser.

The other problem I encountered was that the parser often incorrectly parsed the
clues, because they have an unusual structure 75; for example nouns often do not have
a determiner or article, there is often no verb, participles are often introduced with no
modal verb, and so on.
In the light of these issues with the parser I turned to an indicative test that would give
some sense of the grammaticality of the clues generated by ENIGMA rather than a
75

In an indicative test using the 200 manually tagged cryptic clues described below the parser mistagged at least one term in 132 (66%) of the clues.
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precise report of the accuracy. I supplemented this test with a manual check of a
sample of 200 clues which I hand-checked for grammatical correctness. The
indicative test consisted of comparing three data sets:
•

3,000 clues generated by ENIGMA

•

3,000 clues generated by ENIGMA with no syntactic or semantic constraints applied

•

150 manually tagged clues taken from the Independent

Initially I considered using the likelihood score assigned to the best parse, as an
indicator of how easy to parse each clue might be. However, in practice the likelihood
correlated closely to the length of the clue and other independent factors such as the
frequency of the words in the clue. So, instead, I measured the proportion of times
that the part of speech tags in each test set matched the part of speech tags
corresponding to the best parse returned by the parser 76. When performing the match I
allowed a little fuzzy matching, considering the following pairs of tags to be
equivalent:
•

NN

NNP

•

VBN

JJ

•

VBG

JJ

•

VB

VBP|VB

•

JJS

JJ

•

JJR

JJ

This smoothed out differences that appeared to be caused either by slight differences
in the lexicon or by fine grained distinctions in the grammar.

Clue Set
Generated by ENIGMA

% match
34%

Generated with no constraints

3%

Written in the Independent

46%

Table 46.

The percentage of clues for each set where the pos tags on the clue match the

pos tags on the best parse returned by the parser.

76

I used the Stanford Parser for this evaluation.
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The results of this indicative test were encouraging; although the clues generated by
ENIGMA

did not uniformly match the output from the parser the results were markedly

different from the baseline score of the control set and quite close to the set of clues
from the newspaper. Grouping the mismatches by tag difference it seemed that a large
proportion of the differences followed repeated patterns where the structure of cryptic
clues caused problems for the parser, for example where a noun had been parsed as a
verb in a clue with no main verb in it.
In the manual check of 200 clues generated by ENIGMA, selected at random from the
test set of 3,000 described above, I found only one clue which I thought was
ungrammatical, and that was the following clue which, due to a bug, contained two
clauses with no conjunction:
just/AJ0 respects/NN2 are/VBB apparent/AJ0 above/AVP ley/NN1 is/VBZ
original/AJ0
I concluded from the encouraging results of the indicative test, and the high level of
accuracy in a manual check of a smaller sample that the clues generated by ENIGMA
were in general grammatical. To discover whether they also made sense I required
some human subjects, and the results of that further evaluation are presented in
Chapter 7.
5.12.3 Performance
I ran ENIGMA over a sample of 40 lights and recorded the time taken to process all of
the clue plans for each one. Timings ranged from 3.7 seconds to nearly eight minutes,
with an average time of 47 seconds. This means that the system is not quite able to
perform fast enough to support an interactive clue service, but it does run quickly
enough to compile clues as a batch process. On average a cryptic crossword contains
around forty clues, so ENIGMA could do an optimal search for clues for all of the lights
in a filled grid and provide a ranked list with justifications for all of the resulting clues
in around half an hour.

5.13 Discussion
The Natural Language Creation engine that produces clues is efficient and effective,
and the use of OO paradigms in the design make it relatively straightforward to add
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additional grammatical relations to the system. However, because the system is
generating meaning as well as text these relations must be backed up with appropriate
resources, and mining such data is difficult and time consuming. For example, it
would be easy to add a new attachment type for contrastive conjunctions, but hard to
implement a constraint that ensures antithesis between the clauses. This is a problem
particular to NLC. In an NLG context, the antithesis would be described in the
representation of the content and a contrastive would be selected to express it.
Some crossword clues are quite formulaic in structure, and I considered augmenting
the functionality of the system by introducing some templating for some of these
standard patterns. For example, one quite commonly comes across clues that use a
contrastive conjunction to build a Two Meanings clue for an im- privative adjective,
such as impatient or impertinent. These clues take the form I’m x but/yet/though y,
where x is a definition of the stem adjective (patient or pertinent) and y defines the
light. This would benefit a fielded crossword generating application by adding
cheaply to its range, but in the context of the thesis I felt that introducing workarounds
such as this would make it hard to evaluate the more interesting behaviour of the
system.
Prepositions remain a hard problem for the system, since a large proportion of the
generated clues contain prepositions because so many puzzle types require them as
indications, but providing semantic checks on their use is very challenging. ENIGMA
uses data extracted from the BNC with a fairly naïve algorithm (Hardcastle, 2001) to
impose soft constraints on prepositions, but I decided not to attempt to generalize the
data since prepositions are highly polysemous. It might also be possible to use metamarkers to explore the range of prepositions. For example when determining if x from
y is acceptable, where x and y are nouns, the system could check for hyperonymy or
check if x can be the direct object of verbs of making, construction, cooking etc. In its
current form ENIGMA quite often uses prepositions in a manner which is grammatical
yet tortuous in meaning, so this might present an interesting avenue for future
research.
Finally, a note on completeness. A key feature of the design is that chunks are always
viable fragments of text and so the construction of the clue can be seen as a series of
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transitions between valid states. However, because of the order in which the plan is
processed some realizations would only be possible via an invalid interim state. For
example, a simple clue for DEN might be based on a Reversal of the word Ned, such as
this clue:
Set Ned up (3)
This Reversal puzzle could be realized as Ned up, but this chunk is only valid if a verb
can be found to the left to make the chunk the object of a phrasal verb. A placeholding Phrasal Verb Object attachment type would allow ENIGMA to ‘hold onto this
idea’ until it examines the definitions for den, which might include the homograph set
(verb), and it could then use the Phrasal Verb pattern to assemble the clue. I decided
not to implement place-holding attachment types as they would reduce the extent to
which the search paths are pruned and have an adverse impact on performance. This
means that some valid solutions will not be processed by the search algorithm since
they can only be reached via transitions through invalid states.
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Chapter 6 Software Engineering Considerations
Although the core research interest in the thesis relates to the creation of crossword
clues and the construction of semantically informed resources for generation, the
architecture and engineering of the system is also important. I aim to show with
ENIGMA

not just that it is possible to integrate semantic resources into a generation

system and use them to create both text and meaning, but that it is possible to manage
these large and diverse resources in a robust, real-time application. I also hope that the
libraries that I have built to support the development of ENIGMA will be useful to me
and perhaps to others in future research. In this chapter I briefly discuss some of the
software engineering considerations behind the implementation of the ENIGMA
application to illustrate the role of software engineering in the maintainability and
efficiency of the application.

6.1

Radial Architecture

The ENIGMA runtime application is complex, comprising over a dozen different data
sources and around 20,000 lines of code compiled into 10 libraries. Within this codeset there are a lot of inter-dependencies and a key goal in the design of the overall
architecture was to deal with this problem. I created a central core library that defines
all of the data types used by more than one library. It defines: data types for common
enumerated types such as parts of speech, types of puzzle rubric; data containers such
as a token and its associated part of speech, or a token and its lemma base form;
common interfaces to the sub-systems such as the lemmatiser or the lexicon, and a
communal library of utility functions such as data structures and text manipulation
routines. The result is the radial dependency structure illustrated by Figure 59.
Changes to the core impact on the dependent sub-system libraries, but updates to the
sub-systems in response to the core change do not themselves result in any further
dependent changes. Without the mediating core library the dependencies between the
sub-systems would be complex and, in places, cyclical, and so any substantive change
to the code in one sub-system could result in a long sequence of dependent changes
amongst the others.
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Figure 59. Although ENIGMA has a lot of sub-systems the dependencies all run into the
central, shared core library.

6.2

Cartridges

When the main processing loop responsible for the generation of crossword clues for
a given light is running it requires access to all of the sub-systems described above. If
ENIGMA

applications and test scripts accessed the sub-systems directly this would

break the radial architecture and reintroduce dependencies between different system
components. To work around this I represented each of the subsystems with an
abstraction in the core that I call a cartridge, so that any mainline application or test
stub would still only have a dependency into the core, and not directly into the subsystem components.
A fully service-oriented architecture would allow the API of specific cartridges to be
soft coded (in an XML configuration file, perhaps) so that it can be determined at
runtime. This additional complexity would be overkill for ENIGMA; the application
always needs the same services with the same API, it is just the concrete
implementation that may change at runtime. Figure 60 contains a simplified UML
diagram of the CartridgeHolder, a component defined in the core library that
constructs a set of cartridges for use in a main line ENIGMA application that uses a
properties file, or other configuration file, listing the class name of each concrete
implementation.
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Figure 60. The cartridge holder has dependencies only onto the abstract superclass for all
cartridges, and the centrally defined interface for each specific type.

There are two key points to this design: first, the cartridge holder only has
dependencies onto the interfaces - ILemmatiser, ILexicon, IThesaurus and
so on. All of these interfaces are specified centrally in the core library, and so the
cartridge holder has no dependencies into any of the sub-system implementations. The
name of the concrete class that implements each interface in whatever mainline
application happens to be running is soft-coded and the concrete implementers are
constructed through reflection. This mechanism is known as inversion of control, or
dependency injection, and is presented in detail by Fowler (2004). The second key
point is that the concrete implementers are also subclasses of a common abstract
superclass, AClueCartridge, that is defined in the core code-set. This abstract
superclass manages the behaviour common to all cartridges: the ability to be loaded
and unloaded in memory, and the ability to track calls to any of the methods
represented in the sub-interface for performance metrics.
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The two-tier nature of the cartridge system in ENIGMA allows the system to derive the
benefits of a fully service-oriented architecture, without the complexity. Since the
cartridges available to the system can be determined at runtime it is easy to construct
bespoke test applications, for example a stub to test lexical tools could start the
controller up with just the lexicon and lemmatiser available and call both of them
through the cartridge interfaces. Alternatively, to construct a control set of clues with
no surface text constraints I simply ran the ENIGMA application with a dummy
cartridge taking the place of the usual text generation subsystem and no other code
changes were required.
The code in Figure 61 illustrates the pay-off; this short snippet of code from a test
stub uses the cartridge architecture described above to load a range of lexical,
syntactic and semantic resources based on an external properties file before looking
up each of the words in a list in the lexicon, lemmatising them and then exploring
whether any combination of the words in the list could be combined into a chunk
representing a Charade or Container/Contents puzzle. The key point here is not the
detail of the code, but that the concrete cartridge implementers are soft-coded in a
properties file, the cartridge system hides the dependencies between them, and that the
library offers a wide range of useful types and algorithms. As a result the code snippet
is not complex given what it does.
ResourceBundle bundle = ResourceBundle.getBundle("test");
CartridgeHolder cartridges = CartridgeBuilder.build(bundle);
EnigmaController controller =
EnigmaController.assemble(cartridges);
controller.loadAllCartridges();
List<LexicalToken> tokenList=new ArrayList<LexicalToken>();
for (String word: testWords) {
for (TaggedToken token: lexicon.getEntries(word)) {
for (TaggedToken lemma: lemmatiser.getLemmas(token)) {
LexicalToken lexToken=new LexicalToken(token, lemma);
tokenList.add(lexToken);
}
}
}
for (Pair<LexicalToken> pr:
ListTransformations.getXProduct(tokenList, tokenList, true)) {
for (RubricPlacementType p: RubricPlacementType.values()) {
for (Chunk chunk: chunkBuilder.buildPlacementChunks(new
Chunk(pr.getA()), new Chunk(pr.getB()), p)) {
pw.println(pr);
pw.println(chunk.getChunkSummary());
}
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}
}

Figure 61. A code snippet showing that complex tasks can be developed with very little
code because of the strength and coverage of ENIGMA’s code libraries.

6.2.1 Application Profiling
ENIGMA’s cartridge system makes it easy to profile the system at a high level, as I
added some metrics code into each interface to keep track of the number of calls to
each method in the API, and this data proved very helpful in targeting my efforts to
make the system more efficient.
RubricBuilder {buildRubricDataMessages=1}
Lemmatiser {getLemmas=2706}
Syntactic Collocate Checker {score=267092}
Thesaurus {getSynonyms=214}
Lexicon {isCoordinationType=17592, rareWord=68568,
isIntensifier=6382, checkPhrase=299546, getEntries=1311,
getAllEntries=1, takesClausalObject=9950}
Thematic Association {accept=167487}
Chunk Builder {buildFormChunks=229, buildClue=229002,
buildPlacementChunks=5237}

Figure 62. A summary of the number of calls to each method for each cartridge in the
process of constructing 12,000 clues for SCION.

Because of the number of calls made to some components their performance can
become critical, and so I had to undertake quite low-level analysis to maximise their
efficiency. For example, Figure 62 shows that the accept method of the thematic
association cartridge was called 167,487 times during the processing of the light
SCION.

This method tells the system whether a pair of words shares thematic

association, and it does so by performing an analysis of all cooccurrences of the two
words in a 100M word corpus. The high-level application profile shows this
particular API call receives a lot of requests, making it a high priority target for
performance tuning. Details of the subsequent low-level analysis of this particular
method call are given below.

6.3

Data Messages

As each clue is constructed and many calls are made to the different cartridges
described above a lot of data flows around the system. It is often the case in systems
with many subsidiary components that data containers are passed around the system
as arguments so that various algorithmic components can record data onto them. I
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took this approach with some of the code that I developed as part of the research
background to ENIGMA. For example, the thematic association scoring system defines
a data structure called Scorecard which could be passed to various different
association scoring metrics each of which would record data onto a different section
of the container. In the ENIGMA application, however, the cartridge system makes it
possible to turn this process inside out and pass the cartridges as arguments to the data
messages instead of the other way around. The benefit of this approach is that it
reduces dependencies between the internal design of the data message and the
different components of the system responsible for particular tasks.
For example a clue for misdirects might include a Reversal of rids for the substring
sdir. The leaf component of the clue plan is implemented by a complex data structure
that would hold the original form, sdir, and the form in the puzzle, rids. It would also
contain many linguistic resources such as information from the lexicon about rids,
lemmas for any lexical tokens, synonyms for the lemmas, some of which would then
need to be reinflected, and so on. If this leaf component was passed to each different
service for update then there would be dependencies between its structure (or the
features of its API that provide access to that structure) and the implementation of
each of the cartridges that need to update it. Any changes to the data message would
then impact all concrete implementations of, for example, the thesaurus interface.
Since an interface for each cartridge service is already defined in the core, the services
can instead be passed into the data message and a high level call can trigger a process
whereby each of the objects that compose the data message representing the target
clue can itself call the cartridge services that it needs in order to fill out its own
internal structure. In the example given above, the leaf component representing a
Reversal of rids can pass the string rids to the lexicon to populate a list of part-ofspeech tagged lexicon entries, and then pass each of these to the lemmatiser to access
the base forms which it in turn can send to the thesaurus for synonyms, and so on.
Each call it makes to the service is generic, for example the call to the lexicon passes
a string and receives a list of part-of-speech tagged lexicon entries in response, and as
a result the cartridges do not need to have any dependencies back onto the structure or
API of the leaf component that uses them, or indeed any reference to it at all.
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6.4

Patterns and Code Reuse

In addition to the reusable cartridges I constructed reusable utilities for data
structures, mathematical functions, and statistical measures, an API onto WordNet, an
API onto the BNC and a wrapper around the Stanford parser that enabled me to run
the parser against sentences encoded using my ENIGMA type library. I refactored this
code regularly to try to push as much of the complexity as possible out of the code
and into the design (see Fowler, 1999). I also made use of design patterns (Gamma et
al, 1995; Grand, 2002; Alur et al, 2003) to standardise the code, for example writing a
Façade to mediate all external access to the library of code supporting each cartridge
through a single class, and introduced patterns of my own to handle recurrent
problems such as running sets of tasks or serializing and deserializing data types to
and from text files.
As a result the code was easier to manage, maintain and extend, and it was relatively
easy to organise my code into larger libraries that I could reuse as ENIGMA grew in
complexity.

6.5

Performance Tuning the Russian Doll Scoring Algorithm

In the first half of this chapter I presented a broad brush picture of the overall
architecture and key elements of the implementation design and development
approach that I followed. These features of the code set ensured that the code would
be easy to maintain, compact, robust and easy to develop; but they do not guarantee
performance. In the remainder of this chapter I describe the process of designing and
implementing a performance tuning strategy for the Russian Doll cartridge (see
Shirazi, 2003).
At times this description deals with low-level details of the design, the code and the
Java language, and necessarily so. It is important in performance tuning not to focus
immediately on the low-level details, but once the system has been adequately
profiled this is often where the solutions lie. Just as the application profiling described
in section 6.2.1 directed me to particular API calls within the system, a deeper
performance analysis enabled me to target performance enhancements at specific
design features of the Russian Doll data set and at specific details of the algorithm. I
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present the following description of the tuning process as a case study which
demonstrates the sort of low-level and systematic approach that is required to make
data-driven natural language applications efficient.
6.5.1 Problem Statement
Before any detailed performance analysis was applied to the Russian Doll cartridge it
took on average 200ms to load occurrence data for a pair of words from the grid
reference index files (if the data was not already cached in memory) and then around
11ms to perform the calculations and return the resulting score. I had reduced the
number of calls to the cartridge to tens rather than hundreds of thousands by caching
the calls and resulting scores made to the cartridge over the lifetime of the application,
but the cartridge was still not performing quickly enough. Even if all of the
occurrence data were already cached, 11ms per pair would equate to several minutes
of CPU activity just to run the thematic scoring algorithm during the processing of a
single light, assuming tens of thousands of calls to the cartridge.
Using heap and garbage collection profiling (see below) I was able to measure the
number of objects created and recovered during the processing of the algorithm and
make changes to the code that cut the time taken to process the data from 11ms to
0.6ms on average. I also changed the file structure used to store the data, halving the
load-up time for the occurrence data when a lemma is first encountered.

6.5.2 Tuning Strategy
In the initial stages of development of the cartridge for the Russian Doll thematic
association scorer I addressed what seemed to me to be the obvious problems:
•

Data access: Java doesn’t provide real random access because files are streams.
To seek to an offset the file needs to mark a point in the stream with a read ahead
limit so that the stream can be buffered. This means that all of the data would
eventually end up in memory. To get around this I split the data into sub-files by
first and second letter and let the operating system do a lot of the indexing for me.
Data is then recovered by sequential access within a smaller file.
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•

Algorithm: the algorithm was not particularly complex, and so I made the
assumption that any bottlenecks in the code would be the IO and not the data
processing.

•

Repeat processing: I wrote a Least Recently Used cache data structure and used
this to cache occurrence data for the scoring application, reducing the IO
overhead.

However, the application profiling suggested that the algorithm was being used a very
large number of times in the construction of each clue, even if the results of each
scoring pair were cached, and this showed that the average timings for the cartridge
reported in testing were still too high. To address this I followed a more formal
performance tuning strategy as follows:
•

Identify the key bottlenecks.

•

Identify some benchmark or target for each one.

•

Perform measurements, retune, and then retest the cartridge against the
benchmarks.

I identified the following key components of the Russian Doll cartridge as the most
likely bottlenecks and used data from debug traces to estimate the targets that I would
aim at in each case - except for data churn where I followed Shirazi (2003: 26) and
used the time spent by the garbage collector as a meta-marking benchmark for data
churn, which I set to his recommended value of 5%.
•

Data access

aim to reduce to <150ms

•

Algorithm

aim to reduce to <1ms

•

Footprint

aim to reduce to <250k per cache entry

•

Data churn

Garbage Collection should be under 5% of timing

I set the target for the algorithm to 1ms so that the ENIGMA could process thousands of
pairs in just a few seconds. Since there are many resources in memory while ENIGMA
is running the footprint is important, and I aimed to halve the size of the starting build.
Having a set of explicit targets for the performance tuning process meant that I knew
when to stop tuning.
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6.5.3 Test data set
I used the 80-pair test set described in Chapter 3 since it includes a reasonable mix of
common words. I also used a small test set with very high frequency pairs.
6.5.4 Profiling
To profile a particular build I ran the algorithm over both test sets twice, ensuring that
the cache limit was sufficient to cache all entries. This made it easy to separate the
data retrieval time from the algorithm time.
Simple timings, heap size measurements and logging sufficed for most of the
measurements that I needed to make, complemented by the Java profiling tools
hprof, aprof and verbosegc. These profiling tools allowed me to zoom in on
specific areas of the code.
6.5.5 Operating System Impact
As an aside, it is worth noting that the Operating System (OS) is a big factor in the
performance of the system. For the purposes of ENIGMA I did not attempt to tune the
OS behaviour but I did have to take it into account during measurement.
•

OS behaviour impacts the performance of the system, for example recently used
files are cached by Windows XP. Running the algorithm twice over the same test
data halved the time taken to access occurrence data from file.

•

This also means that design changes in my code could have an unexpected
performance impact because of OS behaviour. For example, if I chop the data into
smaller files then the data is more finely indexed (by the OS), which improves file
access times. However, using smaller files also reduces the impact of the file
caching behaviour of Windows XP, so the performance gain can then be smaller
than anticipated.

•

Incidental OS behaviour can also impact on application performance. Some
system process can swamp the CPU – for example at the time of my performance
experiments the Windows system application dumprep.exe, which produces a
report for Microsoft on programs that have crashed, appeared to memory leak and
loop in my version of XP Professional SP2. If a program had recently been
forcibly shutdown then unless the dumprep.exe thread was killed before I ran a
performance test on ENIGMA, this incidental system activity had a significant
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impact on the performance of the Russian Doll cartridge (usually doubling the
processing time), since the algorithm is CPU intensive.
6.5.6 Outcomes
It took two re-builds of the Russian Doll cartridge to meet all of the performance
targets that I had set myself. Table 47 sets out an overview of the targets and the data
profiled for each build. All of the numbers in the table are averaged over three runs.

Overall timing
for test set 77
Data Access
timing 78
Algorithm
timing 79
Footprint (k per
entry) 80
GC percentage
of timing 81
Data churn
estimate (Mb) 82
Table 47.

Target

Starting Build

Rebuild 1

Rebuild 2

14.5 sec

18.9

18.0

8.4

<150ms

225

223

105

<1ms

11.8

1.0

0.6

<250

428.0

362.6

186.8

<5%

3.8

4.3

2.8

29.3

29.2

0.03

The target performance statistics for the Russian Doll cartridge and the results

reported for the starting build and two successive rebuilds of performance enhancements.
Figures in bold are within the specified target.

6.5.7 Profiling Methods
Timings
When the test set is processed all of the occurrence data required to perform the
algorithm is cached. As a result, running the test twice in succession yielded two
timings: one for the data access and algorithm combined, and the other for data
retrieval from cache and the processing of the algorithm. I included the retrieval from
77

The overall target is the time taken to load all of the occurrence data required by the test set and run
the algorithm on all 80 pairs. The overall target time is then 96*150ms (since there are 96 different
lemmas in the test set) plus 80*1ms for the algorithm, which I rounded up to 14.5 seconds.
78
The data access timing is the total time taken to process 80 pairs with no memory cache divided by
80, minus the algorithm timing.
79
The algorithm timing is the total processing time for 80 pairs when using the memory cache divided
by 80 (the total number of test pairs).
80
The footprint per entry (i.e. pair of words being scored for thematic association) is the total memory
allocated to the program divided by 80 (the number of pairs in the test set).
81
The percentage of processing time allocated to garbage collection, used as a meta-marker for data
churn.
82
The data churn can also be estimated in Mb. I have included these figures in the table for interest,
since my analysis suggested that the use of the time allocation was unreliable.
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cache as part of the algorithm timing, since the algorithm will always include memory
access in the application.
Footprint
I measured the footprint once the cache was fully loaded using the library Java
Runtime methods which means that other objects instantiated by the test harness are
included in the measurement. However, the test harness itself is trivially small and so
can be discounted.
Heap Profiling
I used heap profiling to explore the impact of the high frequency pairs on processing
time. Running the test harness with the following argument:
-Xrunhprof:cpu=samples,thread=y

produces a report listing the impact of each method on the CPU (based on sampling).
This report reveals which methods are contributing the most to processing time, and
also how many times each method in the report is run.
Allocation Profiling
Allocation profiling produces a report that lists the number of objects that have been
allocated on the heap. Unfortunately there is very little documentation available for
the profiler (it is an internal developer tool released by Sun Microsystems), and I was
not able to tie the numbers in the allocation profile back to data churn statistics from
the garbage collector. However, it was useful in gaining a sense of the difference in
data churn between builds and also provided some indication of the types of object
contributing most to the heap. The following command line argument is required to
run the allocation profiler:
-Xaprof

Garbage Collection and Data Churn
Verbose garbage collection (GC) output is written to the console when a Java
application is run with the following switch:
-verbosegc

I wrote a verbose GC output parser and used it to derive some simple stats from the
output, namely:
•

Total time (the total time spent by the garbage collector)

•

Total reclaim (the total memory reclaimed by the garbage collector)
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•

The total number of sweeps

•

The total number of full sweeps

The GC time divided by the total processing time of the build being profiled reveals
the percentage of application time dedicated to garbage collection, and this can be
used as a rough indication of data churn. Dividing the total reclaim by 80 (the number
of test pairs in the data set) produces an estimate of the data churn per pair scoring.
Using an estimate of 50 bytes per object this also gives a rough estimate of the
number of temporary objects created in each pair scoring cycle.
6.5.8 Detailed Results
The raw data reported by each of these profiling methods for each build is presented
in Appendix C. In this section I show how that raw profiling data could be used to
target bug fixes and performance enhancements to specific areas of the code.

Starting Build
Although I had assumed that the cartridge was an IO bound process, and so the
algorithm was unlikely to be impacting performance, the profiling tools led me to a
small bug which was having a significant impact on the processing time for pairs with
high frequencies. For example, it took over 50 seconds for the Russian Doll cartridge
to process the pair good-see, each of which is a very common word, even when all of
the data was cached in memory.
Running the heap profiler showed that when the cartridge was processing the pair
good-see, 97.5% of CPU time was accounted for by a single method that looked for
cooccurrences in the indexed data. I used debug tracing to examine the number of
iterations on some of the loops within this cooccurrence matching method, and
discovered one loop that increased non-linearly for pairs with frequencies in the BNC
of over 50,000. I examined the code within this loop in detail, and discovered the bug,
which was that the code always examined all cooccurrences within the same section
of text (<div1>) in the BNC. For very common words this led to a combinatorial
explosion that could be shut down by applying a simple heuristic to break out of the
loop when no more matches were possible.
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A performance analysis based on extreme data, the pair good-see, revealed that the
algorithm was not as efficient as I had assumed it to be. The heap profiler and debug
trace allowed me to zoom in on a single loop within the code where I identified a bug
impacting performance that I would never have found with a manual trace through the
algorithm as a whole.

Rebuild 1
The patch to the starting build reduced the processing time for the extreme pair goodsee from 50 seconds to around 80 milliseconds, and it also brought the algorithm
processing time for the test set down to the target of 1ms. The total processing time to
load the occurrence data for the 96 lemmas in the test set and then perform the scoring
algorithm was still too high, and the footprint remained excessive. Although the
garbage collection timings were beneath the target the estimate for the estimated
churn based on reclaim was very high at 29Mb, indicating that a very large number of
temporary objects were being created.
The reclaim-based data churn statistics reveal what is, in my view, a problem with
approach proposed by Shirazi of using the percentage of time spent by the garbage
collector as a meta-marker for data churn. Although it is much easier and faster to
measure timing than reclaim, it is not particularly accurate for programs such as the
Russian Doll cartridge that are small in size and that execute quickly because the
virtual machine allocates time to the garbage collector even when there is little for it
to do. In contrast large reclaim means that a lot of data must be written to and deleted
from memory, which means that the heap size is volatile. This can trigger the virtual
machine to allocate additional heap space, which is time-consuming, or can lead to
the footprint spiking and data being written to virtual memory by the OS, which is
located on disk and very slow.
The allocation profiler report for this build revealed that the cartridge created and
released very large numbers of String, StringTokenizer, CharBuffer and
StringBuffer objects, all of which are related to string processing activity. These
objects were contributing significantly to the data churn, the footprint and the overall
timing. Further analysis revealed that they were created when the files containing the
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occurrence data for each lemma were read and parsed, since the data was held in
delimited string format. To reduce the impact on memory I changed the format of the
files so that the occurrence data was serialized as an array of doubles, each of which
represented the section (<div1>) and word offsets at which the occurrence was
located in the BNC, with the integral part of the double representing one and the
fractional part the other.
This may seem a peculiar way to store the data, but I ran several experiments with the
profiler and concluded that it was more efficient than delimited text or serializing a
two-dimensional array of integers. I also ran some tests to ensure that double
precision would cover the maximum values of each offset in the file.

Rebuild 2
Using arrays of doubles to represent the occurrence data reduced the time taken for
the overall test and, since I now held the data in memory as an array of double
instead of a two-dimensional array of int, the footprint had also reduced. The
allocation profile showed that many less objects had been instantiated, and the top of
the table was now dominated by primitive data types. Although there was little change
in the time allocated to the garbage collector, the reclaim was radically different,
averaging just 26k per pair instead of 29Mb, again showing that very many less
objects were being created by the cartridge, and object creation is time-consuming in
Java, resulting in a reduction in all of the measurements taken.

6.6

Conclusion

By using proven approaches to application design and programming, such as
refactoring, design patterns and dependency injection I constructed powerful, reusable
and robust libraries which could plug together with few dependencies to construct
mainline ENIGMA applications. This was of particular benefit when running research
experiments outside the context of the application itself. For example, I conducted an
experiment to see if the clues generated by ENIGMA when applying syntactic and
semantic constraints to the surface reading tallied in the part-of-speech tags assigned
by the generator with the part-of-speech tags assigned by the Stanford parser to the
output, and also, as a control, to see if the tags still tallied when no constraints were
applied. Implementing the experiment using the ENIGMA libraries and cartridges was a
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straightforward process, so I didn’t have to divert a lot of research time into code
development to test my hypothesis.
The design approach did not guarantee performance efficiency, however, and tuning
the system for performance required a lot of low-level analysis of the design, the code
and the supporting language. In each case I began with the high level metrics made
available by the cartridge system, and then dug down into the detail of the underlying
code using a profiling tools to guide me and a tuning strategy with explicit targets to
determine when to stop. As a result of these performance enhancements the current
version of ENIGMA is able to fully process a light for clues in an average of 44 seconds
with a footprint of under 650Mb 83.

83

Full details of this performance evaluation are given in Chapter 7.
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Chapter 7 Evaluation
I conducted a quantitative evaluation of the clues generated by ENIGMA, and also sent
a list of clues generated from controlled input to a group of domain experts for
qualitative analysis. This chapter presents the findings of these two evaluations,
alongside the findings of the component evaluations described in earlier chapters, and
some other small experiments that I conducted on the output data.
The findings are grouped into the following four different areas of interest, each of
which relates to a key aspect of the system and the research.
•

accuracy

•

fluency

•

entertainment

•

performance

I also considered the extent to which the evaluation supported the theoretical
background to my research, and those findings are presented in the concluding
chapter of the thesis.

7.1

End-to-End Evaluations

I conducted two end-to-end evaluations to assess the quality of the clues generated by
ENIGMA.

The first was a Turing-style test in which subjects were presented with 30

pairs of clues, each of which consisted of a real clue published in a national
newspaper, and a clue generated by ENIGMA for the same light. The first 15 clues were
taken from the Sun, the last 15 from the Independent. In addition to measuring the
subjects’ ability to spot the real clues I asked them to comment on the features that
differentiated the computer-generated clues without knowing which clues were which.
I supplemented this qualitative feedback with a survey of domain experts, each of
whom was asked to review the 30 generated clues used in the Turing-style test along
with 12 other generated clues with controlled input.
7.1.1 Turing-style Test Evaluation
The motivation behind this evaluation was to measure the acceptability of generated
clues amongst a group of typical end-users: regular solvers of crossword clues. If
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ENIGMA

was used to generate crosswords on demand then some other application

might well design and fill the grid, since there are already many applications that do
this, and so the input would be controlled. The system would also have to run fully
unsupervised as the end-user, a solver, would not want to see alternative formulations
of the clues.
The 30 lights used as input were taken from one of the first two crosswords to appear
in a book of Sun crosswords (Anon., 2005) and a book of Independent crosswords
(MacDonald-Cooper, 2005). I filtered the clues to remove clues that would not be in
scope for ENIGMA to remove an obvious means of identifying the computer-generated
clues. This effectively narrowed the question posed by the evaluation: not whether
ENIGMA

matches up to a real crossword setter, but whether it does so on the clue types

in scope for the thesis. The result was a list of around 50 clues, which seemed too
much to ask of the subjects, so I selected 15 at random from each list to provide the
final list of 30 lights. ENIGMA then generated clues for all 30 lights, and a single
generated clue was selected at random from the clues given the highest score by the
system. In some cases there was a single clue with the top score, in others there were
over 100.
This ensured that I did not have a hand in the selection of the input, the process of
generation or the selection of the output material under evaluation. ENIGMA can
produce better clues than the ones selected for evaluation if I control the input, hardcode additional data into the system to prepare it for the input or select my own
preference from the list of generated clues, but the data for this test represents ENIGMA
running fully unsupervised.
In total 56 subjects participated in the evaluation, all of whom had some experience of
solving cryptic crosswords. Their expertise ranged from relative novices to a wellknown crossword buff who has won national broadsheet competitions. Each subject
was presented with a list of 30 lights each of which had two clues. They were given
the instructions shown in Figure 64 which informed them that one of each pair of
clues was human authored and one had been generated by ENIGMA, and that for each
pair they had to decide which was which.
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Figure 63. A sample screen-shot of the thirty questions presented to the subjects.

Each of the following thirty questions presents two clues for the same word
(given in brackets). One clue was written by a human crossword compiler, the
other was written by ENIGMA.
Please choose in each case the clue that you think was written by a person.
Please select only one in each case.
Figure 64. Text instructions given to each subject of the Turing-style test, the highlighted
text was also highlighted on the web page.

On average they correctly identified 21.5 (72%) of the human-authored clues, and 25
(63%) of the 40 participants who made comments reported that they found it hard to
distinguish between human authored and computer-generated clues. The highest score
was 29 (97%) and the lowest score was 13 (43%). There were no pairs for which all
subjects correctly chose the human-authored clue, although one was chosen by all but
two of the subjects. Only two of the generated clues successfully fooled more than
half of the subjects, but 50% of the clues fooled over a quarter and 25% fooled over a
third. The miss rate (the percentage of subjects who mistook the ENIGMA clue for the
human authored one) for each of the thirty clues is presented in Table 48, overleaf,
along with the accompanying light and ENIGMA clue. A full listing of both humanauthored and computer generated clues presented to the subjects is presented in
Appendix E.
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Miss Rate
76%

Light
SURE

Clue
Convinced potential user (4)

65%

SCION

Twig that coins are lost (5)

44%

LAPSE

Slip plate above boiled peas (5)

42%

TILLER

Excited trill around note to key (6)

36%

BROTHER

Double berth is awkward around rising gold (7)

36%

EXPANSE

Sweep area (7)

36%

SOLID

Firm penny after essential oils (5)

33%

EVENT

Issue proceeding (5)

33%

REALM

Ground and cooked meal following recipe (5)

33%

RURAL

Metropolitan country (5)

31%

SEWER

Drain second vessel (5)

31%

UNNOTICED

Unseen and scattered noun before running edict (9)

27%

REHEARSAL

Sketch moving share in poor earl (9)

25%

EXPRESS

Limited by mean (7)

25%

ATOMIC

False coat around state to compact (6)

24%

DISCARDED

Tossed wild cards in past (9)

24%

DRAGON

Note that groan is wild and berserk (6)

24%

LESSON

Notice that large noses are runny (6)

24%

SADDLE

Form charge (6)

24%

DECORUM

Pseudo code and singular virtue (7)

24%

HOARD

Save to stack (5)

22%

CHARACTER

Light broken arch above spilled crate (9)

18%

RAP

Snap slam (3)

18%

SORT

File is separate (4)

18%

ENACT

Comb back then time order (5)

16%

PRISON

Ward fresh rips above back number (6)

16%

OGLING

Insulting and criminal gin after odd log (6)

13%

STYGIAN

Fiendish and strange saying around true (7)

11%

PROPOSE

Maintain falling tincture in twisted rope (7)

4%

MALE

Place back run above direction (4)

Table 48.

The computer-generated clues from the Turing-style test and the percentage of

subjects who mistook each one for the human-authored clue.
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I asked each subject to tell me how good at crosswords they thought they were, and
also how often they attempted and completed a cryptic crossword. There was no
correlation between this subject profile information and the results, in part because the
majority of respondents chose the middle of the scale for all of the questions.
However, there was some correlation between performance at the Turing-style test
and doing broadsheet cryptic crosswords. The crosswords in the national broadsheets
are generally regarded as being the hardest and best quality so one could conclude
from the data presented in Table 49 that subjects with greater crossword solving
expertise were less likely to be fooled by ENIGMA. This suggests that the system has
many of the elements of a good clue, but is still missing some extra edge that the more
experienced solvers are aware of.
Non-broadsheet
Solvers
Broadsheet
Solvers
Table 49.

All Clues

Sun Clues

Independent Clues

19.9

10.6

9.3

22.0

11.0

11.0

Average number of correct choices for subjects who solve broadsheet cryptic

crosswords and for those who do not.

The subjects were also invited to give specific comments on whether they found the
computer-generated clues to be convincing, and to describe the criteria that they used
to discriminate between human-authored and computer-generated clues. 40 subjects
responded with specific comments to the question in Figure 65 below.
If you have any comments, questions or feedback please enter it into the box
below. In particular, I would be interested if in general you found the clues
that you thought were computer generated to be convincing, and what features
or failings most often gave them away.
Figure 65. Text inviting comments at the end of the Turing-style test questionnaire.

I post-coded the comments on the basis of common points made by the subjects - the
results are summarised in Table 50 - and I use the post-coding and some individual
comments throughout the rest of the chapter to inform the discussion of the quality of
the generated clues. Asking the subjects to comment on the features of the computergenerated clues without knowing which ones they actually were turned out to be a
very productive question. I received a lot of useful critique of the computer-generated
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clues, but I also encountered some interesting perspectives on what people expect
computers to be able to do, and what they expect to be beyond them. Furthermore,
some clues selected by the subjects as exemplars of the features that typified humanauthored clues were in fact generated by ENIGMA, providing some direct evidence that
some generated clues had been found to be entirely convincing at least by some of the
subjects. The comments also benefited from the choice of test; I did not provide any
criteria to the subjects for them to rate the output, instead they told me what they
thought were the critical components of a convincing cryptic crossword clue, and then
told me, both through their comments and through their performance, how well they
thought ENIGMA addressed these requirements.

Comment

Total

It was hard to tell which was which

25

Definitions of light or component parts are “dubious” in computer clues

6

Too many anagram puzzles in the set of clues in computer clues

5

Surface reading smoother in human clue, stilted or awkward in computer clues

15

Human clues evoke an “image”, some imagined context

9

Human clues elicit semantic connections between their parts

8

The computer clues are “logical” or “mechanical”

5

Human-authored clues use wit and comedy

5

Table 50.

Post-coded totals for commonly-made comments.

7.1.2 Domain Expert Evaluation
I also sent two sets of clues to a small group of domain experts, listed in Table 51, for
a qualitative assessment. The sets comprised the 30 clues generated for the Turingstyle test along with a group of 12 where the input was controlled (the lights all came
from an Independent crossword) but where I had selected which of the 100 clues with
the highest score would be used. For this evaluation, I informed the subjects about the
background and aims of the research project (the full text is presented in Appendix D)
and asked them to rate the quality of the clues in general terms. Since many of the
group are professional compilers and/or editors, I also asked if any of the clues would
pass muster in a real published crossword.

233

There are two sets of clues listed below – all of them were generated without
my help or interference by the computer program for a set of lights taken from
an existing crossword.
In the first set, each clue was selected at random from the clues that ENIGMA
thought were best.
In the second set, I chose what I thought was the best clue from the top 100 or
so clues for each light, rather than relying on ENIGMA’s ranking.
* What is the overall quality of the clues in each set?
* What are the features of the good clues that you think make them successful?
* What are the failings of the bad clues?
* Do you think that any of the clues produced by ENIGMA would be good
enough to appear in a published crossword?
* Do you have any other comments or suggestions?
Figure 66. Questions put to the domain expert evaluators.

Domain Expert
Compilers
Jonathan Crowther
Don Manley

Editors
Kate Fassett
Mike Hutchinson
Commentators
Sandy Balfour

Neil Wellard
Pete Maclean
Table 51.

Qualifications
Jonathan Crowther has set for the Observer under the alias Azed for
thirty years, and is the author of many books on crosswords, including
the A-Z of Crosswords, HarperCollins, Glasgow, UK, 2006.
Don Manley sets puzzles for all four broadsheets and is crossword
editor for the Church Times. He sets as Quixote, Duck, Pasquale,
Bradman, Polymath and Giovanni and is the author of the Chambers
Crossword Manual, Chambers, Edinburgh, UK, 2001.
Kate Fassett is the Crossword Editor at the Telegraph.
Mike Hutchinson is the Crossword Editor at the Independent.
Sandy Balfour is a well-known author and journalist. In 2004 he
wrote Pretty Girl in Crimson Rose (8): A Memoir of Love, Exile and
Crosswords, Atlantic Books, London, 2004, a book about the history
of crosswords and his own fascination with them.
Neil Wellard is the founder of the crossword blog Fifteensquared, and
a regular contributor.
Pete Maclean is a regular contributor to the Fifteensquared crossword
blog, and has been solving cryptic crosswords regularly for 35 years.

List of domain experts and their qualifications.

I also included a set of clues where I had chosen the best one from the generated
output so that I could show the expert evaluators the system’s potential regardless of
the impact on system output of the ranking algorithm, shown in Figure 67 below. I
restricted the size of the second set to only 12 clues as I was concerned that I might

234

scare some experts off if I sent them too much data. I was careful when selecting the
lower-ranked clues to check the justifications recorded for each clue by the system to
avoid choosing clues with accidental quality. For example, the Turing-style test clue
Save to stack (5) for HOARD found favour with many solvers, probably with those
familiar with the workings of computers, but the fluent surface is in fact an accident.
The justifications for the clue show that ENIGMA thinks that save is the subject of the
verb stack, and that it has used the infinitive since it is not allowed to inflect the verb
to the third present form. The clue was picked at random for the Turing-style test data,
but I would not have selected it for the expert evaluation as it misrepresents what the
system has achieved.
TYING

Strangely tiny scale drawing (5)

AMUSED

Entertained dicky dames around bend (6)

PERILOUS

Unusually ripe and fresh soul is dangerous (8)

TWINE

Tape loud squeal behind ford (5)

MINISTER

Official measure is falling in essential merits (8)

KEEP

Feed store (4)

ARIA

A falling look in tune (4)

RECEPTION

Welcome bad receipt before back number (9)

SCRAPE

Mark chopped capers (6)

TEEMING

Pouring fresh gin after back play (7)

AGELESS

Everlasting branch is falling in rough seas (7)

BRAIN

Mind awkward bairn (5)

Figure 67. The additional 12 clues sent to domain expert evaluators.

In general the domain experts were harsher critics of the system than the subjects of
the Turing-style test, and for the most part they rated the clues against the yardstick of
good quality, professional, human-authored clues. They liked some of the clues, but
strongly disliked many others. All of the experts who answered the question about
publishable quality thought that some of the clues would be good enough for
publication in a national broadsheet, although two thought they would only qualify as
‘fillers’, which are clues written for the remaining lights in the grid when the clues
that the setter is most proud of have already gone in. Jonathan Crowther was the only
one who specified exactly which clues he thought would be good enough to be
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published, and he chose 8 (19%) of the 42 presented to him: 5 from the first group of
30, and 3 from the second group of 12.
The most common points raised by the experts were:
•

no wit/humour

•

some nonsensical surface readings

•

loose or unfair definitions

•

too many anagrams

•

some anagrams too easy to solve

•

some Two Meanings clues not proper double definitions

•

the second set were of slightly higher quality than the first

I discuss these points in more detail over the following sections.
Three of the experts (Mike Hutchinson, Jonathan Crowther and Sandy Balfour)
provided a clue-by-clue commentary. In each case there were some clues where the
commentary explicitly praised the clue, and I have assumed that these were their
favourites 84. The remaining clues either drew criticism or drew no comment. Mike
Hutchinson highlighted 10 out of 42 clues (24%), Jonathan Crowther highlighted 8
(19%) and Sandy Balfour 9 (21%). The following five clues were highlighted by all
three of these expert evaluators:
Sweep area (7) [EXPANSE]
Drain fresh ewers (5) [SEWER]
Convinced potential user (4) [SURE]
Strangely tiny scale drawing (5) [TYING]
Mark chopped capers (5) [SCRAPE]
The first three of these five clues were from the Turing-style test and performed
reasonably well in that test too with 36%, 31% and 76% of subjects mistaking them
for the real clue, resulting in rankings of 11th, 6th and 1st by this criterion amongst the
full set of 30 Turing-style test clues. There is a risk that the clues that performed best
in the Turing-style test did so because the human-authored alternative was poor. I
84

Jonathan Crowther confirmed that this was indeed the case for his commentary, indeed the 8 that he
marked as of good quality were the ones that he considered good enough for publication in a national
broadsheet.
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discuss this issue in more detail below, but note that the domain experts were only
shown the computer-generated clues, and while there is insufficient data to look for a
correlation their three favourite clues all performed well in the Turing-style test.

7.2

Accuracy

In this and the subsequent section I consider what lessons can be learned from the
evaluation data about the accuracy and fluency of the system. Dale and Mellish
(1998) use the terms accuracy and fluency to reflect the quality of generated output,
defining accuracy as the ability of the system to “convey the information it is
supposed to” and fluency as its ability to “present the information in a readable
manner”. In the context of ENIGMA I use accuracy to reflect the correctness of the
puzzle reading, since this is the information to be conveyed by the clue, and fluency
to reflect the quality of the surface text.
For a puzzle reading to be correct, it must be a fair clue, in the Ximenean sense
explored in Chapter 1. The definition must be a reasonable stand-in for the light, and
must appear at the beginning or at the end of the clue; each indication must appear
next to the words to which it applies; the correct indications must be used for each
part of the puzzle; homographs may be used but only if re-inflection is not required;
definitions of clue components must be reasonable, and indication keywords that
require different directionality (across or down) must not be mixed.
I ran an experiment to check the correctness of the output automatically, although its
scope was limited to aspects of accuracy that could be checked programmatically. The
program checked the following features for around 70,000 generated clues and
reported 100% accuracy:
•

the definitions must appear at the beginning or at the end of the clue

•

each indication must appear next to the word to which it applies

•

the correct indications must be used for each part of the puzzle

•

homographs may be used, but only if re-inflection is not required

•

indication keywords that require different directionality must not be mixed
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This suite of automated checks ensure that the system is getting the basics right,
according to my own definition of correctness. I couldn’t check the appropriateness of
the definitions automatically, since this is a matter of subjective judgement, nor could
I authenticate the rules that I had defined both for the construction and for the testing
of the puzzle readings. I would like to have run a task-based evaluation here, asking a
group of regular solvers to attempt a crossword in which half of the clues had been
replaced with clues generated by the system. I could have measured the relative
proportions of clues solved, and also obtained some opinion on the fairness of the
clues. Unfortunately I had already relied on the cooperation of a lot of people in
undertaking other evaluations for me. This was a regular issue, not just for end-to-end
evaluation but also for the evaluation of the components of the system. Not only is
there no gold standard to hand for cryptic crossword clues, strength of thematic word
association or appropriateness of compositional collocations, but there can’t be such a
thing as there simply isn’t a right answer in a very large number of cases.
Instead I relied on the comments and feedback made by the expert evaluators and the
Turing-style test subjects to point to flaws in the word puzzle layer of the clues that
might make them unfair or might make them too easy to solve.
7.2.1 Placement
The checking program that I ran found no placement errors, and I received no
comments relating to placement from any of the subjects in either evaluation. It seems
fair to conclude that ENIGMA is able to construct clues without violating placement
constraints.
7.2.2 Definitions
Five of the subjects of the Turing-style test raised the quality of the definitions, both
of the lights and of subsidiary elements, as a factor in determining which clues were
computer generated. All of the domain experts also commented on the definitions,
finding many unsatisfactory, for example Sandy Balfour pointed out that “often the
definitions will fail the ‘equivalence’ or ‘substitution’ test”. For a definition to be fair,
it should be possible in some context to substitute the definition for the word or
phrase to which it refers, and it is clear that many of the definitions chosen by ENIGMA
fail this test.
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In Chapter 2 I conducted a component evaluation of the thesaurus and recorded good
coverage measured against clues from the Sun and the Independent and reasonable
precision (around 80%). I used the same parameters in the end-to-end evaluations as
in the component evaluation, and arguably the system performed at a similar level of
precision, with some more detailed feedback suggesting that around 25% of the
definitions were “dubious”. An interesting point that emerges here is that in the
context of a component evaluation for a NLP task 80% feels (to me at least) like a
reasonable precision score; but translated into a working application making a mistake
one fifth of the time is reported by users as “lots” of mistakes.
Another issue to note here is that the strength or weakness of definitions is very
subjective. ‘Dodgy’ definitions are a regular feature of real crosswords, and a
common complaint from solvers, as Sandy Balfour points out in his feedback “you do
see worse from time to time in the broadsheets […] but usually to howls […] of
protest”. I also noted that some of the clues cited as having dubious definitions by
some subjects were praised as being better clues by others. For example the clue for
DISCARDED

– Tossed wild cards in past (9) – in which the word past was used as the

definition for the light was singled out as an example of a poor definition by Subject
30, Subject 55, Sandy Balfour and Jonathan Crowther. However, Subject 17 praised
the definition as an example of a human setter being more “subtle” than a computer
could be expected to be, and Subject 17 reported that s/he always completes all the
clues in a crossword when s/he attempts one.
It seems that polysemy also plays a part in judgements about the quality of
definitions. For example, several respondents objected to the clue for MALE – Place
back run above direction (4) – partly on the grounds that place cannot mean male, but
three who entered into correspondence subsequently admitted that they had missed
the fact that Male is the capital of the Maldives and could be clued in this way.
It remains the case, however, that many clues contained definitions that drew
criticism, and I agree with most of the criticisms raised. Looking at the data it is clear
that when ENIGMA casts the net a little too widely within a thesaurus entry it picks up
words that relate only via an intermediary, such as twig for scion, words that are
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simply germane, such as insulting for ogling, or co-hyponyms such as key for tiller,
both of which have some relationship to boating. I discuss the issue of definitions in
more detail in the concluding chapter, but note here that this is arguably a design flaw
with the system. My experience with the thesaurus is that it simply isn’t possible to
find a heuristic based only on the mark-up of the thesaurus itself; a cautious approach,
keeping only entries within the tightest sub-section of an entry, results in too few
synonyms and misses many potential clues, while a looser approach allows in a large
number of false positives. The problem is that the relationships between the words in
each thesaurus entry are not symmetric, and so no algorithm based on the mark-up
alone can get good coverage without a heavy price in loss of precision.
Jonathan Crowther commented that a thesaurus was unlikely to suffice as a source of
synonyms and suggested that I use a specialised crossword synonym dictionary
instead. I approached various publishers for a machine-readable copy of a crossword
dictionary for an affordable price in 2005 but unfortunately all of my requests were
rejected.
7.2.3 Indication Keywords
The indication keywords used in all of the clues were selected automatically by the
system from hand-crafted lists that I wrote myself. Few of the Turing-style test
subjects commented on the indication keywords, although most of the experts did and
while the use of certain keywords can come down to personal style there are some
that should be removed from the lists.
Sandy Balfour disliked criminal, potential, essential and dicky as Anagram indicators,
and Jonathan Crowther said that essential was inappropriate as an Anagram indicator
since it did not fairly communicate the need to reorder the letters. Jonathan Crowther
and Sandy Balfour both pointed out that falling to indicate a Reversal does not really
make sense, even in a down clue, as a Reversal should be rising in that instance.
Jonathan Crowther also objected to the use of loud as an indicator of a homophone,
since it does not relate to the fact that the word is spoken (or heard) in the way that
other indicators such as we hear, apparently, aloud, or overheard would. Mike
Hutchinson and Don Manley both disliked plate for L, as did two of the Turing-style
test subjects, and Jonathan Crowther told me that true for T was not acceptable.
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Some of these objections are rather subjective, and Jonathan Crowther added this
rider to the various objections to certain keywords listed above. Although Sandy
Balfour disliked criminal, potential and dicky as Anagram indicators they are all listed
among a set of around 250 Anagram indicators presented by Stephenson (2005: 40ff).
Similarly, while Mike Hutchinson and Don Manley both felt that plate for L was
unfair, it is listed in the Chambers dictionary of crossword abbreviations (Kindred and
Knight, 2002: 153). Although Ximenes provides us with a clear set of rules of the
game (Macnutt, 1966) when it comes to the fine detail the ‘rules’ are very loose
conventions, to which some setters, solvers and commentators subscribe, and others
do not.
7.2.4 Directional Constraints
There were some comments from the domain experts on the directional constraints
implied by some clues – indication keywords that only work in an across or down
clue - and I should perhaps have included the constraints reported by the system for
each clue in the data that I supplied to them. I checked any comments made about
directionality against the constraints reported by the system for each clue and found
no errors; so for example Jonathan Crowther explained that the clue for LAPSE - Slip
plate above boiled peas (5) - would have to be a down clue and I confirmed that this
tallied with the explanation of the clue generated by ENIGMA.
I am not aware of any conflicting directional constraints, and there were no reports of
any by either group.
7.2.5 Homographs
A lot of the sample clues include homographs, since I felt that this was a key element
of what made a clue cryptic and made it a key soft constraint in ranking the clues.
There were no comments that mentioned homographs specifically, although many
subjects in the Turing-style test commented that in many cases both clues seemed
“convincing” or “cryptic” and it is possible that the homographs played a part in this.
Most of the experts acknowledged that the clues were able to mislead to some extent,
but none were particularly impressed by the use of homographs, they appeared to
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simply take their presence in the clues for granted as an indication of basic
competence.
I received no complaints about unfair homographs, where a re-inflection would be
required to resolve the homograph and solve the clue, which suggests ENIGMA is able
to integrate homographs into the clues correctly.
7.2.6 Two Meanings
Some Two Meanings clues suffered from poor definitions, others did not use
sufficiently distinct definitions of the light, and for these two reasons were often
judged by the expert evaluators to be unfair. I discuss Two Meanings clues in more
detail in the section on Entertainment below.
7.2.7 Stop Words
One of the subjects in the Turing-style test (Subject 33) questioned the use of stop
words in some of the clues, such as this comment on Twig that coins are lost (5) for
SCION:

“The surface readings, especially the double meaning of 'twig', suggest that

clue 2 is human-generated. However, clue 2 is unsound because of the superfluous
'that', whereas the cryptic reading of clue 1 is flawless”. Mike Hutchinson and
Jonathan Crowther also disliked the use of that in the two clues with clausal objects;
both added that the clues would work perfectly well without that explicitly present in
the surface reading.
There were no comments relating to stop words intervening between an indication
keyword and the words to which it related, although some of the offline criticism
referred to in the previous paragraph related to the predicative realisation of
Anagrams (for example, lionesses are wild). My own view is that stop words are
acceptable on the ‘bridge’ between the definition and the puzzle, and that predicative
renderings of Anagrams are reasonable and often improve the surface reading. Both
of these features of the surface reading are parameterizable and represent stylistic
preferences. Jonathan Crowther agreed that some setters and editors would be happy
with stop words on the bridge between indication and definition, but personally he
dislikes that style of clue.
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7.2.8 Finer Points
With the exception of definitions, which are a problem for ENIGMA, the expert
commentary suggests that ENIGMA is accurate when constructing clues in the sense
that the clues work as cryptic puzzles, they are fair and they follow the conventions of
crossword compilation.
Jonathan Crowther highlighted some finer points of style and convention which
hadn’t occurred to me as part of the conventions of writing clues. For example, he
explained that he thought that it would be “just about OK” to upcase a word to make
it look like a proper noun, but that, in his view, downcasing is always unfair. So, for
example, the downcasing of Ford (for T) in the clue for TWINE – Tape loud squeal
behind ford (5) – is not acceptable and ENIGMA should, he said, not allow downcased
homograph misdirection such as this. He also took issue with the use of plural
predicative adjective realisation of Anagram indicators for non-composite Anagrams.
For example, the clue for SCION – Twig that coins are lost (4) – realizes lost coins
predicatively so that it can be the clausal object of twig, allowing ENIGMA to exploit a
homograph misdirection based on a change of part of speech. To make the surface
reading work the verb to be is inflected as a plural since coins is the subject, but
Crowther asserts that this breaks the accuracy of the puzzle reading since there is only
a single word, coins, that is lost and so the use of are is incorrect. Had the Anagram
been a composite then the use of the plural form would have been acceptable.
If the focus of ENIGMA had been on production rather than on research it would have
been worthwhile asking a domain expert such as Jonathan Crowther to assist at the
design phase of the project to get these fine details right. However, since the
generation process is creative then the finer points of the system requirements are
subjective, and so different domain experts would advise differently. For a fielded,
creative language application it seems that one would have to talk to many different
domain experts and then attempt to parameterise the competing requirements to
reflect different styles. I have responded to the expert evaluation by parameterising
some of the choices made by the system, for example whether to allow stop words in
certain contexts and whether to allow predicative realisation for different types of
indicator.
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7.3

Fluency

In the context of ENIGMA fluency represents the quality of the surface text. This cuts
right to the heart of the research challenge behind ENIGMA, and I was interested to find
in my analysis of the comments on the Turing-style test that fluency was a key
marker, for many of the subjects, of human-authored texts. 15 subjects reported that
they looked for a smooth or natural surface reading to identify the human author, and
that they expected computer-generated clues to be clumsy or awkward in their
rendering. Many also commented on the meaning of the surface text; 9 referred to an
image or imagined context behind the text, and 9 to the meaningfulness of the
connections between component parts of the clues. It seemed that subjects looked for
these features in the clue not just as a measure of quality, but specifically as
something that computers cannot do, as the following examples show:
I picked as "human" the ones that have a "ring" to them (Subject 7)
[…] a clue sounding forced and inelegant was likely to be generated by the
computer (Subject 10)
I've based quite a few of my guesses […] on how much sense the clue made as
a sentence. So, the fact [...] that a farmer might actually have territory is
something I wouldn't expect a computer to know (Subject 13)
The phrase was clever semantically - it had a meaningful juxtaposition of
words that I wouldn't expect a computer to produce (Subject 21)
[…] it is natural to suppose that a human will be more aware of the nuances of
language and its use and should produce more "natural" clues (Subject 42)
[…] the human-generated clues are more natural as sentences in their own
right, or use "deeper" plays on words than a computer can generate (Subject
43)
[…] my rule of thumb for guessing the human was to look to see if the
constructed clue had some semantic connection or similarity across its
constituent parts (Subject 47)
[…] the real giveaway is (and always will be) the ability to paint a picture that
has its own internal logic which is a world away from the solution (Subject 50)
[…] the human clues had better 'connections' (i.e. [the] words used had
themselves relationships) between first and second parts (Subject 53)
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The subjects’ comments from the Turing-style test show not just that the surface
reading is an important part of a crossword clue, but that there is a widely held (and
probably well-founded) belief that computers can generate English language but not
“natural” English language.
A key goal for ENIGMA is to challenge that belief, and for the system to generate clues
with fluent surface texts. The fact that the subjects list an unnatural surface text as a
determining factor in identifying generated clues does not necessarily mean that the
generated clues lacked a high quality surface reading. In fact some of the data from
the survey suggests quite the opposite. Although many subjects raised aspects of
fluency as key criteria they guessed correctly, on average, only 70% of the time, and
63% of those who gave comments said that they found it hard to tell which clues were
human authored. Furthermore, in the few instances where subjects present specific
examples of fluency to illustrate their comments, the examples that they choose are
quite often actually computer-generated, such as in the following cases:
[…] 'pseudo code' in clue 1 […] 'noses are runny' in 7 or 'plate...peas' in 6
[…] is surprising if computer-generated. (Subject 33)
The surface readings, especially the double meaning of 'twig', suggest that clue
2 is human-generated (Subject 33) 85
[the] ones [I] thought were human were more likely to pair up anagram words
with clever signal words, e.g. […] "boiled peas" (Subject 37)
[M]y rule of thumb for guessing the human was to look to see if the
constructed clue had some semantic connection or similarity across its
constituent parts that the alternative didn't (e.g. […] meal-recipe) (Subject
47) 86
Why talk of a user being 'out' rather than talk of a 'potential user'? (Subject
22)
This suggests that ENIGMA does a good job of constructing fluent surface texts, at least
some of the time.
The domain experts all reported that fluency was a key attribute of any good clue and
all reported that this was the principal failing of the system with many of the sample
85
86

Clue 2 here is the generated clue for SCION – Twig that coins are lost (5)
Here the subject gave a list of five examples, the last of which is computer generated
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clues not making sufficient sense in the surface reading. Mike Hutchinson advised
that 12 of the 30 clues used for the Turing-style test did not make sense, and the other
domain experts were critical of the quality of surface readings overall: Neil Wellard
commented that the surface readings are “often meaningless or nonsensical”; Sandy
Balfour said that ENIGMA makes “’unfortunate’ choices about meaning” resulting in
“at best so-so surface readings”, Kate Fassett felt that the system “lacked semantic
intelligence”, and Jonathan Crowther said that the surface meaning was “sometimes
not there”. In spite of these misgivings all of the domain experts liked some of the
clues from the Turing-style test, and thought that ENIGMA got the surface reading right
at least some of the time: Neil Wellard said that “the good clues have a surface that
makes some sort of sense (and may even be humorous), reads smoothly and has a
definition that doesn’t stand out”; Pete Maclean felt that “the surface on some is
surprisingly good”; Kate Fassett said that it the system managed to choose “some […]
proper utterances (or pukka phrases as Richard Browne from the Times calls them)”;
Jonathan Crowther explicitly praised the surface meaning of some of the clues that he
liked, and all the experts said that they liked some of the clues even if they did not
specifically mention the surface reading.
It seems fair to conclude then, that ENIGMA generates a fluent and acceptable surface
text some of the time, but not all of the time. The following two sections attempt to
unpack this statement a little, homing in on what works and does not work with
respect to fluency using the data from the end-to-end evaluations and also from the
evaluations presented in earlier chapters. In the first two sections I focus on the
connections between words, and also the extent to which clues are able to “paint a
picture” (Subject 50), since these features of the text were commented on by subjects
in both evaluations and dovetail neatly with two key threads of the thesis.
7.3.1 Apposite Collocations
To ensure that the surface text appears to make sense, ENIGMA constrains lexical
choices on grammatical relations, such as verb-object, using the collocational
semantic lexicon described in Chapter 4. All of the expert commentators remarked on
the importance of apposite connections between the components of the surface text, as
did nine of the 40 subjects in the Turing-style test who responded with specific
comments about the features of human authored clues.
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In the component evaluation, described in Chapter 4, I showed that ENIGMA was able
to choose an apposite indication keyword at least 85% of the time. This performance
was reflected in the end-to-end evaluation where there was very little criticism of the
connections between component words that the system had constrained using the
collocational semantic lexicon.
With the exception of predicative adjective realisations only three of the thirty clues
used in the Turing-style test used a subject-verb relation, and this seems typical of
system behaviour. The main driver behind this is the lists of indication keywords that
I constructed for the application to use, which contain few verbs of which the
component will be the subject.

Relation
Adjective Modifier
Direct Object
Subject of Verb
Table 52.

Total
37
16
3

Use of semantically constrained relations in the 30 clues that comprised the

Turing-style test.

In total, ENIGMA used nearly 60 semantically constrained syntactic relations in the 30
clues that comprised the Turing-style test and 25 in the twelve further clues sent only
to the expert evaluators. There were no comments that criticised any of these syntactic
collocations specifically, which suggests that the semantic support for syntactic
relations works well.
7.3.2 Static Linguistic Resources
In addition to the linguistic resources mined from corpora ENIGMA also relies on static
lists of words with particular roles, such as verbs taking clausal objects or adverbs that
can intensify adjectives, and a list of noun phrases derived from the Moby compound
word list. The construction of these resources was described in Chapter 2.
Ten of the 42 clues sent to the domain experts relied on static linguistic resources.
Some experts made stylistic criticism of the use of an explicit that between verbs and
clausal objects, but none criticised the use of the verbs to introduce a clausal object,

247

the meaningfulness of noun phrases, the use of articles or the use of adverbial
intensifiers.
Since these resources are largely handcrafted it is unsurprising that they performed
well. Although the introduction of static linguistic resources is appropriate for
syntactic roles that can be narrowly semantically defined, this approach is labour
intensive and driven mostly through introspection rather than evidence. I defined a list
of 76 verbs that I thought could take clausal objects. Although the list could no doubt
be extended with more consideration, it provides reasonable coverage, and three of
the 42 clues in the sample relied on a verb from this list with a clausal object. It also
did not take an impractical amount of time to construct the resource, whereas a
handcrafted version of the nearly seven million adjective-noun mappings providing
coverage for over 12 thousand adjectives in the collocational semantic lexicon would
be a lifelong endeavour.
7.3.3 Thematic Cohesion
Although the collocations within the clues seem to have worked very well there was a
lot of criticism, from the expert evaluators in particular, in relation to whether the clue
as a whole really appeared to mean something. Kate Fassett put it as follows:
For my part, I don't mind if it's utter nonsense IF you can imagine it, for
example, in a dream. 'Sharks swimming in custard' is what Don Manley calls
it. So nonsense is fine but meaninglessness isn't.
(Kate Fassett, domain expert commentary)
The theory under test is that the thematic association scoring system alone could be
used to determine the connectedness of different elements of the surface reading, even
if they had no direct syntactic relationship, and that a clue with many thematic
connections would be sufficiently evocative that the reader would interpret it as
meaning something. However, as discussed in Chapter 3, thematic association is a
very loose concept and in parameterising the algorithm to be precise I sacrificed
recall. This meant that thematic cohesion could only be applied as a soft constraint; it
is rare that all of the elements across the clue are found to cohere thematically, and so
I used coherence to affect the rankings but did not prevent ENIGMA from generating
clues which did not share thematic association throughout.

248

This meant that many of the clues contained chunks that made sense individually
thrust together into a clue that was itself meaningless. This was a particular problem
when noun phrases were combined through conjunction, as in the following three
clues all of which were criticised by the domain experts for lacking semantic
coherence across the two halves of the surface reading:
Pseudo code and singular virtue (7) [DECORUM]
Comb back then time order (5) [ENACT]
Firm penny after essential oils (5) [SOLID]
On reflection it seems that thematic association should play a role in the hard
constraints, but it should not be a requirement that all of the components of the clue
must relate to each other. In Chapter 3 I reported some experiments with Inverse
Document Frequency as described in Church and Gale (1999) in an attempt to find a
metric that would tell the system reliably which words should be regarded as contentbearing. Unfortunately I was unable to threshold IDF, although the system could
benefit, arguably, from the simple assumption that nouns are the content bearing
words in each clue and on that basis applying a hard constraint that the nouns in the
clue must all share some thematic association.
For example, the clue for REALM – Ground and cooked meal following recipe (5) –
was mistaken for the human authored clue by a third of the participants in the Turingstyle test and was well regarded by some of the experts, for example Jonathan
Crowther commented that it had “ a good surface meaning”. All of the pairings in the
clue (ground-cooked, ground-meal, ground-recipe, cooked-meal, cooked-recipe and
meal-recipe) score above the threshold using the thematic association measure
presented in Chapter 3 and I believe that this, in addition to the hard semantic
constraints, is an important factor in its apparent meaningfulness.
In contrast the clue for BROTHER – Double berth is awkward around rising gold (7) –
was regarded as meaningless by some of the experts. Jonathan Crowther asked “why
should gold have anything to do with a berth?” Only one of the pairings in this clue
scores over the threshold for thematic association, and that is double-berth which has
already been semantically checked and found to be a noun phrase.
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Applying thematic association checking as a hard constraint the system would check
all pairings of the nouns in each clue, so it would check only meal-recipe in the clue
for REALM and berth-gold in the clue for BROTHER. With this hard constraint in place
the clue for REALM would pass but the clue for BROTHER would be rejected. Whether
this heuristic would improve the overall performance of the system is a question that
would require further investigation, but the finding from the evaluation presented here
is that applying thematic association only as a soft constraint allows the system to
generate clues whose parts are meaningful but whose whole is not.
7.3.4 Prepositions
I noticed that while 15 of the 30 clues used in the Turing-style test contained a
preposition, all 12 of the clues highlighted as nonsensical by Mike Hutchinson were in
that group. In contrast he quite liked six of the clues, and while only one had a
preposition five had a verb with a direct or clausal object. Of course the clues
containing prepositions are in general also longer and so are syntactically more
complex and contain more elements that may jar with each other semantically.
However, none of the subjects suggested that any clues were ungrammatical, just that
some did not make sense, and Hutchinson’s clue-by-clue commentary suggested that
ENIGMA’s

lack of knowledge about prepositions could be having a significant,

detrimental impact on its performance.
Although there was no significant correlation between the group of 12 nonsensical
clues and the rankings in the Turing-style test, based on the percentage of subjects
who mistook each ENIGMA clue for the real thing, the bottom-ranking five clues,
chosen by between 4% and 16% of the subjects, were all in this group. Triangulating
some of the expert comment against the Turing-style test rankings implies that
prepositions are a serious problem for ENIGMA, and the data strongly suggests that
they are a major cause of failure for clues that were the least convincing.
The reason that they cause such a problem for the system is that, like the thematic
association checks discussed in the previous section, the constraints on prepositions
are not hard constraints. Since I was unable to generalize data about prepositions
accurately I only used directly evidenced data to construct the linguistic resources. As
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a result, recall was very low and so applying the check as a hard constraint resulted in
too many missed clues.
I also allowed the system to generate clues where noun phrases are connected by
conjunctions and verb phrases by temporal conjunctions. In such cases the only
semantic check is the thematic association check which is applied as a soft constraint.
It seems likely that the quality of the output might be improved by enforcing a hard
constraint on thematic association between the heads of the phrases combined through
a conjunction, although further investigation would be required to prove that this
would work out in practice.
7.3.5 Grammaticality
In Chapter 5 I presented two experiments in which I tested the grammaticality of the
clues generated by ENIGMA. One of these involved the use of a parser, and I refer the
reader to Chapter 5 for a detailed discussion of the experiment. In the second
experiment I manually checked a sample of 200 generated clues and found only one
to be ungrammatical, in my opinion at least.
This finding is corroborated by the evaluation. There was only one comment in all of
the expert and non-expert feedback that I received during the two end-to-end
evaluations that related to grammaticality. It seems fair to conclude that the surface
readings of the clues generated by ENIGMA are reliably grammatical.
7.3.6 Punctuation
One subject in the Turing-style test informed me that s/he had used punctuation as a
heuristic, assuming (correctly) that ENIGMA did not use punctuation in the clues.
Sandy Balfour and Jonathan Crowther both suggested that a couple of clues could be
rendered more fluently using punctuation instead of explicit conjunctions. For
example, commenting on the clue for DECORUM – Pseudo code and singular virtue (7)
– Sandy Balfour said that he quite liked the clue “but the 'and' spoils the reading”. He
suggested Pseudo code, singular virtue (7) would make a more fluent surface reading.
I did not explore the use of punctuation in the ENIGMA generator and this seems an
interesting avenue to explore in future research. In particular, I think that there is an
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interesting question to consider about whether punctuation is a purely syntactic
judgement or whether it could be semantically supported, as with the other lexical
choices made by the system.

7.4

Entertainment

Although the emphasis in ENIGMA on the surface reading tallied closely with some
key criteria used by the Turing-style test subjects and the expert evaluators to rate the
clues, the entertainment value of the puzzle reading was, perhaps, left behind in the
process. The following comments from some of the domain experts illustrate some of
the common criticisms raised:
Remember, good clues are FUN… (Sandy Balfour)
My overall impression of these clues is that they are dull. […]My attitude to
crosswords is that we are in the entertainment business. (Mike Hutchinson)
Really good clues will lead you up the wrong garden path altogether but I
don't think any of ENIGMA's manage to do this. (Neil Wellard)
What Enigma's choices remind me of are amateur compilers who get the
technique/maths right but not the wit. (Kate Fassett)
The very best [human authored] clues often show a degree of lateral thinking
using ideas that a computer would never come up with. (Don Manley)
These comments, and other similar comments raised by the other domain experts and
some of the Turing-style test subjects, point not to failings in the accuracy or fluency
of the clue but in whether solving the clue is entertaining. In the following sections I
discuss the issues that these comments raise for the construction of Two Meanings
clues, the relative importance of clue features in ranking, the question of originality
and the need for global constraints in ENIGMA.
7.4.1 Humour and Wit
Five of the Turing-style test subjects commented that the clues were lacking in wit,
making comments such as “None of these clues had the humour and originality found
in the best crosswords such as Araucaria” (Subject 28). The domain experts also
commented on the lack of deliberate humour in the clues, their expectations are
perhaps best illustrated by example.
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Kate Fassett proposed that the clue for SOLID – Firm penny after essential oils (5) –
could be improved by introducing humour into the clue: “Not bad, but a human would
have capped up Penny so the solver could imagine a chubby woman called Penny
coming out of a salon a lot firmer after her massage.” Mike Hutchinson liked the
humour that he saw in the clue for LAPSE – Slip plate above boiled peas (5) – which
he described as follows: “at least there's a bit of humour here. I know someone who
used to hide her peas to avoid eating them”.
In both of these examples the humour resides at a deep semantic level, well beyond
the underspecified semantic representation ‘generated’ by ENIGMA in the construction
of the surface text which operates only at a level of meaning that is tightly coupled to
the text itself. ENIGMA aims to create clues that appear to mean something because of
the semantic associations between the components of the clue. For the system to
reason about the possible humour in that meaning it would need to have a much
deeper proposed semantic representation of the surface text and access to state of the
art knowledge reasoning tools. While this would be an interesting line of research it is
outside the scope of this thesis, and would, in my view, be sufficient in its complexity
to form a separate PhD project in and of itself.
7.4.2 Two Meanings Clues
Some of the Two Meanings clues were criticised for being bland and uninteresting
since the two halves related to the light in the same way. There were eight Two
Meanings clues in the Turing-style test evaluation, and one in the additional set of
clues sent to the domain experts, as shown below. The rank, based on the percentage
of subjects mistaking the computer generated clue for the human authored one, shows
that as a group Two Meanings clues appear to have been neither particularly
successful nor unsuccessful as they are spread fairly evenly across the sample.
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Light
expanse

Clue
Sweep area (7)

Rank
5

event

Issue proceeding (5)

8

rural

Metropolitan country (5)

8

express

Limited by mean (7)

14

saddle

Form charge (6)

16

hoard

Save to stack (5)

16

rap

Snap slam (3)

23

sort

File is separate (4)

23

keep

Feed store (4)

N/A

Table 53.

Two Meanings clues and their rank in the Turing-style test

ENIGMA only builds a Two Meanings clue if the part of speech of the constituents is
different, or if a homograph was used in the construction of the clue. I started out by
allowing Two Meanings clues to be generated if the definitions came from different
entries in the Thesaurus, but in practice the meanings are often too close even though
they are listed in different places. There were some comments on the quality of the
definitions in some of these clues, discussed above, but only the domain experts
criticised them for not being entertaining.
It may seem obvious that Snap slam (3) is a poor clue for RAP while Sweep area (7) is
a really good clue for EXPANSE, but what ENIGMA knows about each clue is in fact
much the same. In each case it has used a homograph transition to represent the first
definition as a verb and has then made the second definition the object of that verb. In
both cases the definitions relate to the same sense of the light, but the EXPANSE clue
escapes censure because the sense of sweep that leads us to EXPANSE is quite rare
making the distraction from the puzzle reading much stronger, and also because the
subject-verb connection works much better than in the clue for RAP, where the
collocation is rather dubious.
Some of the domain experts rather liked the clue for KEEP – Feed store (4). The
resulting clue is itself a noun phrase, and, in my view, this non-compositional
structure is harder for the reader to pull apart, so that although the word feed is more
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often a verb than a noun in English, the strength of the collocation feed store locks the
word into the sense of chicken feed, making it less obvious that one should look for
synonyms of the verb. The synonym itself requires a little lateral thinking, and this
also adds to the quality of the clue, although this is down to luck and not design. If the
thesaurus parameters are tightened then this clue is no longer generated as the
synonym is no longer available.
So, we could improve the quality of the Two Meanings clues generated by ENIGMA,
but not without solving some rather hard problems:
•

The semantic collocational lexicon works fairly well, as above, but it still returns
some false positives, such as snap slam as a verb and direct object. Strength of
collocation is key to a Two Meanings clue, so as a temporary measure ENIGMA
could be improved by sharpening the reward/penalty for the strength of
collocations from the lexicon with a penalty for generalized connections, perhaps,
and a large bonus for supposed idiomatic collocations and known noun and verb
phrases.

•

To rate the strength of a homograph shift ENIGMA would need to know the relative
frequency of the different senses involved, and this information is not available.
The relative frequency of the parts of speech in the BNC could serve as a heuristic
in the mean time, though, and ENIGMA could reward clues where the puzzle part of
speech is common and the surface one is rare. To use sense frequency data the
system would need to sense tag all of the components so that it knows not just the
frequencies of the different senses but also which senses are used in the puzzle
and surface reading, since it is only by virtue of the collocations within the surface
reading that a particular sense of any given word is implied.

•

Sense tagging would also enable ENIGMA to recognise homographs based on
headwords that are the same part of speech, which it currently cannot do. For
example, it can spot the difference between pen(verb) and pen(noun) but not
between the noun that means an enclosure for animals and the noun that means a
writing implement. Similarly, if the verb pen, meaning to enclose, is used in the
surface but the noun pen, meaning enclosure, is required to solve the puzzle, the
system has no means of knowing, and exploiting, the difference.
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As a workaround the system could be improved using a heuristic suggested by
Jonathan Crowther under which it would reject Two Meanings clues if either
component of the clue was listed as a synonym in the thesaurus for the other. This
heuristic would ensure that all Two Meanings derived from separate senses of the
light without the need for sense tagged resources, but it would also remove some Two
Meanings clues that are technically incorrect for this reason, such as the clue Sweep
area (7) for EXPANSE, but which were nonetheless regarded as good clues. Indeed the
clue for EXPANSE was commended by three of the expert evaluators, including
Jonathan Crowther who thought it was “highly misleading” and good enough to
appear in a real crossword.
7.4.3 Originality
Sandy Balfour’s comment on ENIGMA’s clue for SEWER – Drain fresh ewers (5) –
criticised the clue’s lack of originality: “Yes, well, we’ve all seen this one
published…” This is an interesting example of the way that the expert evaluators
bring additional criteria to bear that were not part of my starting requirements. As a
piece of language generation research the fact that ENIGMA came up with the same
clue as lots of human authors is something of a success story, but viewed as a fielded
application whose output is directly compared to professional human output this lack
of originality is a failing.
Some of the comments also questioned whether the system could generate truly
original output. For example, Kate Fassett commented that ENIGMA “would not be
able to evolve new types of clue”, by which I presume that she is thinking of clues
such as HIJKLMNO (5) for WATER or ? (1,6,1,4) for I HAVEN’T A CLUE discussed in
Chapter 1. While emergent behaviour is often cited as a criterion for machine
intelligence - see for example (Nilsson, 1998: 7; Luger and Stubblefield, 1998: 15f) it is not a requirement for ENIGMA, for which the goal was simply for the machine to
create viable clues using the existing conventions of the cryptic crossword.
7.4.4 Puzzle Quality
In determining the rankings for the generated clues I placed considerable emphasis on
the features that supported the surface reading, such as shared thematic context, sense
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checks, syntactic fits and so on, and mostly viewed the quality of the puzzle as a set of
hard constraints on lexical choice, placement and so on.
I introduced a single soft constraint based on the orthographic distance for Anagram,
Reversal and Homophone components of clues on the grounds that puzzle involving a
greater degree of rearrangement would be more interesting to solve. In Chapter 2 I
presented the results of a simple evaluation through which I determined which
measure to use, and I then implemented the results of a distance measure scaled from
0.0 to 1.0 into the scoring system for ENIGMA.
I scaled the measure with a lower bound of 0 and an upper bound of 10, although in
practice it is very unusual for any pair to score more than 6, and so the difference in
score between an exceptional Anagram and a poor Anagram was around 0.5. A good
clue with multiple sense constraints satisfied might score around 5.0, but few would
score more than 3.0, and so the strength or weakness of Anagram, Reversal and
Homophone components represented a quite insignificant element of the ranking.
In contrast, five of the Turing-style test subjects pointed to “obviousness” of the
puzzle as a criterion for spotting the generated clue, and the domain experts
highlighted clues with easy anagrams as being of poor quality, such as Mark chopped
capers (6) for SCRAPE or Mind awkward bairn (5) for BRAIN. In both of these clues the
surface text is, in my opinion, very smooth with clear connections between the
components and a clear image presented. Both clues use a homograph to disguise the
definition. In spite of these scoring features, which promote each clue to the top of the
rankings, both were marked as bad clues by some domain experts in part because the
Anagram is too obvious, and in part because they were at the end of a long list of
Anagram clues, on which see below.
So although my priorities overlapped with the priorities of the evaluators in assuring
the fluency of the surface reading, it seems that I should perhaps have done more to
ensure the entertainment value of the puzzle reading by making the difficulty of the
Anagrams a more significant component of the score. That said, three of the experts
particularly liked the SCRAPE clue in spite of the easy Anagram and two liked the clue
for BRAIN. It is also not uncommon for clues in broadsheet crosswords to include very
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simple Anagrams where the quality of the surface reading rather than the reordering
of the letters is relied upon to distract the solver from the solution.
7.4.5 Global Constraints
Five of the Turing-style test subjects reported that there were too many Anagrams in
the collection, and one said that they thought that the generated clues were a little
formulaic, reusing the same vocabulary. The expert commentators agreed. Although I
envisaged the test set as a set of completely unconnected, sample clues, the evaluators
saw a set of clues, much as one finds alongside a crossword grid, and rated the set
itself, as well as the individual clues. The set doesn’t need to cohere in the way that a
text composed of multiple sentences would, but there are global constraints that could
be applied. I had considered imposing a limit on the reuse of particular cluing
strategies, and Anagram in particular since the letters are visible, to ensure variety in
the types of clue set, but complaints from some subjects that the clues are rather
formulaic in some aspects also suggest that there should be global constraints on
vocabulary.

7.5

Performance

Natural Language Processing applications often require a lot of data processing and it
is not uncommon for them to take a considerable time to process their inputs. Running
on a 1.8 GHz single core laptop with a footprint of up to 650Mb it took ENIGMA on
average 44 seconds to process each of 82 lights selected from two published
crossword grids. The maximum processing time (SCRAPE) was over 11 minutes,
though the median was 22 seconds and only 16 of the 82 lights took longer than one
minute to process. The fastest time in which a light was processed and clues were
returned was just under 3 seconds (VERONICA). In total, the system returned no clues
for 11 of the 82 lights input to the system (13%).
Whether these results are good or bad depends of course on the context. A typical
broadsheet 225-square crossword has around 30 clues, and so we could reasonably
expect ENIGMA to provide a clue for around 26 lights in a typical grid in just over 20
minutes, a reasonable time for a compiler’s toolkit application. However, the system
might not find favour if presented via an internet portal as users are rarely prepared to
wait for any process that takes more than a couple of seconds on the internet.
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7.6

Coverage

In Chapter 1 I presented a set of clues for PALE from (Manley, 2001: 79) covering a
range of different cluing strategies. ENIGMA was able to generate clues using all six
cluing strategies in scope for PALE, but only with a little help on the definitions. I
added the terms white, whitish and stick to the synonyms for PALE known to the
system. Without this additional information it was unable to construct a Two
Meanings clue that satisfied all of the hard constraints. The resulting clues included
examples of all the cluing strategies available to the system, including the sample
shown in Figure 68 which I selected from the output and sent to Don Manley in
response to his challenge to readers (ibid: 55) to come up with a full set of clues for
PALE

themselves. Unfortunately he was too busy to comment on the clues

individually, although he liked Whitish soft drink (4).
I was surprised to discover that although many of the clues included an Anagram of
pea (variously processed, cooked, fried, boiled, chopped, fresh, wild and others) there
were no Anagrams of ape. This indicative result tells us something about the limits of
the collocational semantic lexicon; although there are over 400 indication keywords
for Anagram known to ENIGMA, none of them fit meaningfully, according to the
lexicon, with either the noun or the verb ape, and this limits the variety of the
resulting clues.
Manley shows that it is possible to write a simple clue using each of the tactics known
to ENIGMA for the light PALE and so this forms a useful test of the system’s coverage.
As above, I had to add to the synonym list for PALE for ENIGMA to be able to construct
valid Two Meanings clues, but that aside the system was able to pass the test that
Manley sets his readers. This finding chimes with the discussion of expert comments
on the accuracy of the system which suggested that finding appropriate definitions
was ENIGMA’s key weakness, but that in other respects the system was competent.
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Two Meanings
White stick (4)
Charade
Limit soft drink (4)
Whitish soft drink (4)
Contents
Whitish cooked pea around plate (4)
Anagram
Limit extraordinary leap (4)
Limit original plea (4)
Reversal
Wind behind back bar is railing (4)
Limit hand behind back seat (4)
Homophone
Limit power with apparent pain (4)
Figure 68. Sample clues for PALE.

7.7

Automated Evaluation

I considered two approaches to automating the evaluation of the clues, one of which
was to use the Bleu metric (Papineni et al, 2002) to compare the generated clues
against a target clue from a newspaper (for the same light, obviously) and the other
was to measure the progress made by an automated clue solving program in cracking
each generated clue.
The Bleu metric comes from the Machine Translation community, but it has been
used to evaluate NLG systems against target texts, for example by (Habash, 2004).
Since crossword clues are so short it would make sense only to count bigrams, and so
the test would involve measuring the number of bigrams shared by the generated and
target clues. The problem with this approach is that the overall cohesion of the clue,
and the meaningfulness of the surface text, are crucial to its success, but even if the
clue shares many bigrams with the target this alone does not guarantee that the clue
‘works’ as it does not measure the effect of the whole. It is also possible, and indeed
likely, that no bigrams are shared at all, and yet that the generated clue is of very high
quality. The use of bigrams to compare texts reminded me of the orthographic
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distance measure proposed by Adamson and Boreham (1974) discussed in Chapter 2
which uses character bigrams to compare the orthography of two strings. Using the
Bleu metric to compare two clues for the same light seems to me akin to using
Adamson and Boreham’s distance measure to determine if two words are
synonymous, and I find it puzzling that it makes an effective metric for rating the
output of NLG systems at all.
The other approach that I considered was to see how successfully William TunstallPedoe’s Crossword Maestro 87 application could solve each generated clue, and to use
the results as an indication of the accuracy of the clues. I ran Crossword Maestro
against the 30 generated clues used in the Turing-style test, and also against the 30
human-authored counterpart clues from the same test. Table 54 and Table 55 show the
number of times that the top-ranking solution provided by Crossword Maestro was
correct, and the number of times that none of the solutions was correct. The data is
broken down into computer-generated and human-authored clues, and the humanauthored results are also sub-classified data for the subsets of clues taken from the
Sun and the Independent. Crossword Maestro ranked the correct solution top as often
for the ENIGMA clues as for the human-authored ones, although the sub-classified data
shows that the Sun clues were much easier for it to solve than those from the
Independent.

ENIGMA

Human-authored
Sun subset
Independent subset
Table 54.

Percentage
57%
57%
80%
33%

Clues where Crossword Maestro’s top-ranking suggestion was correct.

ENIGMA

Human-authored
Sun subset
Independent subset
Table 55.

Total
17
17
12
5

Total
7
4
0
4

Percentage
23%
13%
0%
27%

Clues for which none of Crossword Maestro’s suggestions was correct.

On average, the 17 ENIGMA clues in Table 54 had a confidence level of 75%, whereas
the human-authored clues had an average confidence of 90%. Although Crossword
87

Crossword Maestro is described at http://www.crosswordmaestro.com.
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Maestro performed less well on the Independent clues the confidence level was the
same as for the Sun, averaging 90% for both subsets. This implies that in some cases
it is the lack of accuracy rather than the cryptic nature of ENIGMA’s clues that are
preventing Crossword Maestro from solving them. Where Crossword Maestro topranked the correct solution to an ENIGMA clue with a very low confidence, it was
always the case that it could not justify the definition, corroborating the criticism of
many of the test subjects and the domain experts.
However, because no data is published on how Crossword Maestro works, it is
difficult to analyse this data and draw further inferences from it, and I think that it
would be dangerous to use Crossword Maestro as an automated test harness for
ENIGMA

7.8

without a deeper understanding of the heuristics that it is using.

Discussion

The evaluations and experiments presented in this chapter, coupled with those
presented earlier in the thesis, test a range of different aspects of the system. Most of
the component evaluations involve glass box experiments, testing the mechanics of
parts of the system that are key to its performance. For the most part, the tests are
intrinsic in orientation (see Sparck Jones and Galliers, 1996: 194ff), in that they test
the performance of the system without any contextualising task or goal, and the
results are indicative, requiring some interpretation. The end-to-end evaluation may
appear to be an extrinsic, task-based, test since it concerns the concrete goal of
generating a cryptic clue. However, this poses a problem for the design of the
evaluation as there is no automatic measure of quality for cryptic crossword clues.
Where possible I attempted to run automated, quantitative experiments that might
yield hard data about the system’s performance, but these were not particularly
informative. I considered measuring the accuracy of the clues using an automated clue
solving application, but too little is known about the third party application to account
for its performance in the results, and so the only automated test for accuracy that I
could run involved making some simple checks based on my own understanding of
the rules of the game. I used a statistical parser to check grammaticality, but since the
parser is robust the results required considerable interpretation and so I supplemented
the experiment by manually checking a sample of 200 clues myself. To measure the
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fluency of the clues I explored the prospect of using a Machine Translation evaluation
metric based on bigrams shared with a target text clue, but I was not convinced that
this metric could measure the fluency or meaningfulness of the output.
I therefore turned to two experiments that are both essentially intrinsic in orientation,
inviting the evaluators to appraise the features of the text that the system aims to
deliver, and inviting further commentary on what is missing. Many of the subjects
who made comments discussed the output but also used the output to second-guess
the nature of the system, and many evaluators considered the system itself, rather than
the task, as the context for their commentary.
The Turing test (Turing, 1950) 88 is a test that is designed to answer the question “Can
machines think?” (ibid: 1), in which a computer and a human compete to convince a
human judge that they are the human interlocutor in a dialogue with the judge.
Although it is controversial, “it gives us an objective notion of intelligence” since it
allows human judges to decide for themselves what classes as intelligence rather than
leaving the designer of the system to define it (Luger and Stubblefield, 1997: 12). The
Turing-style test presented earlier, in which the subjects must choose from a set of
pairs of clues the ones that they consider to be human-authored, offers each subject
the chance to decide what makes a good clue, and also what might make a clue
human-authored rather than computer-generated.
The result of the test showed that on average the subjects correctly chose the humanauthored clue only 72% of the time. Whether this result is good or bad is of course a
matter for conjecture, but it can at least be contextualised with an upper and lower
bound (see Knight and Chander, 1994). The lower bound in terms of system
performance would be 100% since it would indicate that the subjects can always spot
the human authored clue. A realistic upper bound would be 50%, since it would
indicate that there is nothing to choose between a clue generated by ENIGMA and a real
clue published in a national newspaper. Contextualised by these bounds the result of
72% appears to suggest that the system has performed impressively, but that there is

88

This article is reproduced in (Boden, 1990).
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also plenty of room for improvement; a result that closely echoes the qualitative data
that emerged from the evaluation.
Of course these results could also point to weak human-authored clues, or to other
meta-markers chosen by the subjects to determine the authorship rather than the
quality of the generated output, see (Hofstadter, 1999: 595-600). However, the
comments supplied by the subjects describing the criteria that they used to make their
decision suggest otherwise, especially since their criteria correlate well with the
comments made by the domain experts.
The experiment with the Crossword Maestro solving application discussed above,
suggested that the Independent clues were in general harder to solve than the Sun
clues. The Independent clues were also on average longer, in terms of number of
words, than the Sun clues averaging 6.2 words per clue to the Sun’s 4.9. One might
infer from this that the Independent clues are somehow better, harder or more
convincing, but even if that were the case it does not appear to have skewed the test
significantly, as nine (60%) of the 15 clues mistaken most often for human-authored
clues by the subjects had Independent clues as their counterparts.
I also considered specific features of the clues that might give the game away, but
again I found no compelling evidence that this had skewed the test. For example, one
of the subjects commented that s/he assumed that the clues with commas in were the
human-authored ones. However, there was no evidence that the clues containing
commas were any less likely to lose out to the ENIGMA clues; indeed the clue that lost
to ENIGMA the most, and the one that lost the third-most often, both contained
commas.
While the quantitative data from the evaluation is useful in giving some broad
indication of the success of the project, and I think that it shows that ENIGMA was
broadly successful in meeting the requirements, the most interesting data is the
qualitative data both from the Turing-style test subjects and from the domain experts.
Since it has already been extensively discussed in the chapter there is no need to
revisit it here other than to draw out what I think is the summary finding.
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The system performed well and generated accurate and fair cryptic crossword clues
that had a grammatical surface reading that was often fluent and meaningful.
However, there remains room for improvement; in particular, the definitions were
weak and the semantic constraints were not sufficiently tight to ensure that all of the
clues really seemed to mean something as well as just plausibly making sense.
Looking beyond the narrow remit of the system requirements ENIGMA was judged to
fall short of good quality human authored clues since it was unable to convey the wit,
originality, humour or allusion behind the best ones. So ENIGMA was able to generate
reasonable, competent clues, but not entertaining or memorable ones.
While this characterises the performance of the system as an application it does not
address what the findings tell us about the research questions raised, and I take that up
in the following, concluding chapter of the thesis.
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Chapter 8 Conclusion
The stated aim of the ENIGMA project was to build a system that could write cryptic
crossword clues. The system output is a text with two distinct layers - a puzzle and a
surface layer - each of which has its own independent reading. As a result, the layers
are connected only by the fact that they happen to share the same written form. The
clues are generated using an approach which I have termed Natural Language
Creation (NLC), in which the initial semantic representation reflects only the puzzle
reading, and both the text and the semantics of the surface reading are ‘discovered’
together during the process of generation. The output is a single, multi-layered text
with two shallow semantic representations; one being the representation of the puzzle
reading from which the clue was generated and the other representing the surface
reading. Much of the research presented in the thesis relates to the construction of the
semantic data sources required to support this process, and the development of the
shallow conceptualisation of meaning through which these data sources operate.
The evaluation presented in the previous chapter shows that the system was broadly
successful; in the Turing-style test respondents mistook generated clues for humanauthored clues 28% of the time, on average, and the domain experts all thought that
some of the sample output was of publishable quality. In the discussion of the
evaluation I considered some of the failings of the system from an applications
perspective, and proposed some improvements that could be made. The evaluation
also highlighted the gap between the scope of ENIGMA and the features of the best
cryptic crossword clues which are witty and humorous in their plays on language,
leading me to conclude that generating clues worthy of Araucaria may be an AI
complete problem.
However, in the rest of this chapter the emphasis is neither on improvements to the
application which are specific to the task of crossword clue generation nor on
extensions to the scope of the research presented in this thesis. Instead I focus on the
research questions at the heart of the project, the contributions that came out of that
research, future work that I would like to undertake to take the research forward and
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some considerations of the relevance of my research findings to creative NLG and to
language generation and language processing research in general.

8.1

Object-Oriented Generation

ENIGMA is implemented in Java, an object-oriented (OO) programming language.
Rather than try to re-engineer approaches to language processing and generation used
in declarative or functional programming contexts I chose to follow standard OO
design principles both in the overall architecture of the system and in the design of
individual components. The most obvious benefit that arose from the principled
approach to the system architecture was ease of implementation, in terms not just of
development but also integration, testing and maintenance. There is a whole literature
on the benefits of OO design principles in the context of complex systems, and my
aim here is not to try to make the case for the use of an OO programming approach
over any other, but rather to explain the benefits to my research.
When constructing a clue ENIGMA requires access to a range of different sub-systems
and data sources to perform crossword-specific tasks such as anagramming and
linguistic tasks such as lemmatisation, re-inflection, locating synonyms, applying
grammatical rules and checking semantic constraints. With so many sub-systems and
data sources the architecture is quite complex, but it is implemented with an open
design that focuses all of the dependencies into a single core code-set, as discussed in
Chapter 6. Each data source or sub-system is then accessed through a simple API
supported by a common type library defined in the core. As a result the lexicon,
thesaurus, anagrammer, lemmatiser, lexicaliser, and other components of the system
can be swapped in and out at runtime, making the system easy to reconfigure, test and
maintain. This meant that I had to spend less time developing and testing code,
increasing the amount of effort that I could invest in the research questions behind the
software - an important benefit.
The focus on encapsulation that comes with a principled OO approach to
programming, by which I mean the practice of deferring responsibility for system
behaviour to the most local level, also fed into the research direction of the thesis. It
resulted in the conception of a grammar implemented through chunks whose internal
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representation captured the multi-layered nature of the text and whose external
interface captured the grammar rules and semantic constraints required by the system.
Once instantiated, chunk objects could be repeatedly, recursively aggregated and
could determine amongst themselves both if and how they could combine together,
and subsequently how the resulting composite chunk should interact with other
chunks itself.
This notion of a chunk in ENIGMA represents both an element in the puzzle reading
and its surface text rendering and links a piece of the puzzle to its syntactic and
semantic representation. The objects that represent chunks are not just data containers
that represent feature structures in the puzzle or surface reading, they also encapsulate
the complex behaviour that represents the grammar rules and syntactic constraints
imposed on the surface text. Each chunk exposes a set of extension points (presented
in detail in Chapter 5) through which it can attach to other chunks to form a new
composite chunk representing a larger piece of the puzzle. These extension points
define the syntactic relations through which the chunk can attach in each direction,
and the role that it would play in such an attachment. They also encode the semantic
constraints on the attachment, which are enforced by calls to pluggable, external
components of the system. This means that the interaction between the layers of the
clue is represented in the structure of the chunk objects that represent it, and the
imposition of grammar rules supported by semantic constraints is not managed by a
complex top-down algorithm but is a controlled feature of the behaviour of chunks as
objects as they interact with each other.
The design exploits the symmetry between the clue plan, which is a production of the
puzzle grammar that can be represented as a tree, and the surface text which is a
production of ENIGMA’s grammar of English and which can also be represented in a
tree-like form. There is a one-to-one mapping from elements of the puzzle onto subsections of the clue text, whether these are indication keywords and definitions
represented by single words or short phrases, subsidiary puzzles represented by short
clauses or the entire puzzle represented by the clue as a whole. Since elements of all
orders within both structures are represented by chunks the process of generating the
clue by successively creating and then aggregating chunks is recursive in nature,
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reusing the same algorithms and the same data structures to realize definitions,
keywords, subsidiary puzzles and entire clues.
In the NLP literature chunks usually represent units of syntax, but in ENIGMA they
also represent units of meaning, both at the puzzle and at the surface level of the clue.
The tight coupling of syntax and semantics through the definition of chunks allows
ENIGMA

to employ an over generate and test approach to the construction of the clue

without incurring runaway performance overheads, since the semantic constraints are
tested as soon as a syntactic fit is located between any two elements of the puzzle. As
a result a chunk in ENIGMA is not just a syntactic unit (Abney, 1989) but a powerful
abstraction: a piece of text tied to a particular sub-tree within the semantic
representation that expresses its potential syntactic roles through its interface and
interactions. It is further strengthened by the capacity for chunks to be composed of
other chunks, allowing recursive processing, and by the addition of semantic
constraints to the syntactic role interface, which allows semantic role checking to
constrain chunk-chunk interactions.

8.2

Semantic Constraints and Resources

Perhaps the defining feature of the semantic constraints described above is that they
relate not to individual lexical units but to the interaction of lexical units with each
other. ENIGMA has no definition of the meaning of each term in the lexicon in
isolation; instead the meaning of each term is defined by the other terms with which it
can meaningfully interact through particular syntactic relations, and also by the other
terms with which it shares common thematic association.
The notion that the meaning of a word is defined through an understanding of its
interaction with others is fundamental to most research in corpus linguistics, and I
used corpus analysis in order to mine the data required to underwrite the semantic
constraints in ENIGMA. The contribution made by ENIGMA in this context is both
theoretical and practical: I devised and published an algorithm to determine strength
of word association from cooccurrence data derived from a large corpus (Hardcastle,
2005), and also a means of mining and generalizing semantic information about
syntactic relations, which I organized in a data source that I termed a collocational
semantic lexicon (Hardcastle, 2007b). The fact that these resources informed the
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creative generation process in ENIGMA shows the potential value of information
extracted and presented in this fashion, but in the process of designing and testing the
algorithms I also encountered some theoretical problems faced by any attempt to
systematically define the relationships between words.
8.2.1 Word Association Measures
I developed an algorithm that I called the Russian Doll Algorithm, discussed in
Chapter 3, which attempts to determine for any pair of words whether they share
some thematic association in meaning. Although there are many metrics for
collocations and various algorithms that measure semantic distance, these systems
favour prototypical usage, whereas ENIGMA required a measure that informed the
system about likely usage. The resulting Russian Doll metric shows that it is also
possible to measure the relative strength of broad thematic association between words
by analysing collocational data, and also demonstrates that there is value to
cooccurrence data from very wide window sizes, and also that it is possible to analyse
wide window cooccurrence data from corpora and still devise and test a measure with
a clear decision threshold for a given set of application requirements.
The Russian Doll metric is so-called because it uses a system of multiple concentric
windows to weight the cooccurrence data for relevance. Its purpose in ENIGMA was to
provide semantic constraints on elements of the clue that are bound together only
through parataxis, such as two noun phrases combined by a conjunction, or two verb
phrases combined through a temporal conjunction. In such instances ENIGMA needed a
way of determining if the two phrases being combined related, potentially, to the
same subject matter, and this semantic check was intended to underwrite the
coherence of the surface reading as a whole. In practice, checking for shared thematic
association across all of the vocabulary in the clue turned out to be too stringent a
check, and so I made the thematic association constraints soft. This was a mistake, as
it led to incoherence in many of the clues that used conjunctions and prepositions
which was criticised in the evaluation. I propose some possible lines of enquiry to
restore checks on coherence of content to hard constraints at the end of this chapter.
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8.2.2 Collocational Semantic Lexicon
ENIGMA’s collocational semantic lexicon provides semantic support for lexical
choices based on syntactic relations, such as which of a list of adjectives may
meaningfully modify a noun, for example. Although there are existing NLP resources
available that attempt to define the range of verbs and verb phrases I found the
granularity too coarse to support lexical choice decisions in ENIGMA, and I suspect
that the same is likely to be true for many NLG applications.
To provide fine-grained information about the meaningfulness of arbitrary syntactic
collocations the information must be mined from a data source rather than compiled
by hand, and I used a parser to extract adjective-modifier, subject-verb and direct
object relations from the BNC which I then aggregated by adjective or verb.
Unfortunately this data is very sparse, even more so than cooccurrence data because
not all occurrences in the corpus participate in the syntactic relations under analysis.
To address this problem I generalized the data using WordNet using a coarse word
sense disambiguation algorithm based on clustering in WordNet to attempt to seed the
generalization process with the correct WordNet synsets.
I used the collocational semantic lexicon to enforce hard semantic constraints on the
syntactic relations of adjective modifier, subject verb and direct object during
generation. The lexicon performed well in a task-based evaluation, in which I
compared ENIGMA’s choice of adjective modifier for a set of nouns with choices made
by human subjects, and in the end-to-end evaluation of the system in which there was
a lot of positive feedback about the strength and naturalness of some of the
collocations chosen by the system.
The research behind the construction of the lexicon, detailed in Chapter 4 and in
(Hardcastle, 2007b), extends existing research into the use of corpus data to drive
lexical choice in NLG and shows that WordNet can be used to generalize raw corpus
data, extending the coverage and mitigating against sparsity. The data is fine-grained,
which makes it more suitable for the sorts of subtle choices appropriate to lexical
choice in NLG than the coarse-grained, handcrafted resources such as FrameNet
(Johnson and Fillimore, 2000), VerbNet (Kipper et al, 2000) or PropBank (Kingsbury
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and Palmer, 2002) that are deployed effectively in language understanding tasks.
Generation systems require access to fine-grained linguistic resources because they
must choose between many close, alternative lexicalizations; Oberlander and Brew
(2000) put it thus: “there are many sets of surface strings that are equivalent, as far as
an NLU system is concerned, but distinct as far as an NLG system is concerned”.
The research also raised some challenging questions about how semantic data should
be structured; I discussed these points in some detail at the end of Chapter 4 and I
return to this discussion in the Future Research section at the end of this chapter.
Future research aside, the main finding that arises from these difficulties is that static
lexical resources such as WordNet allow us to approximate models of language that
suffice for coarse-grained language processing activities. However, they are not
enough to support accurate language generation tasks because the structure of the data
is neither sufficiently flexible nor sufficiently complex to deal with the highly varied
nature of the lexical interactions behind the scenes of broad syntactic categories such
as direct object or adjective modifier.

8.3

Natural Language Creation (NLC)

I introduced a new term, Natural Language Creation (NLC), to describe the language
generation process through which ENIGMA produces cryptic crossword clues in order
to reflect the unorthodox approach to generation in ENIGMA, and its particular
relevance to systems that engage with creative writing. All NLG systems that I am
aware of, including creative language generation systems that generate jokes, riddles
and poetry (Ritchie, 2001; Ritchie, 2005; Binsted, 1996; Attardo et al, 2002; Raskin,
1996; Manurung et al, 2000), first construct some semantic representation of the
content that is to be expressed and then translate that content into a text that,
hopefully, conveys the same information.
ENIGMA starts with the informational content of one reading and generates both the
text that realizes it and also the content of the separate, surface reading of that same
text. An alternative perspective on NLC in ENIGMA is to think of it as a hybrid natural
language generation (NLG) and language understanding (NLU) process. The system
translates a semantic representation of the puzzle into a clue (the NLG aspect) while
simultaneously analysing the clue as it is generated both syntactically and
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semantically (the NLU aspect). Whether NLC is presented as translating from one
semantic representation to another via a text (a kind of inverted machine translation
process) or as a parallel NLG/NLU hybrid process, the multi-layered nature of the text
is critical in each case. Although many genres of text contain nuanced levels of
meaning, the language generation and understanding techniques deployed to interact
with them are unlikely in the main to benefit from a NLC approach to generation
since most generation and understanding tasks unambiguously turn informational
content into words or vice versa. However, NLC should be of interest to creative
writing research in computational humour and poetry generation where the interaction
of different readings of the text is important and where NLC would allow the
generation system to start with the informational content of one reading and use a
multi-layered text to explore possible configurations of the other, rather than
constructing a multi-layered semantic representation and then generating the text from
that input.
My approach was based initially on introspection, giving some thought to the process
through which I personally write cryptic crossword clues. I observed that both the
content and the text are constructed in tandem, and that there is a degree of feedback
from text to content and back again throughout the creative writing process. This
model of how crossword clues are composed is further evidenced both by journalistic
articles on crosswords and expert literature on the subject, such as this example which
is also reproduced in the Introduction:
Here we have a word meaning “delicately” consisting of DAILY (a
charwoman, or char, familiarly) around INT … [which] can be shuffled to
make TIN. Now what would a char do with a tin? Probably throw it into the
dust-bin when tidying up. That suggests “messy tin”, the word “messy”
indicating to the solver that the letters of TIN are in a mess, that is, jumbled.
Finally how can we show that “messy tin” is within the word for a char?
Better, perhaps, the other way round, with the char gripping, or holding, the
tin. The picture is now complete: “Char holds messy tin delicately [8].
(Macnutt 1966: 98). Macnutt is discussing the composition of a clue for
DAINTILY.
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Here the content of the surface reading evolves in step with the lexical choices made
by the setter, and as a result he develops a surface ‘meaning’ for the clue which is
tightly coupled to the text. In a similar way, ENIGMA develops the meaning of the
surface text as the clue text is constructed, exploring ways in which chunks of text
representing components of the puzzle might be combined to conform to syntactic
rules while passing semantic constraints on their interaction.
ENIGMA’s surface semantic representation is shallow and remains closely tied to the
text. For example in the clue Drain second vessel (5) for SEWER, the semantic
representation consists of the semantic underpinnings of the syntactic structure, such
as the fact that vessel is an appropriate direct object for drain. Although there is no
formal conceptualisation framework onto which the elements of the surface map, the
system does have some conceptual information about them. It knows that drain and
vessel share some thematic context, that in addition to vessels one can drain a lake, a
marsh, fuel, lifeblood and many other things, and so on. This shallow semantic
representation may be a far cry from the deep semantic model expressed in the
quotation from Macnutt above, but in both cases the meaning of the surface text has
developed through an interaction with the lexical choices made and in both cases
there is some understanding of how the meaning works that is more than just an
understanding of the syntactic structure of the text and the roles played by each word
in it.
The end-to-end evaluation tested the extent to which this shallow semantic
representation could pass for meaning in the generated text. Although it was not
always successful, 63% of the subjects who commented in the Turing-style test said
that they found the clues convincing, and all of the expert commentators liked the
surface readings of at least some of the clues. The detailed comments suggested that
where the surface reading was successful the reader of the clue filled out the shallow
semantic representation using the generated lexically-based meaning as the starting
point.
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8.4

Future Research

Over the following sections I set out some possible lines of enquiry through which I
could take forward the research presented in this thesis, reacting both to the lessons
learned in the evaluation and also to what I have learnt along the way.
8.4.1 Crossword Definitions
Although crossword definitions are tightly coupled to the development of ENIGMA as
an application, they do also raise a specific research question that could contribute
usefully to other areas of NLP. The acid test for a definition in a crossword is the
substitutability test: if a word x in the puzzle is defined using word y in the clue, then
it should be possible to imagine some piece of English prose in which x or y could be
used interchangeably without dramatically altering the meaning or disrupting the
text’s fluency. The use of a thesaurus was problematic in this regard, since the
relationships between the words listed in a thesaurus entry are neither symmetric nor
transitive and so they are not all substitutable for each other. An applications-led
approach that might prove successful for ENIGMA would be to procure an electronic
version of a crossword synonym dictionary. Alternatively, the use of a distributional
thesaurus (Lin, 1998a; Curran and Moens, 2002), which is constructed by attempting
to use collocational information to locate substitutable terms in a corpus, could be
productive, and the construction of crossword definitions seems likely to be an
effective task-based evaluation for such an endeavour.
Definitions can also be generic or allusive, referring to a term through hyponymy or
hyperonymy or through a miniature paraphrase of some salient aspect of the term’s
dictionary definition. Research in this area would again benefit ENIGMA, making the
clues more entertaining to solve and responding to a recurring criticism of the system,
and would also be relevant to language generation systems, for example where there
is a need to gloss difficult or technical vocabulary, or annotate the text with
explanations of terms and phrases.
8.4.2 What words are content words?
In the implementation of ENIGMA tested in the end-to-end evaluation I downgraded
constraints on thematic association to soft constraints as it was unusual for any clues
to consist entirely of thematically associated words. As a result many clues suffered
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from a lack of cohesion, in particular when elements of the clue were combined
paratactically.
The constraint on thematic association could perhaps be applied as a hard constraint if
it were restricted in scope only to content-bearing words in the clue. In Chapter 3 I
present some investigations into the Inverse Document Frequency metric (Church and
Gale, 1999) which I had hoped to use in just this way. Unfortunately I was unable to
threshold the measure effectively. Researching a new metric that indicated if a term
from the lexicon is content bearing given a particular domain or sub-language would
be a useful counterpart to the Russian Doll algorithm as it would enable the metric to
be directed to the terms in the text where it is most relevant.
8.4.3 The Russian Doll Algorithm and Document Retrieval
Given a content words metric, the Russian Doll algorithm could be effectively
deployed as part of a document retrieval system based on thematic association.
Starting with a list of keywords provided by the user, the system could use the
algorithm to score the content words in each document for thematic association with
the set of keywords. This research would show the relevance of thematic association
in document retrieval, and the practical value of corpus-based metrics in information
retrieval tasks.
8.4.4 Evaluating NLG Systems
A recurring feature of both the component evaluations and the end-to-end evaluation
was that they were difficult and time-consuming to design and run, and that the
quantitative data was often at best indicative. Since the output of any generation
system is novel, it is difficult to find data against which to measure it, and since the
text generated by ENIGMA is creative in nature that measurement also requires some
element of subjectivity.
The end-to-end evaluation did not produce very much quantitative data, but I did
receive a lot of comments both from subjects of the Turing-style test and the domain
experts whom I consulted. Once the data had been post-coded it offered several
advantages over indicative quantitative data: it addressed questions that I had not
asked; it was highly specific, so I could map it back onto individual components of
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the system, and it included information not just on what the system had done, but also
on what it had not.
The difficulties that I faced are common problems in the evaluation of language
generation systems. Coupled with a broader literature review I could develop the
lessons learned into research with a practical focus for the evaluation of NLG, such as
that presented in the Language Resources Evaluation Conference (LREC) series of
conferences and workshops.
8.4.5 Collocational Semantic Lexicon
The collocational semantic lexicon performed well in the component evaluation and
the end-to-end evaluation. However, the research process behind it raised some
questions about the suitability of the linguistic resources currently available for
mining and representing the types of relationship through which terms interact.
For example, behind the single syntactic relation ‘direct object’ lie many different
sorts of interaction. Fundamentally, a valid generalisation from a set of example direct
objects of a verb to other possible direct objects should be based on some feature set
in the entities to which the nouns refer in the real world. For example, one can drive
all manner of different vehicles but one cannot drive a trailer. Like the things that one
can drive, a trailer has wheels, a chassis and a body, but it lacks the means to propel
itself and it lacks a set of controls. Conversely a hovercraft has no wheels and no
chassis, but shares the relevant features for driving with the set of vehicles. In using
WordNet to evidence generalizations about the meaning behind syntactic relations,
which are themselves very coarse-grained abstractions, one relies on encountering
some fortunate isomorphism between the feature sets that underpin the appropriate
attribution of the relation in the real world and the hyponymy hierarchy of WordNet.
Further to this, there are other subtle issues that arise when trying to make
generalizations about how words relate to one another, such as polysemy, synecdoche,
ranged data and so on, and they also impact on the fit between WordNet’s hierarchy
and groupings of words based on their participation in particular syntactic and
semantic roles. A full discussion of these problems is set out at the end of Chapter 4.

277

Taken together these problems suggest that further research into the semantics of such
relations is required before any system could categorise the interactions of words with
each other with both fine granularity and high levels of accuracy.
8.4.6 Deeper semantics
Although all of the domain experts who reviewed ENIGMA liked some of the clues
they found the output as a whole rather sterile and criticised the lack of wit and
humour. The semantic representation of the surface reading was very shallow and
lexically based, leaving it to the reader to infer deeper semantics, and leaving wit and
humour to chance. ENIGMA could benefit from current research in computational
humour (see in particular Ritchie, 2005) if the shallow semantic representation
constructed during the NLC process could be linked to a deeper modelling
framework. This would allow the system to determine through logic and inference
which of the many fluent surface readings that might be generated would also support
some humorous device, allowing the system to attempt to knowingly generate
entertaining and witty clues.

8.5

Summary

From an application perspective the contribution made by ENIGMA is a system that
generates cryptic crossword clues unaided - something that has not been done before.
However, in this chapter, and in the thesis as a whole, I have set out the broader
contributions made through my research to the NLP community. The key
contributions among these may be summarised as:
•

the integration of generic semantic information into the language generation
process through a grammar that captures the interaction of syntactic roles and
semantic constraints,

•

the use of collocation data, taken from very wide windows in a corpus, to inform a
corpus-based metric,

•

a pragmatic methodology for thresholding and comparing different measures in
the context of a given application, to cope with data too noisy for statistical tests,

•

the development of several metrics to measure thematic word association using
corpus data, based on this methodology,

•

the construction of a collocational semantic lexicon based on semantic role
information extracted with a parser from a corpus, the key contribution here being
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the use of a coarse disambiguation algorithm coupled with a clustering algorithm
to generalize the extracted data using WordNet to tackle sparsity,
•

the development of NLC - the notion that creative language generation could
hybridise NLG and NLU to create a multi-layered text and a shallow semantic
representation of its surface meaning, starting with a representation of some other
layer of meaning that is to be communicated indirectly by the text.

I leave the reader with the following clue, generated by the system:
Secret, silly game about back home (6)
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Appendix A - Pseudo-Code Listing for the Lemmatiser
doubling consonants: {'b', 'd', 'g', 'k', 'l', 'm', 'n',
'p', 'r', 't'}
vowels: {'a', 'e', 'i', 'o', 'u'}
// handle A's, B's etc
if tag is ZZ2 and ends 's
then reduce to first letter, tag ZZ0
// handle base forms (NN1, VVB etc)
if tag is base form
// set verb infinitives to base
if tag is VVI switch to VVB
then no reduction required
// add the word with no reduction using the base tag
// catches things like loan-words which do not inflect
add word with base tag
// check irregular mappings
if form is in irregular_map
then add irregular_map lemmas
// verbs
if tag is verb then
if VVD or VVN and ends -ed
then do verbRoot with word
if VVN and ends -en
then do verbRoot with word
if VVG and ends -ing
then do verbRoot with word
if VVZ and ends -s but not
then do singular with word

minus last two letters
minus last two letters
minus last three letters
-ss
minus last letter

// nouns
// all plural since base forms have already been handled
if tag is plural noun
if ends -s and not -ss
then do singular with word minus last letter
if ends -i, -a, -ae, or -es
then do singularLatin
if ends -men
then do singularMen
if ends -eaux
then add word minus last letter
if ends -'s
then add word minus last two letters
// adjectives and adverbs
if tag is adjective or adverb
if ends -est and tag is AJS
then do adjective with minus3
if ends -er and tag is AJC
then do adjective with minus2
if ends ly and tag is AV0
then do adverb with minus2
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// check exceptions, remove entries listed
// in exceptions
for all results
if result is in exceptions
then remove result
// adjective, receives guessed stem
// so for craziest would receive crazi,
// for quickest would receive quick etc
function adjective takes string
add string
if string ends with i
then add string minus last letter plus y
else if string ends with vowel consonant
then add string plus e
if string ends with l and string minus last letter
likeBubbly
then add string plus e
if last two letters are the same doubling consonant
then add string minus last letter
// adverb, receives adverb minus -ly
// e.g. quick, crazi, humb etc
function adverb takes string
add string
if string ends with i
then add string minus last letter plus y
else if string likeBubbly
then add string plus le
else if string ends with -ical
then add string minus last two letters
// likeBubbly function
// for example humbly is reduced to humb
// need to add the -le back in
// and guess humble
function likeBubbly takes string returns boolean
return false if length is less than two
if string ends with -b, -d, -g, -k, -p or -t
then
if string ends with -ck or double letter
then result is true
else if penultimate is m, n or r
then result is true
else if penultimate is a vowel
then result is true
// singular latin
// function for latin plurals
function singularLatin takes string
if string ends with i
then add string minus last letter plus us
else if string ends with ae
then add string minus last letter
else if string ends with a
then add string minus last letter plus um
else if string ends with es
then add string minus last two letters plus is
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// singular
// reduces singular nouns and third
// singular verb forms
// these will have lost their final s
function singular takes string
add string
if string ends with sse, she, che, oe, se, xe or ze
then add string minus last letter
else if string ends ie
then add string minus last two letters plus y
else if string ends with liquid plus ve
then add string minus last two letters plus f
// singular men to man
// for workmen, women, etc
function singularMen takes string
add string minus last two letters plus an
// verb root
// for verb endings -ed, -en and -ing
// will receive the guessed stem
// e.g. putt for putting
function verbRoot takes string
add string
add string plus e
if string ends with i
add string minus last letter plus y
if last two letters are the same doubling consonant
then add string minus last letter
if string ends CVC
then add string plus e

A pseudo code listing for the lemma-guessing algorithm described in Chapter 2.
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Appendix B - Thematic Association Scores for Eighty
Pair Test Set
This Appendix lists the scores for each pairing in each of the four sets of 20 pairings
used to check the accuracy of the measures presented in Chapter 3. Each row shows
the pairing, the score for each of the five measures and the frequency of the
underlying lemma for each member of the pairing in the BNC.

The five scoring measures are as follows:
•

Average association ratio

•

t-score (over wide windows)

•

Inverse Distance Measure

•

Dice Coefficient (by paragraph and sentence)

•

Russian Doll Algorithm (weighted MI-score over multiple windows)
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Set 1
(Word Boundary)

Average
Assoc.
Ratio

t-score

Inverse
Distance

Dice

Russian
Doll

Threshold

9.00

2.58

2.45

0.013

0.40

tea-cup

9.51

160.23

4.59

0.205

0.98

Frequencies
(BNC)

8255

13005

tea-bag

9.05

75.94

4.89

0.014

0.72

8255

7197

coffee-cup

9.12

144.63

4.40

0.106

0.93

6371

13005

wine-bottle

10.90

127.03

4.14

0.123

1.00

7123

5649

bread-bin

8.37

31.84

3.93

0.006

0.81

3667

1045

traffic-jam

9.61

415.48

5.13

0.044

1.00

6481

980

chocolate-bar

9.20

134.25

4.96

0.034

1.00

2315

9673

dessert-spoon

12.14

114.96

3.00

0.020

1.00

439

887
2803

plant-pot

10.10

113.90

4.04

0.023

0.91

14553

bus-lane

9.43

36.02

4.35

0.012

0.72

6665

3137

diamond-necklace

12.59

55.06

2.79

0.010

1.00

1629

380

engagement-ring

8.94

141.10

3.78

0.021

1.00

1723

5092

cowboy-hat

9.40

93.59

3.24

0.011

1.00

460

3700

exercise-book

7.60

19.49

4.60

0.009

0.36

7825

23912

shoulder-blade

9.61

174.75

4.91

0.022

1.00

8204

1569

apron-string

8.04

62.58

4.08

0.008

1.00

538

4068

bath-mat

9.53

24.10

3.73

0.005

0.90

3171

800

mouse-trap

8.60

29.02

2.98

0.006

0.79

2746

1674

mouse-mat

7.06

23.36

2.71

0.003

0.79

2746

800

hub-cap

7.70

29.53

3.56

0.003

0.96

350

2536

Average

9.33

100.34

3.99

0.034

0.89

4676

5096

Results for all five thematic association measures on the first twenty pairs, representing
pairings linked by word boundary association.
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Average
Assoc.
Ratio

t-score

Inverse
Distance

Dice

(Short Phrase)

Russian
Doll

Threshold

9.00

2.58

2.45

0.013

0.40

coffee-tea

9.85

65.76

4.05

0.085

0.89

6371

8255

knife-fork

10.77

110.90

3.65

0.106

1.00

3236

1018

knife-spoon

10.31

19.82

2.55

0.020

0.99

3236

887

doctor-patient

9.97

2.97

3.65

0.056

0.60

13625

24108

table-chair

8.83

21.57

3.86

0.053

0.59

22121

8963

wine-beer

11.06

41.81

3.61

0.064

0.95

7123

3629

cat-dog

9.95

33.97

3.80

0.051

0.77

5383

12100

mouse-cat

10.14

20.69

3.18

0.034

0.82

2746

5383

mouse-keyboard

11.39

28.38

2.94

0.035

1.00

2746

1131

mouse-hamster

11.18

17.96

2.22

0.008

1.00

2746

155

hammer-nail

10.37

31.26

2.81

0.028

1.00

1134

1902

sugar-spice

11.61

15.88

2.68

0.014

1.00

3681

599

Set 2

Frequencies
(BNC)

pencil-paper

9.68

18.14

3.39

0.015

0.70

1371

23063

cradle-grave

9.70

32.76

2.48

0.020

1.00

394

1193

penguin-keeper

12.17

24.05

2.30

0.002

1.00

211

1589

pen-ink

12.54

84.15

3.26

0.062

1.00

2413

867

doctor-nurse

9.97

33.15

3.85

0.050

0.74

13625

5488

lion-tiger

11.91

23.24

2.88

0.026

1.00

2082

1301

horse-saddle

11.76

29.42

3.08

0.017

1.00

12248

748

horse-cow

9.38

3.92

2.95

0.010

0.54

12248

2528

Average

10.63

32.99

3.16

0.038

0.88

5937

5245

Results for all five thematic association measures on the second twenty pairs, representing
pairings linked in a short noun phrase.

294

Set 3
(Associated)

Average
Assoc.
Ratio

t-score

Inverse
Distance

Dice

Russian
Doll

Threshold

9.00

2.58

2.45

0.013

0.40

doctor-hospital

9.68

23.71

3.93

0.045

0.61

13625

17760

chef-restaurant

12.45

33.01

2.89

0.028

1.00

827

4997

Frequencies
(BNC)

cook-kitchen

10.64

11.20

2.68

0.013

0.86

951

8246

cook-restaurant

9.60

0.00

1.20

0.004

0.54

951

4997

farmer-tractor

10.63

5.27

2.13

0.007

0.75

7112

709

waiter-tray

9.40

7.44

1.78

0.016

0.85

927

1695
5134

dentist-tooth

12.22

7.73

2.11

0.017

1.00

843

surgeon-operation

9.48

2.83

2.59

0.013

0.64

1639

15960

cow-milk

12.26

107.53

3.78

0.098

1.00

2528

4687

horse-rein

11.89

13.51

2.66

0.013

1.00

12248

602

dog-hamster

9.20

0.21

1.62

0.001

0.55

12100

155

dog-rabbit

9.60

0.00

2.62

0.009

0.55

12100

2414

pizza-salad

11.33

5.09

2.04

0.010

0.95

614

1390

pizza-mushroom

10.27

2.17

1.36

0.006

0.83

614

858

pizza-olive

10.36

0.00

0.00

0.002

0.65

614

335
3517

hat-wedding

8.72

1.42

2.25

0.006

0.48

3700

pen-sheep

8.31

16.60

2.85

0.008

0.64

2413

2970

pen-writer

8.55

1.08

2.41

0.007

0.44

2413

7179

cage-monkey

10.36

1.54

1.65

0.005

0.74

1293

1061

penguin-zoo

13.82

5.94

1.15

0.009

1.00

211

876

Average

10.44

12.31

2.19

0.016

0.75

3886

4277

Results for all five thematic association measures on the third twenty pairs, representing
pairings linked by some broad association.
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Set 4
(Nonsense)

Average
Assoc.
Ratio

t-score

Inverse
Distance

Dice

Russian
Doll

Threshold

9.00

2.58

2.45

0.013

0.40

bus-bottle

7.41

0.00

1.38

0.001

0.17

6665

5649

tea-exercise

7.03

0.00

1.08

0.002

0.14

8255

7825

Frequencies
(BNC)

shoulder-coffee

8.34

0.00

1.26

0.001

0.23

8204

6371

horse-wine

7.23

0.00

1.00

0.001

0.13

12248

7123

bath-sky

7.56

0.00

0.30

0.001

0.17

3171

5352

sugar-lane

6.51

0.00

0.85

0.001

0.13

3681

3137
1371

cook-pencil

7.06

0.00

0.00

0.000

0.09

951

bath-race

5.83

0.00

0.48

0.000

0.05

3171

8880

tooth-keeper

6.08

0.00

0.00

0.000

0.08

5134

1589

blade-coffee

6.83

0.00

0.00

0.000

0.07

1569

6371

pencil-cow

6.65

0.00

0.00

0.000

0.06

1371

2528

mushroom-tie

6.89

0.00

0.00

0.000

0.07

858

1810

cat-keyboard

5.88

0.00

0.78

0.000

0.09

5383

1131

hammer-cradle

8.30

0.00

0.00

0.000

0.15

1134

394

dessert-iron

7.56

0.00

0.00

0.000

0.10

439

4708

apron-lion

6.98

0.00

0.00

0.000

0.05

538

2082

chocolate-surgeon

5.76

0.00

0.00

0.000

0.06

2315

1639

cap-salami

6.79

0.00

0.00

0.000

0.04

2536

155

doctor-anchovy

6.74

0.00

0.00

0.000

0.04

13625

67

tiger-pizza

4.76

0.00

0.00

0.000

0.01

1301

614

Average

6.81

0.00

0.36

0.000

0.10

4127

3440

Results for all five thematic association measures on the last twenty pairs, representing
nonsense pairings.
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Appendix C - Performance Tuning Data
This Appendix provides listings of the data returned from heap profiling, allocation
profiling and garbage collection profiling of the Russian Doll Algorithm that was used
to performance-tune the implementation, as discussed in Chapter 6.

Heap Profiling Data
The heap profile for the starting build shows that the program is CPU-bound, with the
algorithmic method findMatches accounting for most activity. The profile for
Rebuild 1 shows that the bottleneck is now IO, with most significant activity relating
to the reading and parsing of lines of text from file. Rebuild 3 reflects the improved
efficiency; the raw counts are much lower, and there is no spike of activity at the top
of the table.
rank self accum count trace method
1 68.18% 68.18% 3175 300206 org.dwhardcastle.phd.app.russiandollscorer.Matchfinder.findMatches
2 22.48% 90.66% 1047 300208 org.dwhardcastle.phd.app.russiandollscorer.Matchfinder.findMatches
3 6.85% 97.51% 319 300207 org.dwhardcastle.phd.app.russiandollscorer.Matchfinder.findMatches
4 0.43% 97.94%
20 300182 sun.nio.cs.SingleByteDecoder.decode
5 0.28% 98.22%
13 300183 java.lang.AbstractStringBuilder.expandCapacity
6 0.17% 98.39%
8 300184 java.io.BufferedReader.readLine
7 0.13% 98.52%
6 300202 java.lang.Character.digit
8 0.13% 98.65%
6 300193 java.util.StringTokenizer.scanToken
9 0.13% 98.78%
6 300195 java.lang.Character.digit
10 0.11% 98.88%
5 300185 sun.nio.cs.SingleByteDecoder.decodeArrayLoop
11 0.09% 98.97%
4 300192 java.lang.Integer.valueOf
12 0.09% 99.06%
4 300186 java.lang.String.<init>
13 0.09% 99.14%
4 300196 java.util.StringTokenizer.scanToken
14 0.09% 99.23%
4 300200 java.util.StringTokenizer.scanToken
15 0.06% 99.29%
3 300210 java.util.StringTokenizer.nextToken
16 0.06% 99.36%
3 300209 java.io.FileInputStream.readBytes
17 0.06% 99.42%
3 300199 java.lang.System.arraycopy
18 0.04% 99.46%
2 300190 java.util.StringTokenizer.nextToken
19 0.04% 99.51%
2 300189 java.lang.String.substring
20 0.04% 99.55%
2 300191 java.lang.Integer.parseInt

Heap profiling data for the starting build.
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rank self accum count trace method
1 38.96% 38.96% 743 300184 sun.nio.cs.SingleByteDecoder.decode
2 15.47% 54.43% 295 300186 java.io.BufferedReader.readLine
3 13.27% 67.70% 253 300183 sun.nio.cs.SingleByteDecoder.decodeArrayLoop
4 6.92% 74.62% 132 300191 java.lang.AbstractStringBuilder.expandCapacity
5 6.14% 80.76% 117 300192 java.lang.AbstractStringBuilder.append
6 3.36% 84.11%
64 300181 java.lang.StringBuffer.toString
7 2.99% 87.10%
57 300193 java.io.FileInputStream.readBytes
8 2.41% 89.51%
46 300189 java.lang.String.<init>
9 1.68% 91.19%
32 300194 java.lang.StringBuffer.append
10 0.94% 92.13%
18 300187 java.lang.AbstractStringBuilder.expandCapacity
11 0.79% 92.92%
15 300188 java.lang.Character.digit
12 0.68% 93.60%
13 300208 java.util.StringTokenizer.scanToken
13 0.42% 94.02%
8 300200 java.io.BufferedReader.readLine
14 0.42% 94.44%
8 300221 java.lang.AbstractStringBuilder.append
15 0.31% 94.76%
6 300202 java.util.StringTokenizer.scanToken
16 0.31% 95.07%
6 300204 java.lang.StringBuffer.append
17 0.31% 95.39%
6 300197 java.lang.String.<init>
18 0.26% 95.65%
5 300205 java.lang.String.indexOf
19 0.26% 95.91%
5 300209 java.util.StringTokenizer.setMaxDelimCodePoint
20 0.26% 96.17%
5 300198 java.util.StringTokenizer.scanToken

Heap profiling data for Rebuild 1.
rank self accum count trace method
1 40.00% 40.00%
28 300220 org.dwhardcastle.phd.app.russiandollscorer.Algorithm.getObserved
2 7.14% 47.14%
5 300216 org.dwhardcastle.phd.app.russiandollscorer.OccData.updateOffsets
3 5.71% 52.86%
4 300215 java.io.ObjectInputStream.bytesToDoubles
4 4.29% 57.14%
3 300221 org.dwhardcastle.phd.app.russiandollscorer.Algorithm.getObserved
5 4.29% 61.43%
3 300219 java.io.FileInputStream.readBytes
6 4.29% 65.71%
3 300109 java.lang.ClassLoader.defineClass1
7 2.86% 68.57%
2 300111 java.lang.ClassLoader.findBootstrapClass
8 2.86% 71.43%
2 300218 java.lang.StrictMath.floor
9 2.86% 74.29%
2 300014 java.io.WinNTFileSystem.getLastModifiedTime
10 1.43% 75.71%
1 300217 org.dwhardcastle.phd.app.russiandollscorer.OccData.updateOffsets
11 1.43% 77.14%
1 300214 java.io.ObjectInputStream.readArray
12 1.43% 78.57%
1 300208 sun.misc.Unsafe.defineClass
13 1.43% 80.00%
1 300192 java.lang.reflect.Proxy.<clinit>
14 1.43% 81.43%
1 300227 org.dwhardcastle.phd.app.russiandollscorer.OccData.updateOffsets
15 1.43% 82.86%
1 300226 java.lang.reflect.Array.newArray
16 1.43% 84.29%
1 300182 org.dwhardcastle.phd.app.russiandollscorer.OccurrenceDataServer.<init>
17 1.43% 85.71%
1 300181
org.dwhardcastle.phd.app.russiandollscorer.cartridge.RussianDollScorerCartridge.getScore
18 1.43% 87.14%
1 300179 java.net.URLStreamHandler.parseURL
19 1.43% 88.57%
1 300159 sun.util.calendar.CalendarSystem.<clinit>
20 1.43% 90.00%
1 300114 org.apache.log4j.LogManager.<clinit>

Heap profiling data for Rebuild 2.
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Allocation Profiling Data
Comparing the allocation profiles of rebuild 1 and rebuild 2 it is clear that data churn
is considerably reduced, since the number of instances is much lower. Also, most of
the data is now held in arrays of primitives, reducing the overhead of object creation.
________________Size__Instances__Average__Class________________
1610291840 206067 7814 [C
37996152 1583173
24 java.lang.String
22909200 572730
40 java.util.StringTokenizer
13457920 841120
16 java.lang.Integer
8213112
25334
324 [I
1476816
30767
48 java.nio.HeapCharBuffer
1469368
638 2303 [B
227152
14197
16 java.lang.StringBuffer
146160
2030
72 org.apache.log4j.spi.LoggingEvent
104056
1737
60 [Ljava.lang.Object;
37504
1282
29 [Ljava.lang.String;
31488
388
81 [S
23112
320
72 [D
21760
160
136 java.text.DecimalFormat
19096
341
56 java.net.URL
18744
781
24 java.util.Hashtable$Entry
17920
320
56 java.text.DecimalFormatSymbols
15440
193
80 java.lang.reflect.Method
12760
319
40 sun.misc.FloatingDecimal
12720
103
123 [Ljava.util.HashMap$Entry;
11488
70
164 [Ljava.util.Hashtable$Entry;
11160
465
24 java.util.HashMap$Entry
10560
110
96 java.util.jar.JarFile$JarFileEntry
10112
158
64 org.dwhardcastle.phd.app.russiandollscorer.Scorecard

Allocation profiling data from Rebuild 1.

________________Size__Instances__Average__Class________________
10240048 424108
24 [I
3408864
179 19044 [D
1731032
98 17664 [[I
949224
8449
112 [C
791672
1300
609 [B
125352
5223
24 java.lang.String
117920
2136
55 [Ljava.lang.Object;
37472
1281
29 [Ljava.lang.String;
37056
386
96 java.io.ObjectStreamClass
31536
391
81 [S
20160
1260
16 java.lang.StringBuffer
18624
776
24 java.util.Hashtable$Entry
18592
332
56 java.net.URL
16480
206
80 java.lang.reflect.Method
13296
111
120 [Ljava.util.HashMap$Entry;
11632
72
162 [Ljava.util.Hashtable$Entry;
11304
471
24 java.util.HashMap$Entry
10272
107
96 java.util.jar.JarFile$JarFileEntry
9728
608
16 java.lang.StringBuilder
8632
485
18 [Ljava.lang.Class;

Allocation profiling data from Rebuild 2.
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Garbage Collection Profiling
There is a substantial reduction in the number of standard sweeps made between the
Rebuild 1 and Rebuild 2, but the most notable change is the 1000-fold reduction in
reclaim. Because of the way that the garbage collector is implemented this only shows
up as a three-fold reduction in allocation time, which suggests that the use of
allocation time as a meta-marker for data churn is ill-advised.

Starting Build

GC Time
Allocated
689 ms

Total
Reclaim
2.3 Gb

Standard
Sweeps
588

Full
Sweeps
7

Rebuild 1

767 ms

2.3 Gb

588

7

Rebuild 2

237 ms

2.1 Mb

26

4

The time allocated, reclaim and number of standard and full sweeps during
garbage collection for tests on each build of the cartridge.
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Appendix D – Letter to Domain Expert Evaluators
Background
is a computer program that writes cryptic crossword clues which I have built
as part of my PhD. The aim is not to attempt to supplant human authors of
crosswords, but to investigate how machines might write creatively. The system aims
to construct fair clues, in Ximenean terms, but also to come up with a smooth and
meaningful surface reading, hopefully exploiting some homographs to make the clue
more interesting to solve.

ENIGMA

The system only attempts wordplay puzzles such as Anagram, Container/Contents,
Charade and Reversal, or combinations of these, as well as Two Meanings clues. The
research interest has focused principally on trying to understand the linguistic features
of good quality wordplay cryptic clues, and then provide the computer with the means
to create clues with those features.
I am in the process of conducting a quantitative evaluation of ENIGMA that involves
asking regular solvers to choose the human-authored clue, faced with 30 pairs of clues
for the same lights, where one of each pair was human-authored (in the Sun or
Independent) and the other was generated by ENIGMA.
I would like to supplement that with a qualitative evaluation, based on the comments
and analysis of a small number of domain experts who are compilers and editors of
cryptic crossword clues, and that is the purpose of the following questions.

Questions
There are two sets of clues listed below – all of them were generated without my help
or interference by the computer program for a set of lights taken from an existing
crossword.
In the first set, each clue was selected at random from the clues that ENIGMA thought
were best.
In the second set, I chose what I thought was the best clue from the top 100 or so
clues for each light, rather than relying on ENIGMA’s ranking.
•
•
•
•
•

What is the overall quality of the clues in each set?
What are the features of the good clues that you think make them successful?
What are the failings of the bad clues?
Do you think that any of the clues produced by ENIGMA would be good enough to
appear in a published crossword?
Do you have any other comments or suggestions?

Thank you
Thank you very much for taking the time to comment on my research, I hope that you
found it interesting.
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Appendix E – Turing-style Test Data

Light
SURE

Miss
Rate
76%

SCION

65%

LAPSE

44%

TILLER

42%

BROTHER

36%

EXPANSE

36%

SOLID

36%

EVENT

33%

REALM

33%

RURAL

33%

SEWER

31%

UNNOTICED

31%

REHEARSAL

27%

EXPRESS

25%

ATOMIC

25%

DISCARDED

24%

DRAGON

24%

LESSON

24%

SADDLE

24%

DECORUM

24%

HOARD

24%

CHARACTER

22%

Clues

Source

Convinced potential user (4)
User out, convinced (4)
Twig that coins are lost (5)
That is something carrying a charge for a descendant (5)
Slip plate above boiled peas (5)
Slight error in peals, possibly (5)
Excited trill around note to key (6)
Territory inherited by sick, arable farmer (6)
Double berth is awkward around rising gold (7)
Sibling getting soup with hesitation (7)
Sweep area (7)
Stretch in river that's without vessels (7)
Firm penny after essential oils (5)
Betrayed, but holding one to be sound (5)
Issue proceeding (5)
Incident involving head of English before opening (5)
Ground and cooked meal following recipe (5)
Royal, male, astray in kingdom (5)
Metropolitan country (5)
Game bird mostly turning up in the country (5)
Drain second vessel (5)
Second vessel becomes a drain (5)
Unseen and scattered noun before running edict (9)
Continued to become neglected (9)
Sketch moving share in poor earl (9)
Catches held in actual practice (9)
Limited by mean (7)
Fast, say (4)
False coat around state to compact (6)
Thrown in a moat one's cold on a small scale (6)
Tossed wild cards in past (9)
Dad's cider mistakenly thrown out (9)
Note that groan is wild and berserk (6)
Something boring about fire-breathing monster (6)
Notice that large noses are runny (6)
Period of instruction for the French boy (6)
Form charge (6)
Seat for rider with burden (6)
Pseudo code and singular virtue (7)
Artistic style with odd dignity (7)
Save to stack (5)
Stockpile found in house on a road (5)
Light broken arch above spilled crate (9)
Letter or card (9)

Sun
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Ind.
Sun
Ind.
Sun
Ind.
Ind.
Sun
Sun
Ind.
Ind.
Ind.
Ind.
Sun
Ind.
Sun
Sun
Sun
Sun
Ind.
Ind.
Ind.

RAP

18%

SORT

18%

ENACT

18%

PRISON

16%

OGLING

16%

STYGIAN

13%

PROPOSE

11%

MALE

4%

Snap slam (3)
Knock a style of music (3)
File is separate (4)
Kind royal taken in by drunkard (4)
Comb back then time order (5)
Stick around, with time to play (5)
Ward fresh rips above back number (6)
One boy following pair from jail (6)
Insulting and criminal gin after odd log (6)
Go back with Heather giving nasty looks (6)
Fiendish and strange saying around true (7)
Gloomy, and staying unsettled (7)
Maintain falling tincture in twisted rope (7)
Suggest a professional model (7)
Place back run above direction (4)

Sun
Sun
Ind.
Sun
Ind.
Ind.
Sun
Sun

Man getting post, we hear (4)

Clues presented to subjects of the Turing-style test. The first clue in each pair, highlighted
in bold, was generated by ENIGMA. The Miss Rate is the percentage of subjects who mistook
this clue for the human-authored one.
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